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Abstract

The practice of evaluating TTS models by conducting listening
tests to rate the ‘naturalness’ of synthesized speech using Mean
Opinion Score (MOS) is under increased scrutiny. In the stan-
dard implementation of a MOS-based listening test, the results
are decontextualized and do not provide detailed information
that researchers can use to determine the source of errors, im-
prove their models or evaluate them with respect to a particu-
lar use case. In this work we aim to address these challenges
by presenting an approach to listening test evaluation that pro-
duces time-aligned error annotations based on the type of error,
as well as the severity of the error with respect to the use case.
Our approach makes specific considerations to the low-resource
TTS context but we also argue for the wider adoption of con-
textual evaluation in speech synthesis research.

Index Terms: speech synthesis, evaluation, applied research,
low-resource languages

1. Introduction

Despite being the de-facto standard for speech synthesis eval-
uation, Mean Opinion Score (MOS) faces many criticisms
[1, 2, 3]. A fundamental critique of MOS tests for speech
naturalness relates to the term ‘naturalness’ itself being under-
specified [2, 4]. The lack of specificity around what MOS is ac-
tually measuring could be seen as convenient by researchers be-
cause it simplifies the challenge of evaluation, and allows text-
to-speech (TTS) systems to be evaluated without specifying or
restricting to an intended use case. While the convenience of
this approach is attractive for the researcher, it provides results
that are not contextually meaningful. Edlund et al. [5] show
that MOS tests are indeed sensitive to contextual framing and
vary significantly depending on the task and context provided to
participants. But standard MOS tests are almost always imple-
mented in a decontextualized way that provides listeners with
no information about the intended use case, task, or contextual
framing. As a result, we cannot know if the MOS results from
such listening tests generalize to specific use cases. Solely eval-
uating TTS in terms of the under-specified notion of ‘natural-
ness’, means that for many use cases we are likely both over-
performing in some areas and underperforming in others.
Another concern about MOS tests is that it is difficult to
understand what types of errors a model is making from MOS
results alone. That is, unless the listening test is very carefully
designed, the results will not provide any guidance for where
a TTS model needs improvement. As Streijl et al. note, “it is
generally not enough to establish the existence of a problem; it
is necessary to identify the root cause to fix it. Unfortunately,
MOS tells users little about the causes of a problem” [3, p. 221].
‘While many of the criticisms of MOS refer to the evaluation

76

of mainstream TTS systems, there are additional short-comings
when considering evaluation in so-called ‘low-resource’ con-
texts. For example, it is often difficult to recruit listener partic-
ipants who speak the languages in question. In extreme cases,
sometimes the total number of speakers of a language is less
than the number required for statistical significance in a stan-
dard MOS test [6]. More commonly however, it is just the
case that speakers of the language are not available through
typical crowd-sourcing recruitment methods. These challenges
have led many low-resource speech synthesis projects to avoid
evaluation altogether [7]. Bewilderingly, in isolated cases, this
has also led to evaluation being conducted only by listener par-
ticipants who do not speak the languages in question prior to
releasing models [8]. More recently, with the availability of
MOS-prediction models and other automatic evaluation tools
[9, 10, 11, 12], researchers are turning to automatic methods
of evaluation for low-resource speech synthesis. However, au-
tomatic methods for estimating MOS scores struggle to gen-
eralize to unseen languages [12]. Additionally, they share the
same previously discussed limitations of MOS scores obtained
via listening tests. That is, among other concerns, the results do
not indicate whether the system is sufficient for a particular use
case, or provide guidance on how to improve the model.

The main contribution of this paper is an evaluation
methodology that uses expert-annotated phone-level errors, cat-
egorized by type and severity, to provide contextually rele-
vant and practical insights for TTS researchers, developers, and
stakeholders. The data gathered by our evaluation methodol-
ogy is contextualized both in the sense that it relates to specific
use cases, and in that it produces information about the location
and types of errors identified by listeners. In this way, we focus
on identifying specific issues in synthesized speech which can
inform targeted improvements to a TTS model. We find that
this is possible in a collaborative exercise with a small number
of expert listeners, allowing us to move away from concerns
of recruiting enough participants to achieve adequate statistical
power to draw inferences from aggregated and under-specified
naturalness ratings.

1.1. Related Work

Our work is most similar to the work of [13, 14, 15]. In [13],
the need for location-specific error annotations in speech syn-
thesis evaluation is also argued for, and the authors present an
evaluation methodology based on the Rapid Prosody Transcrip-
tion paradigm. In addition to differences in methodological de-
tails, our motivations differ in that their technique is specifi-
cally focused on prosodic errors and does not consider use-case
specific evaluation. The work of [14] employs an audience re-
sponse system where participants are asked to press a button
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whenever they hear an error. This achieves the goal of location-
specific errors, but introduces the problem of quantizing, nor-
malizing, and clustering participant responses and then align-
ing them to related phonemes or words for analysis. Addition-
ally, participant responses are not categorized which may lead
to difficulty interpreting the results. In the low-resource con-
text, this methodology presents challenges in terms of recruiting
large numbers of participants. [15] describe a workshop where
Ojibwe teachers are interviewed about the strengths and limi-
tations of an Ojibwe TTS system using a participatory design
methodology. Their approach is similar in terms of context, and
they report meaningful responses and feedback as a result of
the workshop. However, they are also evaluating a user inter-
face that the teachers use for accessing the TTS system, and
do not include any linguistic or location specific details about
the errors. Outside of TTS research, our work parallels a dis-
cussion in machine translation, where annotation-based metrics
like MQM [16] likewise seek to shift quality evaluation from
single, hard-to-interpret numbers to a richer, more informative
typology of errors.

1.2. Our Use Case

The motivation for this paper comes from the Speech Gen-
eration for Indigenous Language Education (SGILE) Project,
a three-year collaborative project developing speech synthesis
systems for use within the context of three Indigenous language
education programs [17]. For this paper, the key partners are the
National Research Council of Canada (NRC) and the WSANEC
School Board (WSB). The WSB are a First Nations Education
organization dedicated to the teaching of the SENCOTEN lan-
guage. Located on the Saanich Peninsula of what is colonially
known as Vancouver Island, they are equal collaborators and
funded partners on the SGILE project. As the TTS is being de-
signed for use in WSB education programs, project members
belonging to WSB are ultimately responsible for making deter-
minations about the quality of the system and how it should be
integrated into the language learning context.

The SENCOTEN language is a Salishan language [18]
which, notably for TTS, has a large inventory of consonant
phonemes (36 in total), and a complex lexically-specified stress
system which is unmarked in the orthography [19]. The writ-
ing system for SENCOTEN was developed by the late Dave
Elliott who is often credited with catalyzing the contemporary
language revitalization efforts that continue to this day. These
efforts include the educational programming facilitated and ad-
ministered by the WSANEC School Board which ranges from
preschool to Grade 12 where over 40% of the students take their
classes entirely in SENCOFEN. The TTS evaluated in this pa-
per is being designed to be as widely applicable across these
education programs as possible. As a starting point, we envi-
sion the tool being used to ‘breathe life’ into existing text-based
resources like the SENCOTFEN dictionary [20] by synthesizing
all words and example sentences.

2. Methodology

As an alternative to mainstream TTS evaluation, we develop
a methodological approach involving the annotation of synthe-
sized audio with phone-specific errors. The following subsec-
tions walk through our process for designing stimuli (§2.2), cre-
ating a typology of errors for annotation purposes (§2.3), defin-
ing the roles required in the evaluation session (§2.4), and con-
ducting a session evaluating the TTS output (§2.5).
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2.1. TTS Model

The TTS model evaluated in this paper is a SENCOFEN lan-
guage TTS model that was created from the voice of a single
male speaker with data designed and collected specifically for
speech synthesis purposes [17].

The model was trained with approximately four hours of
data recorded in a professional studio environment. The train-
ing data was a combination of words and example sentences,
sourced primarily from the SENCOTEN dictionary. We con-
verted the orthographic form of the training data to phonemes
using the G;2P; library [21]. In total, our training data is
made up of 13,528 words (4,240 of which are unique) and con-
tains 5,775 unique phoneme trigrams (including punctuation,
spaces/word boundaries, and beginning and end of sentence
markers). We applied leading and trailing silence stripping to
our training data which was then filtered to exclude audio longer
than 11 seconds or shorter than 0.5 seconds.

We used the Every Voice TTS Toolkit [17] to train the model
which employs an adapted FastSpeech2 [22] architecture and a
HiFi-GAN vocoder [23]. We used the pretrained HiFi-GAN V1
Universal checkpoint distributed in the EveryVoice TTS Toolkit
and fine-tuned it using the predicted Mel spectrograms from
our FastSpeech2 model (i.e., vocoder matching). We used the
default hyperparameters from v0.2.0 of the EveryVoice TTS
Toolkit, which was the current version at the time.

2.2. Designing Stimuli

In standard listening tests, stimuli are typically chosen solely by
the developers of the TTS system. Sometimes these sentences
are chosen according to specific linguistic criteria such as ensur-
ing phonetic balance across the test utterances, or choosing se-
mantically unpredictable sentences [24]. More commonly how-
ever, the method for selecting utterances is unreported in speech
synthesis experiments, and they are most likely simply chosen
at random from a test split. Randomly selecting utterances from
a test set is problematic because it does not control for phonetic
balance, similarity to training data, or whether the test sentences
belong to a domain that is relevant to the target use case.

To address these issues, for designing the stimuli for our
experiments, two requests for utterances to synthesize for eval-
uation were sent a few weeks ahead of the evaluation session.
The first request was sent to the SENCOFEN language experts
involved in our project through the WSB; our second request
was sent to two linguists at the University of Victoria who
are experts in the phonetics and phonology of Salishan lan-
guages.' The requests asked for single words or sentences that
have either particular importance in the context of education
(i.e., the use case for our TTS systems), or might exhibit par-
ticularly challenging phonetic or phonological properties, e.g.,
co-articulatory effects.

We received 40 utterances including 26 single words and 14
sentences. The focus on single words is likely explained by the
fact that one of the primary use cases for the synthesizer is to
synthesize words and example sentences from the SENCOTEN
dictionary. In the test set, 61% of the word types and 33% of
the word tokens were unseen during training.

Ahead of the evaluation session, we synthesized each of the
40 utterances using the model described in §2.1. In addition
to synthesizing the waveform signals, we also exported Praat
TextGrids with phoneme and word level alignments. The Ev-

IThe two linguists contacted have an established relationship with
the WSANEC School Board as well.



ery Voice TTS Toolkit has a built-in method to export TextGrids
with phoneme and word alignments. In EveryVoice, the phone-
level alignments come from the TTS model’s internal predic-
tions for phoneme duration. While this was convenient, we
note that the phoneme boundaries predicted by the model did
not always correspond with the final synthesized audio. While
this can be somewhat visually confusing, it does not affect our
method since the purpose of the phoneme boundaries in the
TextGrid is simply to provide anchor points for annotation. For
TTS models which do not produce explicit phoneme-level du-
ration predictions, or for subsequent analysis of the audio signal
itself, it would be possible to use an external forced alignment
model instead (e.g. [25, 26]).

2.3. Error Annotation

For our purposes, we define two error typologies: one to de-
scribe an error’s severity in relation to our use case, and one to
categorize error annotations to facilitate the analysis of results.

2.3.1. Degrees of Error Severity

We define three degrees of error severity directly relevant to our
educational context. When an error is identified, it is rated based
on the following definitions:

 I. Minor — You hear an error, but think the voice is still good
enough to be used in an educational context like a classroom.
In other words, you are comfortable with this type of error.

* 2. Moderate — You would feel uneasy about a voice that made
this type of error regularly. In other words, you are comfort-
able with this type of error occurring in an educational con-
text like a classroom so long as there are not too many of
them.

* 3. Major — You definitely would not be okay with this error
occurring in a classroom setting.

2.3.2. Error Categories

In addition to degrees of error severity, we also define a typol-
ogy of error categories:

e CM — Consonant, manner of articulation error

¢ CP — Consonant, place of articulation error

e DL — Duration, segment is too long

* DS — Duration, segment is too short

e E — Extra sound (addition)

* M — Missing sound (deletion)

* P — Prosody, an error related to intonation/tone or other
suprasegmental feature

* VC - Voicing errors (e.g. creaky/voiced/unvoiced)

* VQ - Vowel Quality error, an error related to vowel quality

e O — Other (e.g., Vocoder artefacts or other noise quality is-
sues unrelated to pronunciation)

With 10 error categories and three degrees of error sever-
ity, there are 30 different combinatorial possibilities for types
of errors in our method of evaluation. For example, DLI would
indicate a minor error where the duration of the annotated seg-
ment is too long, and VO3 would indicate a major error related
to vowel quality.

2.4. Roles

In our evaluation there are three roles: session lead, note-taker,
and expert evaluator. The role of the expert evaluators is to de-
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termine whether errors in the synthesized speech exist, and to
assess how severe the errors are with respect to the pre-defined
use case (§2.3.1). The role of the session lead is to explain
the setup for the evaluation, play the synthesized speech to ex-
pert evaluators, and record their responses by annotating Praat
TextGrids in the manner described in §2.5. The role of the note-
taker is to record notes and observations during the session and
highlight topics for future analysis or discussion.

Instead of recruiting ‘participants’ from outside of our
project, as with standard listening tests, our evaluation in-
volved expert evaluators from within the larger SGILE project
(§1.2). This is because recruiting large numbers of partici-
pants in a low-resource context is extremely challenging and
because our project already involves a wide range of experts
in the SENCOTEN language. The WSANEC school board
(WSB) determined who from the larger SGILE project should
be invited to the evaluation session with the request of limiting
the number of evaluators to no more than five, otherwise con-
ducting the session could be logistically difficult. It was deter-
mined five WSB staff who were familiar with or had expertise
in SENCOTEN and had teaching experience would attend the
session as expert evaluators, including the speaker whose voice
was used to create the model being evaluated. Since these staff
members are also teachers at the school, they serve a dual role as
both language experts and stakeholders in the project. As stake-
holders, they will ultimately decide whether the tool is suitable
for classroom use, and so their input is crucial to the project’s
success.

As discussed in [17], all participating expert evaluators are
equal members of the overarching research project that this
work belongs to and so additional research ethics board ap-
proval was not sought. The session lead, note-taker, and all
of the expert evaluators are co-authors of this paper.

2.5. Evaluation Session

The session was conducted at the WSANEC school board over
the span of two hours including set up and briefing. The session
involved a session lead, note-taker, and five expert evaluators
listening to 40 stimuli. The session took place in-person, with
the exception of the note-taker who connected via Zoom. We
used a headphone monitor to split the signal so that each eval-
uator heard the same stimuli from the same source simultane-
ously. The session was recorded using a Zoom Recorder and
the note-taker took notes in real-time.

At the start of the session, the degrees of error severity were
described to the evaluators and they were provided a copy of the
definitions to refer to throughout the session. Evaluators were
asked to identify whether a stimulus had one or more errors
and, if so, to determine the degree of the error(s). They were
also asked to specify which part of the utterance they heard the
error in and to explain the reason for the error. Evaluators dis-
cussed potential errors and their respective severities as a group
and were able to hear the stimuli as many times as needed to
make a determination. The error severity reported by evaluators
occasionally differed even after discussion, and in these cases
the highest error severity among all perspectives was recorded.

Note that while the error severity definitions were described
to expert evaluators, the error categories were not. Rather, they
were determined solely by the session lead based on feedback
provided by evaluators. This decision was made so that the ex-
pert evaluators would be able to remain focused on the use case
and the impact the errors could have. As errors were identified,
the session lead annotated the corresponding word or phoneme



in the TextGrid with the error category as well as the severity of
the observed error as determined by the expert evaluators. The
result is an annotated Praat TextGrid for each utterance in the
test set as shown in Figure 1.

Most of the errors we encountered had clear phoneme-
specific locations, but it was occasionally difficult to specity
the location of an error. For example, there is an inherent chal-
lenge in providing segmental annotations for errors or error cat-
egories which are suprasegmental in nature (e.g., prosodic er-
rors or noise quality issues). In these cases we opted to annotate
errors at the word level.
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Figure 1: A screenshot of a Praat TextGrid created by the ses-
sion lead during the evaluation. During the evaluation ses-
sion the expert evaluators listen to the audio and provide feed-
back based on whether errors exist and how severe the errors
are. The session lead then annotates a pre-generated Praat
TextGrid with the errors. The first tier shows the boundaries
of the phoneme inputs as modeled by the speech synthesis sys-
tem. Since the phoneme boundaries are extracted from the pre-
dicted durations for the model’s internal representation of each
phoneme input, the boundaries do not reflect the actual bound-
aries of the phonemes based on spectrographic analysis. The
second tier shows error annotations. Here, we can see a mi-
nor error (1) related to the vowel quality (VQ) of the /a/ vowel.
Readers familiar with SENCOFEN might notice that this /a/
would be better represented by a /a/ or /1/. The vowel qual-
ity error here is likely a result of an error in the g2p engine
that generated this pronunciation form. The third tier shows the
orthographic form of the utterance. The fourth tier allows for
word level annotations.

3. Results

In Table 1 we report the results from our error annotations. Our
most common errors included prosodic errors (P), manner of
articulation errors for certain consonants (CM), duration errors
related to segments being too short (DS), and the presence of
vocoder artefacts (O).

In addition to reporting results in terms of the raw counts
of types of errors, we can also report our results in terms of the
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Table 1: Results from our evaluation showing the error counts
for each category and severity. We also show the ‘Total Error
Severity’ (TES) which is the sum of the degrees of error severity
(1 for minor error, 2 for moderate error, 3 for major error, see
§2.3.1).

Error Severity
Min. Mod. Maj. |

0 1

Error Category TES

P (Prosody) 3
CM (Manner) 2
DS (Duration) 1
4
1
1

O (Other)
E (Extra Sound)
VQ (Vowel Qual.)

[eNeNeNol 8]
[N eNel =
——_ s~

proportion of words in the test set which exhibit at least one
of the relevant error categories. We refer to this calculation as
the Annotated Word Error Rate (AWErr).2 The AWEirr is cal-
culated as AW Err = “Vv‘f,““ where W is the set of word tokens
in the test set and W, is the subset of those words that were
annotated as having one or more minor, moderate, or major er-
rors. If an error is annotated at the phoneme level, we consider
the word containing that phoneme as having an error. Since we
have phoneme-level error annotations as well, we can easily ex-
tend AWErr to the phoneme-level. In this case we refer to it
as the Annotated Phoneme Error Rate, APErr = “};;“. As
mentioned in §2.5, some error categories are suprasegmental in
nature and are only annotated at the word level, e.g. prosodic
errors. In these cases we do not propagate word errors down
to the phoneme level when calculating APErr. In other words,
APErr only considers segmental errors.

We can further break down AWErr according to whether or
not words in the test set were seen during training. Statistics
on seen versus unseen words are rarely reported in speech syn-
thesis evaluation likely because standard listening tests assess
naturalness at the utterance level, and so determining whether
an error is related to a specific word is not possible. However,
since our evaluation methodology provides the location of in-
dividual errors, we are in a position to analyze this distinction,
and we believe doing so offers valuable insight into a model’s
ability to generalize rather than simply memorize.

Accordingly, we report an AWErr of 7% for seen words and
37% for unseen words, with an overall AWErr of 17% across
all word tokens in the test set. These results show that our
model synthesizes seen words more reliably than unseen ones
— an unsurprising result, but we include it here to demonstrate
the potential of the location-specific errors that we have, and
to underscore the importance of generalization in TTS models,
particularly in the low-resource context.

Minor, moderate, and major errors all contribute equally to
our AWETrr calculation, but we can also report error rates for
each error severity category separately, which we believe pro-
vides a more detailed picture of the types of observed errors.
Table 2 shows both annotated word and phoneme error rates
broken down in this way.

Since we have phone-level error annotations, we can also
investigate the phonological context of existing errors. Our test
set contains 303 unique phoneme trigrams and, as stated in §2.1,
our training data contains 5,775 unique phoneme trigrams. In

2Note that this is not the same calculation of WER commonly used
in evaluation of automatic speech recognition.



Table 2: Annotated word & phoneme error rates separated in
terms of error severity (see §2.3.1). Annotated word error rates
(AWETrr) are reported across words that have been seen and
unseen during training. All phonemes have been seen during
training.

Level Subset Min. Mod. Maj. | Total
(%) (%) (%) (%)

Phoneme  All 1.4 0.3 03 | 20
Seen 5.6 14 0.0 7.0

Word Unseen 25.7 5.7 5.7 37.1
All 12.1 2.8 1.9 16.8

Figure 2 we plot the token frequency (measured from the train-
ing data) of each trigram from the test set against the total error
severity accrued by each trigram’s medial element. This shows
the relationship between the frequency of phonemes-in-context
in the training data, and their associated total error severity in
the test set. Unsurprisingly, the graph appears to show a neg-
ative relationship between token frequency in the training data
and total error. However, as we discuss further in §4, specifying
the phonological context of errors remains insightful for guid-
ing future recording efforts and identifying the causes of errors.
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Figure 2: The relationship between the token frequency of
phoneme trigrams in the training data and the total error
severity accrued by the medial element of each trigram. The
most common trigram, /t0s/, is unsurprisingly found in the
determiner in SENCOFEN. The trigram /0aq/ represents a
major error discovered in the word TEKI, and the trigram
/ak"’<EOS>/ with a total error severity of 4 represents mul-
tiple DS duration errors (see §4 for details). <BOS> and
<EOS> represent beginning- and end-of-sentence markers re-
spectively.

4. Discussion

In §4.1, we present and discuss the evaluation outcomes, show-
ing how the results from our evaluation session were used to
identify errors and guide improvements to our TTS model.
Then, in §4.2, we detail how our proposed evaluation protocol
can be reproduced and discuss considerations for replication.
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4.1. Evaluation Outcomes

We found the results from our evaluation led to the rapid dis-
covery of a number of issues with our model. Here, we discuss
the identification, analysis, and mitigation of the four most sig-
nificant sources of errors according to our evaluation.

First, the most significant source of errors were categorized
as P-type errors related to prosody. In our case these errors
were all related to stress. Three of these errors were decided
to be minor, but one error was determined to be major. The
major error was located in the word TEKI meaning ‘Sockeye
salmon’.® Stress does not typically fall on E in the language
when another full vowel is present in the word, but FEKI is an
exception; the proper pronunciation would be /'0aqi?/, but our
model produced /09'qi?/. Sockeye is an extremely culturally
important fish and accordingly it was deemed a major error for
this word to be mispronounced. The model we evaluated in
this paper did not explicitly mark stress, but to mitigate this
issue, we have since worked to add explicit stress marking to
our phoneme inputs, providing better modeling of stress and
allowing inference-level control over errors.

Consonant manner of articulation errors (CM) also incurred
a total error severity of 6 from two minor errors and two mod-
erate errors. All of these errors were found on ejective con-
sonants, /p’/, and /kV’/, or the voiceless uvular plosive /q/.
The most frequent comment about these errors was that they
were too quiet. One interesting point of discussion that emerged
was that because these sounds do not exist in English, instruc-
tors might be accustomed to enunciating these sounds slightly
louder than in normal speech in order to assist learner compre-
hension and phoneme recognition. While we could address this
issue by recording hyperarticulated speech in the manner that
some of the expert evaluators were expecting, we would prefer
to have inference-level control over the degree of articulation.
FastSpeech2 does allow phoneme-level control for pitch, dura-
tion, and energy via its variance adaptor modules, but we have
not yet implemented or evaluated any mechanism to boost the
salience of non-English plosives. Elsewhere in other education
contexts, this is an active area of research, e.g. see [27] for a dis-
cussion on accentuating tense/lax vowel distinctions in English
for early childhood education using synthesized speech.

The third most significant category of error that we found
were DS duration errors specifically related to segments being
too short, with one example determined to be a major error.
Further analysis led us to find that these errors were all limited
to instances of word-final /k™’/. Listening to training data with
these examples, we found that our silence trimming was too
aggressive, and was cutting off the end of the consonant release.
This issue was fixed by relaxing our silence trimming settings
and listening to those isolated samples to ensure that the silence
trimming was not cutting off the end of the utterance.

Lastly, we also recorded four separate minor errors that we
categorized as O-type (‘other’) errors. These errors related to
‘metallic’ sounding noises which we attributed to vocoder arte-
facts, a characteristic class of errors for many speech synthesis
systems. Given that these errors were all deemed to be minor,
we have not focused our attention on these errors as much as the
others, however we have found that increasing the amount of
training data and finetuning the vocoder on predicted Mel spec-
trograms from our feature prediction network both improve the
model in this respect.

3The word ‘sockeye’ in English is in fact a borrowing/anglicization
of this word.



Our evaluation methodology significantly contributed to
our ability to identify and fix these problems, largely because
—in contrast to MOS — it revealed both the type and location of
errors. As these examples show, it was then relatively straight-
forward to inspect the training data we had for the phonologi-
cal context of the observed errors and adjust it where relevant.
Given the usefulness of the process and results of our evalua-
tion, we anticipate using this methodology for future evaluation
efforts, and we encourage others to adopt more use case specific
evaluation methodologies as well. On first glance, our approach
might seem labour-intensive compared with traditional listening
test design and implementation. However, we believe that the
results we obtained here are more meaningful for both the TTS
researcher and evaluators than a traditional listening test would
have been, both in terms of understanding the capabilities and
limitations of the system, as well as for charting a path forward
to improve the model.

A remaining question following our evaluation is whether
the quality of speech is acceptable for our use case. That is, if
we improve the model such that no major errors are reported,
is it ready to be released? Or, do we also need to reduce the
moderate and minor errors below an acceptable threshold? Ul-
timately, the acceptability of a system is a subjective judgment
that should be made by the stakeholders of the project [28].
The decision of whether to release the model is ongoing, and
is also influenced by possible risks associated with the technol-
ogy, such as the production of inappropriate or offensive speech,
or negative consequences from the TTS being viewed as the
assertion of a standard dialect to the exclusion of others [17,
Appendix A]. Regardless of whether the decision is made to
integrate our model into public-facing tools, our evaluation pro-
cedure has helped inform that decision. By sitting collectively,
listening to the model, and discussing errors, we developed a
shared understanding of the capabilities and limitations of the
model. This shared understanding is crucial in our project for
being able to make decisions and improve our model iteratively.

4.2. Reproducing and Extending Our Approach

In this section, we describe some considerations for reproduc-
ing our methodology, and extending it to other use cases. First,
the session lead role requires proficiency with using Praat or an
equivalent tool in order to make annotations in real time during
the session. The role of note-taker is somewhat more flexible.
We believe that this role is best fulfilled in-person by someone
who is familiar with both the use-case and with speech synthe-
sis. The expert evaluators should be experts both in terms of the
language and the intended use-case. Evaluators should listen to
the stimuli using headphones, unless there is a context-specific
reason not to. Accordingly, a pair of headphones is required
for each listener during the evaluation as well as a headphone
amplifier with a sufficient number of channels to support the
number of listeners present. We also recommend recording the
conversation that takes place throughout the session for refer-
ence later while analyzing results.

Extending our approach to other use cases or contexts
would require re-defining the degrees of error severity (§2.3.1).
However, we expect that the error categories (§2.3.2) are likely
to remain constant for other experiments since they exist in-
dependently of any particular use case. They could, however,
be modified to accommodate specific types of error analyses.
We still recommend designing the stimuli based on input from
experts of the target use case, but if we were to design this ex-
periment again, we would likely also take trigram coverage and
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phonetic balance into account to specifically target the evalua-
tion of rare sounds, and the model’s ability to generalize beyond
phonological contexts seen during training.

Given the relatively high amount of resources required to
conduct this evaluation, we recommend only evaluating near-
production TTS systems using this approach. Leaner forms
of evaluation such as objective evaluation or best-worst scal-
ing [29] might be used first to triage potential systems before
selecting the best system for this type of focused evaluation.

We hope that this paper serves as a methodological
blueprint for carrying out practical and contextual TTS eval-
uation elsewhere for other languages and contexts. However,
further work and refinement are required to develop our ap-
proach into a comprehensive and generalizable methodologi-
cal framework. This includes developing annotator guidelines,
conducting more case studies and examples in other contexts,
improving robustness and rigor, and ideally, providing tooling
to support annotation and analysis.

We can improve the rigor of our approach by building on
our current methodology in several ways. The group discussion
aspect of our current approach helps strengthen the convergence
of ratings, but we can also imagine modifying the experiment to
validate inter-rater agreement among expert evaluators. For ex-
ample, we could ask evaluators to individually record whether
an error occurred and the error severity. Following this, evalua-
tors could engage in discussion to revise their ratings as needed.
Reporting Krippendorff’s alpha on the initial, independent rat-
ings would provide a quantitative measure of agreement among
evaluators prior to consensus-building. Future work might also
consider developing guidelines for defining robust severity cat-
egories and validating them empirically. Taking our use case
as an example, we might investigate how well our severity cat-
egories correlate with learning outcomes, which might lead to
insights on how to best define severity categories for other use
cases and contexts. Eventually, this line of research could lead
to the development of standardized error severity categories for
common use cases - rather than requiring each evaluation to de-
fine its own severity categories from scratch.

5. Conclusion

In this paper, we have argued that MOS scores from traditional
listening tests do not help us address three key questions: (a)
what types of errors our TTS model produces, (b) where these
errors occur, and (c) how our TTS model performs relative to
our specific use case — information that is all essential for diag-
nosing issues, improving the model, and determining the direc-
tion of future work. To help address this, we designed a con-
textually aware evaluation methodology. We implemented an
evaluation of a TTS model using this methodology and showed
how the results helped guide improvements to our system.

We would like to stress that we do not believe that our ap-
proach should be limited to low-resource or educational con-
texts. Researchers can define their own error severity categories
in relation to a particular context, and conduct evaluation and
analysis using the same approach. By shifting the focus of eval-
uation away from the underspecified notion of ‘naturalness’ to-
ward use-case specific and contextually grounded evaluation,
we hope that the capabilities and limitations of contemporary
TTS models become better understood. We also hope that re-
calibrating the goals of evaluation will help to steer future TTS
research toward solutions that are better aligned with the real-
world needs and applications of speech synthesis.
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