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Abstract
Speaker recognition has emerged as a significant topic in
the field of linguistics, with implications for a diverse range
of research areas, including identification, verification, and
anonymisation. The current benchmarks already encompass a
considerable number of languages but they are relatively limited
in size, with approximately 40 or 1,200 speakers. This paper
presents a curated very large, text-independent speaker verifi-
cation benchmark based on the voluntary data donations of the
Mozilla CommonVoice project. The corpus comprises 11,793
speakers and approximately 4.7 million speech samples. Our re-
sults highlight the robustness of current state-of-the-art speaker
recognition systems. With ECAPA-TDNN archieving an EER
of 3.09% on our benchmark, with almost ten times more speak-
ers and nineteen times more comparison pairs, in comparison to
2.9% EER on VoxCeleb1-H.
Index Terms: Speaker recognition, Dataset, Benchmark

1. Introduction
Speaker recognition has a multitude of applications including
authentication, speaker diarization and evaluation of speaker
anonymization. All of these applications rely on the same
benchmark datasets to validate their findings. Rusti et al. [1]
highlight that a significant number of the reviewed speaker
recognition studies assess their models using a single dataset,
with a many relying solely on one of the VoxCeleb datasets.

In particular, the VoxCeleb1 test set [2] commonly used as
a benchmark, is approaching saturation with Equal Error Rates
(EERs) as low as 0.39% [3]. This could lead to the assump-
tion that the problem of speaker verification has been solved. A
comparable phenomenon has been observed in the field of face
recognition, with the Labeled Faces in the Wild benchmark [4],
which led to the development of novel, more challenging tests
and test protocols, including the IARPA Janus Benchmark [5].
The more complex VoxCeleb1-H test set was developed with
the introduction of VoxCeleb2 [6]. The benchmark comprises
552,536 pairs generated from 138,137 utterances, from the en-
tire VoxCeleb1 dataset. These compare 1190 speakers across
the same nationality and gender, significantly more than the
VoxCeleb1-test set (40 Speakers, 4874 utterances, 37,720). Al-
though this constitutes a more challenging benchmark, the latest
models [3] have achieved 1.268% EER.

Recently, the VoxBlink Dataset [7] has been released, a
very large scale training set comprising 1.45M utterances from
38K speakers. With VoxBlink2 [8] the same authors provide
an even bigger Dataset (9.9M utterances from 111k speakers)
featuring an Open-Set Identification protocol that adopts the
VoxBlink-clean set (1,028,095 utterances from 18,381 speak-
ers) for this purpose.

Figure 1: Wordcloud: Mozilla CommonVoice 16.0 Speakers per
Language, the Mozilla language code follows the ISO 639-1
with some exceptions using the language-region format (e.g. zh-
CN)

While this presents a big advancement in Trainig- and
Evaluation-Set size, the origin of the data, being scraped from
publicly avialable sources, comes with uncertain ethical and le-
gal backgrounds. This necessitates the exploration of alterna-
tive, less frequently utilized datasets that encompass a broad
range of languages and include transcripts essential for utility
tests in anonymization processes. Ultimately leading us to the
Mozilla CommonVoice dataset.

1.1. Mozzilla CommonVoice

Mozilla CommonVoice1 is an ever-growing, crowdsourced
Speech Recognition Dataset with focus on gathering multilin-
gual speech data to overcome data bias, especially for under-
resourced languages. Donors may choose to submit a speech
or text sample or to validate samples submitted by others. The
dataset is updated every three months. As of May 2024 this
dataset, denoted as common-voice 16.0, comprised: A total
of 79,572 speakers across 114 languages. The distribution of
speakers per language can be seen in the word cloud shown in
Figure 1. The donors can also provide supplementary data such
as age, gender, and accent. The gender categories (male, female
and other) were extended (Female/Feminine, Male/Masculine,
Intersex, Transgender, Non-binary, Don’t wish to say) in Febru-
ary 20242, but the changes are not yet applied to release 16.0.
In addition to the audio and voluntarily provided demographic
data, each recording is assigned to a pseudonymous ID. This
enables the donors to invoke the deletion of their data, while
also identifying the same speakers across the dataset.

1https://commonvoice.mozilla.org/
2https://foundation.mozilla.org/de/blog/

expanding-gender-options-on-common-voice/
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Although not commonly used for speaker verification tasks,
we have identified a few papers that make use of Mozilla Com-
monVoice data, and thereby support our hypothesis that this
dataset serves as a suitable benchmark for speech recognition
experiments. Thanh et al. [9] utilized the Vietnamese subset
to fine-tune a speaker verification system to this underresourced
language. The Farsi subset was selected as one of the training
sets for the Short-duration Speaker Verification (SdSV) 2021
Challenge [10]. The high speaker count in the English subset
was used by Srivastava et al. [11] to assess re-identification at-
tacks on anonymized speech. However, none of the aforemen-
tioned papers employ the Mozilla CommonVoice dataset in a
systematic manner for a large-scale experiment across multiple
languages. Furthermore, to our knowledge, there have been no
large-cale speaker verification experiments evaluating state-of-
the-art models on this data. The objective of this paper is to
demonstrate the potential of this dataset and to leverage it.

2. Data Selection
The entire Common Voice 16.0 data set was downloaded, with
the data of donors who requested deletion removed.3. In the
following, we will only consider files that have been validated
by users, who have evaluated the content and intelligibility of
the speech recordings. Furthermore, we introduce the term "pri-
mary language", corresponding to the language the speaker con-
tributed the most samples to. In order to ensure a balanced test
set, only speakers with at least 100 samples in their primary
language were included. This yields a total of 15,180 unique
speakers across 114 languages. A total of 1,652 speakers con-
tributed samples to at least one additional language.

2.1. Semi-Automated Cleaning

Unfortunately, the human validation is not error-free. In some
instances, the audio samples contain too much background
noise or are corrupted so that the audio is unintelligible. Some-
times the audio is too quiet, and other times the recordings
are empty. In addition to the noisy signal, the data also in-
cludes label noise associated with the speaker-ID. In some
cases, recordings from different speakers are classified under
the same speaker-ID. We hypothesize that children or other rel-
atives may have been encouraged to also record their voices, or
that people shared their Mozilla CommonVoice account, result-
ing in multiple speakers under the same ID. This approach is
particularly problematic for the intended application of speaker
identification, as it compromises the data quality of the bench-
mark. To address these issues, we developed a semi-automatic
cleaning process (illustrated in Figure 3) to identify and remove
the majority of erroneous samples.

Firstly, we generated speaker embeddings for the entire
Dataset. We deployed a pre-trained ECAPA-TDNN [12] model
as implemented and trained in the Nemo [13] framework. Sub-
sequently, the mean and standard deviation of the embeddings
were calculated for each speaker-ID. If the standard deviation
of the embeddings for a specific speaker-ID was greater than
two times the average of the standard deviations over the em-
beddings of all other speakers, this specific speaker-ID was des-
ignated as an "outlier". The OPTICS [14] clustering method

3This capability of Mozilla CommonVoice, due to its compliance
with data protection regulations and the assignment of user IDs, can also
affect future data donations. To account for this, we will ensure that the
samples included in the benchmark are merely pointers to the Mozilla
CommonVoice data, allowing appropriate updates and maintenance.

Figure 2: Example of corrupted speaker

was applied to the "outliers" in order to identify any clusters.
If multiple clusters formed, these Speaker-IDs were labeled as
“suspicious”. The clusters of the “suspicious” embeddings were
visualized by color in an interactive TSNE-Plot. Multiple clus-
ters are identified with OPTICS and highlighted with different
colors in the TSNE-Plot to provide a user-friendly interface. A
human rater could select multiple embeddings to play back the
corresponding audio files.

Figure 3: Semi-Automated Cleaning Pipeline

If the speaker-ID contained clearly distinguishable speakers
(e.g., child and adult, male and female voice) or the speaker was
inaudible, it is considered as corrupted and removed from the
final dataset. An example can be found in Figure 2. Samples
where the speaker whispered or tried adjusting their voice (e.g.,
higher/lower pitch) were considered to be “clean”.

Out of the initial automatically identified 4,525 "outliers",
the human labeler classified 2,221 samples as corrupted which
were consequently removed from the final dataset.
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Figure 4: Speakers per Primary Language with less than 1.7% of total speakers

Figure 5: Speakers per non-primary Language (excluding en with 630 speakers)

Figure 6: Speakers per Primary Language in the final test set.

2.2. Test Set

The final Test Set comprises 11,793 unique speaker-IDs with a
total of 4,702,101 samples and includes 101 languages. The
dataset consist of 43.2% male, 14% female and 0.8% other
speakers, the remaining 38% of individuals did not disclose
gender information. Participants could also specify their age
bracket (e.g. thirties). However, 26.27% did not disclose their
age. Of those who have indicated their age, the majority are in
their twenties (4,271), followed by a considerable count in their
thirties (2,350). The numbers decrease progressively with age,
with a mere handful of individuals in their seventies (58), eight-
ies (16), and nineties (2). We ensured that every language has
at least two primary speakers. The distribution of the number of
primary speakers per language can be seen in the Figures 4 and
6.

A total of 1,097 speakers contributed to at least one of 67
languages other than their primary language. The distribution
of the number of speakers contributing to these languages can
be seen in Figure 5. The majority of non-primary contributions
were made in the English language by 630 speakers.

3. Test Protocol
In the following, we present our test protocol. The VoxCeleb1-
H Test protocol inspired us to generate similarly challenging
intra- and inter-speaker comparisons. The validation pairs are
generated in 1:1 ratio of matches and mismatches.

• Inter-Speaker comparisons: Each speaker is compared
once to every other speaker within the same primary lan-
guage. We also generate comparisons within non-primary
languages, across speakers.

• Intra-Speaker comparisons: Each speaker is compared
within 100 of their random samples within their primary lan-
guage. Additionally, the speakers samples are compared in
their non-primary language and across languages.

Figure 7: Pair selection for intra and inter speaker compar-
isons. Dashed lines represent intra-speaker pairs, while solid
lines denote inter-speaker pairs.

The pair selection process is visualized in Figure 7. Fol-
lowing our comparison procedure, we generate over 9 million
comparisons, with an even distribution amongst matches and
mismatches. The trial pairs, along with supplementary infor-
mation, are available on our GitHub repository4.

4https://github.com/Mobile-Dialog-Systeme/CommonBench
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4. Experiments and Results
In the following, we will give a first impression on the recogni-
tion performance that state-of-the-art models, namely ECAPA-
TDNN [12] and TitaNet [15] can achieve on our test-set. These
models were (re-)implemented and trained by Kologuri et al.
[15] and are included in the Nemo-Toolkit [13]. They used Vox-
Celeb1 [2] and VoxCeleb2 [6] dev, the NIST SRE datasets from
2004-2008 (LDC2009E100), Switchboard-Cellular1 [16] and
Switchboard-Cellular2 [17], Fisher [18], and Librispeech [19].
Collectively, the aforementioned datasets comprise approxi-
mately 4.8 million utterances from 16,600 speakers.

We compare these models across VoxCeleb1-test and our
benchmark using Equal Error Rate (EER) and MinDCF with
Ptarget = 10−2 and CFA = Cmiss = 1 as evaluation metrics.
The verification results are presented in Table 1. It also shows
the performance of the original ECAPA-TDDN implementation
[12] on Voxceleb1-H. It was not possible to gather results for
TitaNet on the same benchmark as Voxceleb1 Dev was used to
train the implementation.

Table 1: EER and minDCF Comparison Speaker Verification

Model Metric VoxCeleb1 VoxCeleb1 Common
test H Bench

ECAPA EER 0.69% [15] 2.12% [12] 3.09%
TDNN minDCF 0.082 0.2101 0.1769

TITANET EER 0.66% [15] − 2.57%
Large minDCF 0.087 0.1504

5. Conclusions and Future Work
We present a novel benchmark dataset comprised of 11793
speakers across 101 languages. While not all speakers have pro-
vided demographic data, such as gender, age and nationality, the
considerable size of the dataset ensures a certain degree of va-
riety. Despite our best efforts to clean the dataset, it is possible
that some labels may be erroneous.

Our proposed benchmark also shows the robustness of the
embeddings generated by state-of-the-art models as the EER
does not increase proportionally when the number of speakers
is increased by factor ten. It is regrettable that the models in
question were not trained on the VoxBlink [7] dataset, which
contains 38,000 speakers and 1.45 million utterances and there-
fore represents a significant resource. Consequently, the results
achieved in this study are not as impressive as those presented
in the latest publications.

Further limitations of the dataset lie in its session variability
in terms of recordings setups, we will try to address this issue
in future works.

The objective of this paper is to demonstrate the potential
of Mozilla CommonVoice as a data collection that offers the op-
portunity to explore a greater variety of speakers, languages and
accents than is typically possible with widely used benchmarks.
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