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Abstract

Pupillometry is one method to measure online, real-time
processing of prosodic contours. Pupil dilatation is related to
exertion of cognitive effort, including in speech
comprehension. Previous work has shown that mismatches
between prosodic contours and pragmatic context elicit
increased pupil dilation, suggesting this technique is a useful
method for exploring intonational meaning. Here, we use
pupillometry to explore the intonational meaning of
downstepped contours in Mainstream US English. Past work
indicates that downstepped pitch accents mark accessible items,
whereas high star pitch accents mark new items. Pairs of stimuli
were created to be (1) accessible or (2) new in a two-sentence
context. Participants listened to these contexts followed by a
target sentence produced with either a high star (H* H* L-L%)
or downstepped (H* 'H* L-L%) contour while measuring pupil
dilation. We predicted increased pupil dilation when the
contour mismatches the pragmatic context (high star for
accessible; downstep for new) relative to felicitous pairings.
Results show increased pupil dilation for new information when
uttered with a H¥ H* contour, potentially reflecting cognitive
effort in adding items to the common ground, as well as for the
two mismatched pairings (though to a lesser degree relative to
the new-high star condition), potentially reflecting the effort
related to processing infelicitous prosody. Finally, H* 'H* in
accessible contexts showed the least amount of dilation,
potentially reflecting lower cognitive effort for processing
accessible items when paired with felicitous prosody.

Index Terms: intonation; pupillometry; downstep

1. Introduction

1.1. Pupillometry and prosodic research

Research into intonational meaning is made more difficult due
to the fact that the meanings conveyed by intonation, in contrast
to e.g., lexical contrast conveyed by segmental features, are
highly pragmatic and context dependent [1]. Eliciting
metalinguistic judgements about the prosodic meaning of
contours, and the felicity of different contours in a context, from
naive listeners can be difficult. Various tasks have been
designed to circumnavigate this difficulty, including matching
intonational contours to scenarios and rating the felicity of a
contour in a particular scenario (e.g., [2]). Findings from these
types of tasks show a probabilistic, rather than categorial,
mapping between contours and contexts with participants
preferring the expected contours in a specific context, but not at
a 100% rate (e.g., [3], [4]). As such, tasks that allow for
monitoring of real-time processing of prosodic structure
without explicit judgements are useful for examining links
between prosody and pragmatic contexts. One set of tasks that
has been used successfully in this area are eye-tracking studies.
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For example, listeners can use pitch accent type to make
inferences about the information structure of a noun phrase (Adj
+ N; green drum), where an L+H* on the adjective drives
attention to the contrastive item (BLUE drum), with earlier
looking towards the drum compared to items without a L+H*
[5]. More recently, pupillometry has also emerged as a
promising technique for capturing prosodic processing.

It has long been established that pupil dilation is related to
cognitive effort, with “effort” serving as a cover term for a wide
range of underlying processes [5], [6], [7]. Pupillometry has
thus been used to assess the appropriateness of prosodic
structures, under the assumption that infelicitous or anomalous
prosody will elicit increased dilation reflecting more effortful
processing. Studies such as [8] and [9] reported differences in
dilation patterns for sentences with cooperating prosodic
boundaries (aligned with syntactic boundaries) versus non-
cooperating boundaries. For German, [10] found decreased
pupil dilation for utterances in which corrective focus was
“adequately” marked with a rising pitch accent compared to (1)
utterances with corrective focus without a rising pitch accent on
the focused item, and (2) utterances with new information with
and without adequate prosody. Similarly, [11] observed
increased dilation for structures with conflicting prosody (a
rising pitch accent on a non-focused item) relative to sentences
with broad focus marking (no rising pitch accents) and those
with appropriate prosody (rising pitch accent on the focused
item). Finally, [12] found that, in German, both rising and
falling contours on “oddball” items increased pupil dilation
relative to neutral contours, suggesting that acoustically
prominent contours may signal a need for greater attention-
orientation for listeners. As with other eye-tracking measures,
pupillometry allows researchers to examine how the effects of
prosodic structure unfold over time.

1.2. Downsteps

In English, post-lexical pitch accents have been argues to signal
the information status of referents [13], likely in a probabilistic
rather than categorical manner [14]. New items are often
realized with a high star (H*) accent, focused items with a rising
pitch accent, and given items frequently under deaccentuation
[13]. In addition, a low star accent (L*) has been described as
marking material that is salient in the discourse but does not
constitute the main prediction of the utterance. Downstepped
pitch accents (!H*) have been proposed to signal an
intermediate information status between new and given: items
that are not previously mentioned but are partially activated in
the discourse (i.e., accessible) [4]; see also [2], [15] for related
findings in German. Items can be accessible due to presence of
a hypernym, or through broader contextual cues (e.g., waiter in
the context of restaurant) [16] [17]. In a series of perception
tasks, [4] found US English listeners reliably associated
downstepped pitch accents with accessible contexts and high
star accents with new contexts, though some variation emerged
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depending on the specific acoustic properties of the

downstepped versus high star pitch accents.

In this study, we use pupillometry to further examine the
relationship between downstepped pitch accents and accessible
contexts. Downstepping is inherently a relational prosodic
structure. It depends on the preceding pitch accent both
phonologically (with autosegmental and autosegmental-
metrical approaches positing that downstep is triggered by a
preceding H* with a trailing low tone) and phonetically (where
the preceding H* is realized with a higher fundamental
frequency (f0) than the following !'H*). Additionally, the
acoustic shape of an H* H* sequence differs from that of an H*
'H* in the interval between the two pitch accents. For example,
in the MIT Tone and Break Indices (ToBI) training materials
[18], H* H* sequences are shown as two successive peaks of
roughly equal heights separated by a valley, while H* 'H*
sequences are shown either (1) as a higher peak followed by a
lower peak, again with a medial valley, or (2) as a series of
descending, relatively flat plateaus, each lower than the
preceding one, producing a step-like pattern. It is this second
configuration that is of primary interest here, as it is acoustically
the most distinct from H* H*, and listeners should therefore be
able to determine relatively early whether the upcoming pitch
accent will be a 'H* or not.

In this experiment, we investigate whether the
metalinguistic judgements observed in [4] emerge in a real-time
index of cognitive effort when participants do not make overt
judgements of prosodic felicitousness. Specifically, we predict
that utterances with a mismatch between pitch accent type and
information status of a target word (i.e., !H* for new; H* for
accessible) will show increased pupil dilation relative to
utterances in which the informational structure and prosody
match (i.e., a H* for new; and 'H* for accessible).

2. Methodology

2.1. Stimuli creation

Pairs of stimuli were created to manipulate the information
status of the target word. The first sentence was identical across
the stimulus types while the second sentence varied to create
the relevant context. In the new condition, the target word was
intended to be entirely new to the discourse, with the item not
mentioned previously in the discourse, and no semantically
related items (e.g., hypernyms, hyponyms, or synonyms)
provided. In the accessible condition, the second sentence
included a semantically related item to render the target
accessible, along with an adverb indicating habitual action (e.g.,
always, usually). For example, in Table 1, glider is assumed to
be accessible in the accessible context due to the presence of
the hypernym vehicle in the pre-context as well as the word
“usually” indicating habitual action, but new in the new context
without these cues. The target sentence itself was identical
across conditions.

The target sentences were produced with either a H* H* L-
L% contour or a H* !H* L-L% contour by one female talker
(the third author, ToBI trained, white, and from the
Northeastern United States). Table 1 provides an example trial,
illustrating the two information status conditions (new vs.
accessible) and the two possible versions of the target utterance
(H* vs. !H*). All target stimuli were subsequently
resynthesized using Praat’s [19] manipulation and PSOLA
functions to create uniform fO contours relative to the stressed
syllable of the target word.
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Table 1. Trial phases (pre-context, context, target), information
status (InfStatus) condition, and example sentences for each
phase. Target sentence and target word (in bold) may be
produced with one of two possible tonal sequences: (1) high star
(H*), or (2) downstep ('H*).

Trial InfStatus

Phase Condition Example Sentences

Pre- Emma played in the living room.

Context

Context  new She played with play dough.
accessible  She usually played with vehicles.

Target She flew a glider.

Sentence (1) H* H* L-L% or

/Word () H* IH*LL%

For the H* 'H* stimuli, contours consisted of (1) an initial
high plateau at 220 Hz on the material preceding the target,
which then dropped down to (2) 170 Hz on the target syllable,
followed by (3) a final fall to 120 Hz. These values were
selected based on the overall pitch range of the speaker, with
170 Hz chosen as the midpoint of the pitch range, resulting in a
step-like pattern characteristic of downstepping. The H* H*
contours were produced with two distinct peaks. Straight line
approximations of the target stimuli were first generated using
PoLaR annotation guidelines and the Praat PoLaR plug in [20],
and the contours were then manipulated to ensure consistency
across items. The pre-nuclear word was assigned a peak of 240
Hz, and the target word a peak of 224 Hz, with a valley of 165
Hz in between them and a final fall to 154 Hz. These target
values were based on averages of the peaks, valleys, and final
f0 values from the initially recorded stimuli.

Pre-context stimuli varied in duration from 1110 ms to 2500
ms, with 200 ms of silence added after the offset. Context
stimuli ranged in duration from 947 ms to 2711 ms, also
followed by an added 200 ms of silence after the offset. Target
stimuli ranged from 746 ms to 1236 ms in duration.

There were a total of 20 base scenarios, with (a) accessible,
and (b) new versions, produced with (a) H* H* or (b) H* |H¥,
for 20 x 2 x 2 = 80 versions, half matching (e.g., H* H* in new),
and half mismatching (e.g., H* H* in accessible). Participants
heard each mismatching stimulus (n = 40) once, and matching
stimuli 3 times (n = 120) to avoid habituation to the
mismatching prosody similar to the design used by [11].

2.2. Participants

Thirty-six college-aged adults have participated in this study to
date (data collection is ongoing; M age = 18.70 years; SD=0.71
years) recruited from a university psychology student research
pool. Participants self-described their sex and gender as female
(31) and male (5). With respect to racial and ethnic identity, 31
participants self-identified as white, 3 as Hispanic or Latino, 1
as Hawaiian or Pacific Islander and white, and 1 as Asian and
white Thirty-two participants were right-handed, three were
left-handed, and one was ambidextrous. No participants
reported hearing or vision difficulties (beyond wearing
corrective lenses or glasses). In the case of glasses, all
participants were able to remove them during the study.

Thirty-five participants were native speakers of US English,
and one participant first acquired Portuguese but currently



speaks primarily US English. Two additional participants
reported fluency in another language (both Spanish). Seven
participants reported musical training, with two of these self-
describing as amateur musicians. The remaining participants
identified as non-musicians.

2.3. Experiment

Procedure

While completing the experiment, monocular left eye pupil size
was monitored using an arm-mounted EyeLink 1000 Plus [21]
with head position stabilized using a table-mounted chin and
forehead rest running version 5.1 of the Host Software. We
adjusted the arm mount set up to optimally collect pupil data by
using a 35mm lens, with participants sitting approximately 35
inches away from the screen. Data were recorded at a sampling
rate of 1000 Hz. Luminance of the visual field was controlled
by using consistent room and monitor lighting for all
participants. Prior to the start of the experiment, we performed
a nine-point calibration and validation. Between each block of
trials, drift correction was performed to ensure consistent high-
quality measurement of pupil data.

Participants were required to fixate towards a central
fixation cross for 500 ms prior to the onset of the pre-context
stimulus to control for effects of saccades on pupil diameter and
to minimize pupil foreshortening errors [22], [23]. Immediately
after the pre-context stimulus, participants heard the context
stimulus, which was followed by a 500 ms silent window. This
window was used to measure the baseline pupil diameter to
which the rest of the trial would be compared. The target
stimulus was presented immediately after this baseline period.
After the target stimulus offset, there was a 2-second silent
period to capture prosody-related processing from the change
in pupil dilation. This pause was necessary to capture this data
without interference from the next part of the task (see also
[11]). Finally, participants were cued to repeat the target
sentence, and their responses were recorded using a Handy
H4N Zoom recorder with a unidirectional table mounted
microphone. Participants had 4 seconds to respond before a
4000 ms inter-trial interval (ITI). See Figure 1 for a visual of
the trial procedure. Recordings will be analyzed at a later date
to examine if there is a relationship between pupil dilation and
participant attention to the prosodic structure in repeating the
utterance.

Pupil Data Processing. Pupillometry data across the trial
were pre-processed to remove noise from the data prior to
analysis [24]. Trials with more than 15% of samples detected as
blinks were removed [25]. Missing samples due to blinks were
linearly interpolated to 120 ms before and after the blink. Pupil
responses were baseline normalized using the average pupil
size in the 500 ms silent window between the offset of the
context stimulus and the onset of the target stimulus [26]. Thus,
pupil size is reported as the proportion of change in pupil size
relative to this baseline.

Pupil Data Analysis. Pupil responses across the trial (from
onset of pre-context to onset of “Repeat” instruction) were
analyzed relative to the offset of the target stimulus [11]. We
modeled the response of the pupil across this window using
generalized additive models [27], which allow for modeling
non-linearities in the pupil response [24] [6] and do not require
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fixation

Context
(new or
accessible)
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Sentence
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downstep) 2000 ms
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REPEAT

Target
Sentence
Repetition

Trial End

Figure 1. Trial procedure showing timing and flow of each trial
phase.

fitting specific polynomial terms to approximate a specific
shape in the data, such as those used in growth curve analyses
[28]. We used the gam function in the mgcv packge [29] in R
[30] to run the models and the difference_smooths function in
the gratia package to identify periods during the trial where the
conditions were different from one another based on non-
overlap of the 95% confidence intervals. We fit models with the
mean pupil diameter at each timepoint as the criterion variable,
condition (dummy coded with the accessible H* 'H* condition
as the reference) and smooth terms for each condition across
time as fixed effects and allowed subject-specific smooth terms
to vary as a random effect. We fit the model using REML
estimation and used k = 10 to fit the smooth terms.

3. Results

We examined differences in the pupil response based on
whether there was a match or mismatch of the information
status context (new or accessible) and the target stimulus
prosodic contour (high star or downstepped contour). Match
conditions were 1) new-match: the new context with a high star
prosodic contour on the target utterance (new.H* H*), and 2)
accessible-match: the accessible context with a downstepped
prosodic contour on the target utterance (accessible. H*!/H*).
Mismatch conditions included 1) new-mismatch: the new
context with a downstepped prosodic contour on the target
utterance (new.H*!H*), and 2) accessible-mismatch: the
accessible context with a high star prosodic contour on the
target utterance (accessible. H* H¥).

Specifically, we interpret changes in pupil diameter within
the 2-second interval following the offset of the target stimulus
to reflect the cognitive effort associated with processing the
mismatching and/or new context information. Changes in pupil
diameter relative to the target stimulus offset are shown in
Figure 2.

Focusing on the 2-second interval following the offset of
the target stimulus (shaded box in Figure 2), while pupil dilation
generally increased across all conditions, the increase was the
strongest for utterances with H* H* (red and yellow lines)
compared to those with H* 'H* (green and blue). By the end
of the 2-second silence period, as participants prepared to be
cued to repeat the target sentence, dilation in H* H* in
accessible contexts decreased towards the H* |H* levels while
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Figure 2. Proportional change in pupil dilation relative to
baseline (silence before target sentence).

dilation in the H* H* in new contexts remained relatively high.
Together this indicates that H* H* utterances may be generally
more effortful to process than H* |H* utterances and that when
H* H* utterances are produced in accessible contexts, later
processing in preparation for production becomes somewhat
less effortful. For the H* 'H* contours, there was increased
pupil dilation in the mismatch condition (new context)
compared to the match condition, particularly towards the
beginning of the period of interest, suggesting a greater degree
of effort when the prosody did not align with the information
status of the target item.

We also examined patterns across conditions during the
spoken response period when at the end of the 2-second silent
interval, participants were explicitly cued to repeat the target
stimulus (the portion of Figure 2 following the shaded box).
Initial changes in pupil dilation during the spoken response
period reflect visual processing of the “Repeat” cue as well as
preparation and execution of the spoken response (i.e., the dip
in pupil dilation just after 2000 ms followed by the subsequent
canonical pupil response of dilation followed by constriction).
During this period, we generally observed that H* !H*
produced in accessible contexts had the smallest pupil response
(blue line), while H* H* produced in new contexts had the
largest (red line), with the two mismatch conditions of H* |H*
in new contexts and H* H* in accessible contexts resulted in
relative intermediate pupil dilation responses (green and yellow
lines).

4. Discussion

The overall pattern of pupil dilation suggests that listeners are
sensitive to both prosodic structure and context. The use of the
H* H* contour indicates to the listener that the marked items
are new in the context, and should be added to the common
ground, likely requiring more processing effort. Meanwhile, the
use of H* !H* contours signals to the listener that the
information in the context is merely accessible and thus is more
able to be backgrounded, potentially indicating a lower amount
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of cognitive effort or attention. [12] found a similar effect in
German, where a rising tone on an “oddball” number in a
sequence increased pupil dilation relative to shallow and
steeply falling tones, an effect they attributed to the contour
signaling to the listener that greater attention may be needed.
Finally, the use of either contour in a mismatched context incurs
a greater degree of listening effort compared to the H* 'H* in
the accessible context. It is possible that these results may be
due to anomalies in the acoustics of the synthesized speech
stimuli, the context itself, or potentially both. However, this
effect also becomes heightened when the participants speak.
The increase in pupil dilation may here reflect differences in
both (1) the effort involved in the production of the H* H*
versus H* 'H* contours and (2) efforts for mismatched contours
in both conditions relative to H* !H* in accessible conditions.

Further work will examine to what extent participants
modeled these intonational contrasts in their repeated
utterances, and if those who more closely modeled the
intonational patterns showed distinct patterns from those who
did not. Additionally, future work will examine how these
patterns unfold in time: Figure 2 shows the differences relative
to the offset of the target sentence, but there may be differences
by scenario depending on when in the utterance participants
were able to determine if the upcoming pitch accent was H* or
'H*. Taken together, these findings suggest that listeners
dynamically integrate prosodic cues with discourse context, and
that mismatches between pitch accent patterns impose
measurable cognitive costs.
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