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Abstract 
Prominence is a central topic in prosodic theory, although the 
term is often used in ambiguous or conflicting ways. Within 
Autosegmental-Metrical theory, prominence is an abstract 
relation encoded by the metrical structure of the utterance. In 
other approaches, prominence is equated with salience, whether 
informational, auditory, or some combination thereof. While it 
is sometimes noted that Low pitch accents are perceived as less 
salient than High pitch accents, most studies of acoustic cues to 
prominence either abstract away from this distinction, or focus 
exclusively on contexts involving High pitch accents. Much 
less is known about how prominence is signalled in low F0 
contexts. In this paper, we present the results of a perception 
study in which listeners judged whether a low flat F0 region 
within resynthesized target utterances contained an L* nuclear 
pitch accent, or instead just a deaccented postnuclear trough 
governed by an L- phrase accent. In addition to standard local 
cues to prominence (e.g., duration), we also manipulated distal 
F0 cues (the slope of an earlier fall). Group results showed 
significant effects for all cues tested, with duration strongest. 
Significant interlistener variation was also observed, with some 
speakers relying exclusively on the distal F0 cue.  
Index Terms: Speech perception, prominence, acoustic cues, 
phonetics/phonology interface, intonation 

1. Introduction 
The relative prominence of linguistic elements is a central topic 
in the study of language prosody. The term “prominence” is 
used by different researchers in a variety of ways, sometimes 
ambiguously [1], to refer to anything from abstract structural 
relationships within metrical phonology, to special status in 
information structure, to a generalized, gradient notion of 
heightened salience, whether pragmatic, auditory, or some 
combination thereof.  

Within the Autosegmental-Metrical model of prosody [2]–
[4], the separation of representations into autosegmental and 
metrical components, the former encoding intonational tunes, 
and the latter relations of relative prominence, invites the 
investigation of prominence structure as a phenomenon in its 
own right, abstracted away from specific tone sequences or 
intonation contours. This strategy is pursued in much of the 
literature on linguistic prominence. In the speech timing 
literature devoted to accentual lengthening or strengthening, 
e.g., [5]–[7] or on the realization of different varieties of focus 
(e.g., [8]), the acoustic cues are typically investigated for only 
a single pitch-accent type, usually High (H* or L+H*). In 
another vein altogether, Kochanski et al. [9] compare the 
reliability of various cues to prominence in English, concluding 
that loudness and duration are more important than F0 cues for 

conveying prominence, essentially ignoring the possibility that 
the cues involved may depend on the intonational pitch targets.  

One way of taking this potential dependence into account 
has been to investigate all factors cuing prominence for listeners 
in general (e.g., in a task where naïve labellers indicate how 
“highlighted” target words in a corpus sound), but then to 
include both acoustic predictors, and other predictors, such as 
categorical pitch accent type, as well as factors related to syntax 
and information structure, in an overall model of listener 
responses ([10]–[12]). In this type of study of languages like 
German or English, it has often been reported that Low pitch 
accents contribute less to prominence ratings than High accents. 

At the same time, we know that from a metrical perspective, 
the words bearing the nuclear pitch accents in sentences like (1) 
and (2) are in an important sense equally prominent, despite the 
fact that one carries an L* pitch accent, and the other an L+H*. 
(That is, they both carry narrow focus, and thus attract the 
nuclear pitch accent of their intonation contours.) 
(1) A: Guess what! I heard Norm analyzed the nomads. 

B: What?! Ramona analyzed the nomads! 
             L+H*  L-L% 

(2) A: Guess what! I heard Ramona analyzed the nomads. 
B: What?! Ramona analyzed the nomads? 
  L*  H-H% 
In this case, we could wonder whether the non-F0 

manifestations of prominence (e.g., duration, intensity, voice 
quality, other segmental cues) would be the same regardless of 
accent choice, or whether cues to relative prominence vary with 
the choice of intonational tune. Previous research has yielded 
ample information about the acoustic cues used in various 
languages to signal prominence in the context of a High pitch 
accent, but there has been considerably less investigation of 
how those cues may differ for Low pitch accents. For example, 
while it is often asserted that High pitch accents can be made 
more emphatic by raising their peaks ([13], [14]), it is unclear 
what to expect from Low pitch accents under similar 
circumstances. While some (e.g., Gussenhoven) have predicted 
lower F0 targets, reports in the literature are mixed, with some 
showing the opposite (e.g., [15]–[20]).  

In this paper, we present the results of a perception 
experiment that begins to address this set of questions, asking 
how listeners adjudicate prominence relations in low F0 
contexts. Listeners participated in a 2AFC task, categorizing a 
set of resynthesized versions of the English sentence Ramona 
didn’t analyze the nomads as bearing one of two intonation 
contours: 1) (L+)H* L-H%, with the nuclear pitch accent on 
Ramona, followed by a low F0 region representing the 
deaccented post-nuclear trough governed by the L- phrase 
accent, or  2) H* L* L-H%, where Ramona again bears a High 
pitch accent, but the nuclear pitch accent is now a L* on the 
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word nomads. The choice, therefore, is whether low, flat F0 
realized over the word nomads corresponds to the realization of 
a pitch accent, or of an edge tone. Natural productions of the 
contours in question are shown below in Figure 1.  

  
Figure 1: Natural productions of Ramona didn’t 

analyze the nomads with the two target contours. The 
contour with nuclear L+H* could indicate contrastive 

focus on Ramona, as in Ramona didn’t analyze the 
nomads! Norm did! The contour with the nuclear L* is 

more likely to occur as a general contradiction of 
whole utterance: Ramona didn’t analyze the nomads! 

She’s not even an anthropologist! 

We expect that a broad variety of cues may play a role in 
signaling this contrast in English, but here we focus on just 
three: Duration, F0, and what we will call segmental cues. Our 
duration manipulation focused on the durations of segments 
local to the lexically stressed syllable of nomads, where we 
might expect the L* variant of the sentence to be associated 
with accentual lengthening (§2). What we call “segmental cues” 
are effectively all non-duration, non-F0 aspects of the segments 
in the DP the nomads that could contribute to differences in 
prominence perception (e.g., intensity, voice quality, formant 
structure, etc.). The F0 cues we investigated are different, 
however: instead of the acoustic properties of the signal during 
the potentially accented word nomads, we looked at a distal cue 
to prominence in this region, namely, the slope of the earlier fall 
following the High pitch accent on Ramona. We chose this cue 
in part because pilot studies suggested that local F0 during the 
target word was similar whether it was accented or not, while 
this distal difference was salient. We note that distal F0 cues 
have been shown to be relevant to intonation perception in other 
languages as well (e.g., [21]–[23]). Manipulation of the slope 
of a post-nuclear fall was also argued in Barnes et al. [24] to 
play a role in signalling the presence or absence of subsequent 
pitch accents in contours with the same general shapes. 

2. Method 

2.1. Stimulus creation 

Natural recordings of Ramona didn’t analyze the nomads 
produced by a male speaker were used as a base for resynthesis 
of F0 and duration. Segmental cues to prominence were varied 
by splicing together different portions of these natural base 
recordings, creating one set of stimuli with a “weak base”, and 
another set with a “strong base”. Strong base stimuli included a 
recording of the words the nomads spliced out of an utterance 
with L* on that constituent. Weak base stimuli ended with those 
same words in deaccented, L-, form.  To control for potential 
early non-F0 cues to contour identity, the beginning portions 
(Ramona didn’t analyze) of both the weak and strong base 
stimuli were identical, chosen from a production of the target 
phrase with a third pattern (with H* on Ramona and nuclear 
!H* on nomads) which was found to have duration patterns 
intermediate between the Strong and the Weak productions. 

Figure 2 illustrates these splicing patterns, and Table 1 
summarizes different acoustic properties of the stressed vowel 
of nomads in the weak and strong bases. 

Table 1: Acoustic characteristics of the /o/ of nomads in the 
weak vs. strong base. The weak /o/ is breathier and more 

centralized than the strong /o/. 

 H1-H2 (dB) HNR (dB) F1 (Hz) F2 (Hz) 
Weak 3.88 19.1 602 1398 
Strong 1.49 21.0 597 1286 

 

 
Figure 2: The initial portion Ramona didn’t analyze… of a 

neutral base production is spliced to …the nomads of strong 
(pitch-accented) and weak (unaccented) base utterances. 

Stimuli were further resynthesized using PSOLA in Praat 
[25] as follows. Two separate continua (for duration and F0) 
were created to produce stylized versions of patterns similar to 
natural productions by the same speaker. The F0 continuum 
(Fig. 3) featured a 235 Hz peak on the word Ramona (with an 
initial rise intermediate between the two contours) followed by 
a continuum of 5 fall slopes, leading up to a point preceding the 
target word nomads. The steepest F0 fell directly to the low of 
100 Hz, and the shallowest had an elbow at 170 Hz before 
continuing to fall to 100 Hz before the start of the word the. In 
all cases, the F0 from the beginning of the was a level 100 Hz 
through the /o/ of nomads, followed by a final rise to 165 Hz. 
Based on observations of natural productions and hypotheses 
expressed in [24], the steepest fall most closely resembled that 
of the “unaccented” contour (L+H* L-H%), and the shallowest 
fall resembled that of the “accented” (H* L* L-H%). 

The duration continuum was likewise based on values 
measured from multiple natural productions of the two contours 
by the same speaker, focusing on the target word nomads and 
the immediately preceding vowel. Segment durations were 
manipulated (both lengthened and shortened relative to the base 
durations) over -e nom- in the nomads to create five duration 
steps, as shown in Figure 4. Praat manipulation files were 
created using the base sound files, batch edited to the required 
values and resynthesized in Praat. 

 
Figure 3: The slope of the F0 fall leading into the 

target the nomads is manipulated and resynthesized in 
5 steps for both the weak and strong base utterances. 
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Figure 4: Durations of segments in msec. for the target 

region -e nom- for each of 5 continuum steps. Items 
were resynthesized with factors adjusted such that that 
target segments durations for each step were the same 

in both weak and strong bases. 

2.2. Participants and experimental procedure 

48 native speakers of American English (23 male, 23 female, 
one non-binary, one with un-revealed gender; aged 20 to 72 
(Mage = 40.6, SDage = 11.1) were recruited from the online 
experiment platform Testable (www.testable.org). 27 were 
monolingual speakers, 3 were simultaneous bilinguals, and 20 
learned at least one other language after the age of 3. 

The experiment has a training and a main task. In the 
training, participants were introduced to contexts with the 2 
target contours, then trained with 6 naturally produced 
exemplars of each contour realized by different speakers on 
varying sentences. Participants judged which of the two 
contexts the utterances were produced in, with each exemplar 
presented 3 times, but each presentation repeats until a correct 
response was given. 

In the main task, participants listened to each resynthesized 
stimulus (presented in randomized orders) and performed a 
2AFC task, deciding whether the speaker was disagreeing with 
who analyzed the nomads (hence nomads unaccented) or with 
who was analyzed (hence nomads accented) within a 5-second 
time limit. Each unique stimulus was judged three times. An 
additional three repetitions were included for continuum 
endpoint stimuli (those with both duration and F0 set to Step 1 
or Step 5, {d1, f1} and {d5, f5}, with either weak or strong 
segmental base respectively). This resulted in a total of 162 
trials per participant: 150 core trials (5 duration steps × 5 F0 
steps × 2 bases × 3 repetitions) plus 12 additional repetitions for 
the endpoints ({d1, f1} & {d5, f5} × 2 bases × 3 extra 
repetitions). The four endpoint stimuli were thus presented a 
total of 6 times each. Before statistical analysis, we discarded 
data from 18 participants failing to achieve 75% accuracy in 
categorizing the 24 endpoint stimuli. 

2.3. Statistical analysis 

Data from the 32 participants who passed the screening (n = 
5172, 12 missing data due to timeouts) were submitted to a 
Bayesian mixed-effects logistic regression model, fitted using 
the brms package [26] in R [27]. The model predicts 
participants’ responses (unaccented responses coded as 0, 
nuclear L* responses coded as 1) with duration_steps, 
F0_steps, and segmental_cues as predictors. The first two 
predictors were continuous variables centered at step 3, while 
segmental_cues is a treatment-coded factor referring to which 
base file the resynthesized stimulus was generated from, with 
weak_segments as the reference and strong_segments as the 
comparison. To account for inter-listener and by-item 
variations, a random intercept of stimulus, a random intercept 
of participant, and by-participant random slopes of the three 
predictors were included. Interaction effects were not included 
as they did not improve model fit. The model was fitted with 
four chains of 5k iterations, each with 2.5k warm-up periods, 

resulting in 10k posterior samples. Weakly informative priors 
with Student’s t-distributions with μ = 0, σ = 2, and ν = 3 were 
adopted for all model parameters. We report the median of the 
posterior estimate (β), its 90% Credible Interval (CrI), and the 
probability of direction (pd), i.e., the proportion of the posterior 
samples with the same sign as the median [28]. A statistically 
reliable effect is defined as CrI excluding zero and pd > .95. 

3. Results 
Aggregate results. Figure 5 shows the aggregate results pooled 
across the 32 participants. Lines represent the proportion of 
“accented nomads” responses given a combination of cues. All 
cues under investigation had a statistically reliable effect on 
participants’ response patterns, such that an increment in either 
the duration steps (red lines) or F0 steps (blue lines) led to more 
“accented nomads” responses. Between these two cues, a 
change in the duration cue elicited a greater change in 
proportion of “accented nomads” responses (β = 1.22, CrI = 
[1.00, 1.45], pd = 1) than did a change in the F0 cue (β = .259, 
CrI = [.142, .375], pd = 1). As for the segmental cues, the 
response curves for strong-base stimuli (solid lines) were 
always above the response curve for the weak-base stimuli 
(dashed lines), suggesting that participants were more likely to 
give an “accented nomads” response to the strong-base stimuli 
(β = .772, CrI = [.527, 1.02], pd = 1). Notice that the response 
curves for the strong- and weak-base stimuli were largely 
parallel, suggesting that segmental_cues did not interact with 
either duration_steps or F0_steps. This explains the lack of 
model fit improvement when including interaction effects. As 
for the relative strength of the three cues, the local duration cue 
had a stronger effect on participants’ responses than the local 
segmental cues (βduration – βsegmental = .445, CrI = [.162, .755], pd 
= 1), which in turn had a stronger effect than the distal F0 cue 
(βsegmental – βF0 = .512, CrI = [.198, .788], pd = .988). In 
summary, the current dataset provides robust evidence that, in 
a Low pitch accent context, distal F0 cues, local duration cues, 
and other local segmental cues all have a statistically reliable 
effect on listeners’ judgments of the prominence structure of the 
target utterances, and the local cues appeared the most reliable 
to participants, whereas the distal F0 cue was significantly less 
reliable to participants. 

 
Figure 5: Empirical proportion of “accented nomads” 

responses as a function of the duration, F0, and segmental 
cues. In both duration and F0 continua, Step 1 signals 

“unaccented nomads” and Step 5 signals “accented nomads.” 

Individual variability. We explore how participants vary in cue 
usage by examining the model’s by-participant slopes of 
duration_steps, F0_steps, and segmental_cues. Figure 6 
summarizes, for each participant, (1) whether the predictor 
influences their judgments (1 = reliable effect detected, 
determined based on the same rubrics used for the fixed 
effects), (2) the effect strength of the predictor (the darker the 
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shade, the stronger the effect), and (3) whether the acoustic cue 
boosts (purple) or discourages (pale pink, very few, all weak 
and non-significant) “accented nomads” responses. Three out 
of the 32 participants did not rely on the local duration cues, but 
relied solely on the distal F0 cues. Among the 29 duration-
biased participants, three (M22, F06, and M29) relied more 
strongly on the segmental cues than the duration cue; 11 others 
did not rely on the segmental cues. Of the duration-biased 
participants, only 11 relied on the distal F0 cue. Finally, while 
segmental cues were consistently used by 18 participants, no 
one relied solely on the segmental cues. 

 
Figure 6: Use of the 3 acoustic cues (columns) by individual 

participants (rows) in judging prominence  

Since participants differ in the cue usage, we also explore 
how use of one cue correlates with (non-)use of another. 
Pearson’s correlation tests show that participants who relied 
heavily on the local duration cue were less reliant on the distal 
F0 cues (r = -.628, p < .001, Fig. 7a); participants who relied 
more on local segmental cues were less reliant on distal F0 cues 
(r = -.428, p = .014, Fig. 7b). However, there was only a non-
significant, weak positive correlation between participants’ use 
of the two local cues (r = .253, p = .162, Fig. 7c). Results of the 
correlation tests, combined with observations from Fig. 6, 
suggest that participants deliberately pick and choose which 
(sets of) cues to rely on, but there may be a trade-off between 
local vs. distal cues: if participants rely on local cues more 
(whether duration or the segmental), they use distal F0 cue less. 

 
Figure 7: Covariations between individual participants’ 

model-estimated slopes of the three acoustic cues. 

4. Discussion 
These results demonstrate a complex pattern of interaction and 
individual variation for multiple acoustic cues signaling 
prominence in the context of Low tonal targets in American 
English. They align with an emerging picture in the literature of 
cue interactions in support of phonological contrast ([29]–[31]). 
In this study, all variables tested—local segmental durations, 
local non-duration segmental cues (e.g., vowel quality and 
voice quality) and distal F0 cues—influenced listeners’ 
prominence judgements. The strongest cue was segmental 
duration in the vicinity of the potentially accented syllable, but 
both segmental and distal F0 cues were also significant 
predictors of listener categorizations. Given reports of 
ambiguous behavior of F0 for Low tones across languages 
under focus or emphasis (§1 above), it is perhaps unsurprising 

that listeners gave more weight to non-F0 cues. Nonetheless, 
the fact that distal F0 cues did influence participants’ responses 
adds weight to previous reports of the importance of distal cues, 
with implications for models of production planning in prosody. 

There was also, however, considerable variation in cue 
weighting between participants. While most listeners placed 
more weight on duration than on pitch (with clear influence 
from both), some listeners appeared to use only duration cues, 
while others were sensitive only to distal F0 cues. There also 
seemed to be a trade-off between distal and local cues, seen in 
a negative correlation between the weight listeners placed on 
distal F0 cues vs local duration and segmental cues. We have 
informally observed similar variation between talkers in the use 
of these cues in production of accented and unaccented low F0 
syllables; Future paired perception/production studies with the 
same participants could be use to assess which cue weights in 
perception align (or do not) with cue patterns in production. 

At the same time, the temporal dispersion of cues in our 
stimuli does allow for a variety of interpretations of our results. 
Some listeners may indeed rely more in general on F0, while 
others rely more on other cues. Differences between listeners, 
however, could equally reflect degrees of attention to local vs. 
distal cues. Local duration and segmental cues may inform 
bottom-up evaluation of nuclear prominence, while attention to 
distal F0 cues could be evidence of top-down judgement, using 
contextual cues to gauge the probability of an upcoming pitch 
accent. Results may thus reflect a holistic decision between two 
overall contour types, rather than a series of individual 
decisions about particular target syllables. 

Some variability between subjects too may result from task-
specific decision-making, rather than individual perceptual 
capabilities. Subjects favoring local cues could be showing a 
recency bias: whatever impression acoustic information from 
earlier in the utterance may have made, they allowed the last 
strong cues they received to determine their response. 
Alternatively, subjects favoring distal F0 cues may have found 
a reliable signal early in each trial. If so, the relative strengths 
of the different cues stem not from the nature of the cues, but 
from their temporal pattern of occurrence. These are questions 
one might seek to disambiguate in future studies. 

For reasons of design simplicity, we only manipulated 3 
cues in this study, as stand-ins for what is surely a much broader 
range of cues that could be relevant in signaling prominence for 
low F0 targets. Other local cues to investigate could include 
specific voice qualities such as creaky voice, or F0 contour 
shape during the target syllable in nomads, perhaps including a 
small local dip for the L* pitch accent in this location. Other 
distal cues could include durational, segmental, or F0 cues of 
the earlier H*-bearing word. (The height of the peak, and the 
slope/timing of the rise are two potential candidates.) 

5. Conclusions 
This study supports an evolving broader picture of complex 
interplay among acoustic cues to prosodic contrasts. Our results 
suggest how cues to prominence may differ in tonal targets of 
different kinds. Listener differences suggest that listeners may 
weight the cues under investigation differently, in ways that 
could in principle be detected in their production of these 
contours as well. Differences in cue weights in our results could 
also stem from differences in the roles of local and distal cues 
to contrast in prosody perception, leaving us with a rich array 
of questions to follow up in future studies. 
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