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Abstract

Spoofing attacks against automatic speaker verification (ASV)
are increasingly serious, as deep learning enables high-fidelity
speech synthesis and realistic replay attacks. We construct
J-SPAW2, a Japanese corpus for evaluating ASV and anti-
spoofing countermeasures (CM) under challenging conditions.
J-SPAW?2 extends J-SPAW in two directions. For physical ac-
cess (PA) attacks, spoofed speech was re-recorded under var-
ied conditions, including playback device, distance, and vol-
ume. CM models degrade in low-volume, far-field settings,
whereas close-range attacks are more likely to bypass ASV.
t-DCF analysis highlights this critical vulnerability. For log-
ical access (LA) attacks, deepfake speech is generated from
noisy, non-consensually recorded speech using zero-shot TTS.
CM and ASV evaluations confirm that the synthesized speech
bypasses existing security systems. J-SPAW2 is designed to
broaden benchmark diversity by covering realistic and varied
PA and LA threat conditions, thereby supporting research on
robust speaker verification and anti-spoofing.

Index Terms: speaker verification, anti-spoofing, replay attack,
speech synthesis

1. Introduction

Automatic speaker verification (ASV) has been widely de-
ployed in voice-based authentication systems, yet its vulnerabil-
ity to spoofing attacks remains a critical concern. Spoofing at-
tacks are broadly categorized into physical access (PA) attacks,
which involve replay of recorded speech, and logical access
(LA) attacks, which exploit speech synthesis and voice conver-
sion techniques. To advance countermeasure (CM) research,
several benchmark corpora have been released [1, 2, 3], most
notably through the ASVspoof challenge series [4]. However,
many of these datasets are primarily in English and recorded
under controlled conditions, and only limited resources enable
comprehensive CM evaluation that consistently covers both PA
and LA while also supporting joint ASV assessment.

To address this gap, J-SPAW was recently introduced as a
Japanese corpus enabling joint evaluation of ASV and spoof-
ing detection under in-the-wild conditions [3]. Its database is
designed to support integrated evaluation across ASV, physi-
cal access (PA), and logical access (LA), using aligned genuine
and spoofed trials under a common protocol. Recordings were
collected under multiple realistic conditions using diverse de-
vices and environments, enabling systematic analysis of robust-
ness to replay and synthesized-speech attacks. While J-SPAW
demonstrated the feasibility of such joint evaluation, its spoofed
speech has been reported to be relatively easy to detect using
state-of-the-art CM models, and the variety of replay and syn-
thesis conditions is limited.
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To overcome these limitations, we introduce J-SPAW2, an
extension of J-SPAW that increases attack difficulty while pre-
serving the same realistic Japanese recording framework. Com-
pared with J-SPAW, J-SPAW?2 expands PA attacks by systemat-
ically varying replay distance and playback volume in addition
to playback devices, and strengthens LA attacks using stronger
zero-shot TTS pipelines from non-consensual recordings. In
our experiments, these design changes make attacks substan-
tially more challenging: under the most difficult PA condition,
wav2vec2.0+AASIST t-DCF rises to 0.619 (vs. 0.096 reported
for J-SPAW), and LA deepfake speech consistently degrades
both ASV and CM robustness. The J-SPAW2 corpus is planned
to be publicly released on GitHub'.

The main contributions of this work are as follows:

¢ A more challenging Japanese benchmark covering ASV, PA,
and LA in a unified protocol.

¢ An empirical analysis of condition-dependent vulnerabilities
in replay attacks.

¢ Evidence that realistic zero-shot deepfakes from noisy non-
consensual speech remain a serious threat to integrated sys-
tems.

2. Related Work
2.1. Spoofing attack detection

Spoofing attack corpora have been developed primarily through
the ASVspoof challenge series, which has established de facto
evaluation protocols for both PA and LA attacks [5]. ASVspoof
2019 [5] provided the first widely used large-scale benchmark
with clearly separated PA and LA tracks, and became a stan-
dard testbed for classical and deep-learning-based CM models.
ASVspoof 2021 [1] further emphasized more realistic and di-
verse conditions, including logical-access deepfake scenarios
that are closer to practical misuse settings. ASVspoof 5 [6]
extended this line toward newer-generation pipelines and more
challenging cross-condition generalization, and has been used
as a strong reference for recent integrated ASV-CM evalua-
tions. Additionally, across this series, the tandem Detection
Cost Function (t-DCF) [7, 8] has been proposed and established
as a practical metric for evaluating the risk of a CM-ASV cas-
cade rather than CM performance alone.

2.2. Existing corpora

A variety of spoofing corpora and benchmarks have already
been released for different research purposes. Among them,
PA-specific corpora such as ReMASC [9] and VSDC [10] pro-
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Table 1: Comparison of spoofing corpora and challenge bench-
marks. “Src. rec.” denotes whether source recordings are re-
alistic (R) or controlled (C). “Replay env.” denotes whether
replay environments are various (V) or clean (CL).

Corpus PA° LA ASV Lang. Src.rec. Replay env.
ASVspoof 2019 [5] vV v En C CL
ASVspoof 2021 [1] vV v En C CL
ASVspoof 5 [6] v v Multi R -
WildSpoof [14] - v v En R -
ReMASC [9] v - - En R v
VSDC [10] v - - En C \%
SpoofCeleb [2] - v v En R -
J-SPAW [3] v v v Ja R v
J-SPAW2 (ours) v v v Ja R \

vide useful replay-condition diversity, especially for studying
channel and environment effects in replay attacks. It has been
widely reported that the performance of replay spoofing detec-
tion is significantly affected by recording conditions during il-
licit acquisition as well as playback and re-recording environ-
ments [11, 12, 13]. These resources are primarily designed
for PA-focused analysis and do not provide a unified setup for
jointly evaluating CM and downstream ASV behavior. On the
LA side, SpoofCeleb [2] offers large-scale in-the-wild deep-
fake speech and is valuable for SASV-oriented benchmarking,
but it remains English-centric and therefore does not address
Japanese-language evaluation needs. ASVspoof 5 [6] and Wild-
Spoof [14] further push realistic deepfake and spoofing-robust
ASV evaluation in challenge settings, while J-SPAW [3] pro-
vides the key Japanese baseline for integrated ASV and anti-
spoofing studies under realistic recording conditions. The main
limitation of J-SPAW is that many spoofing trials remain rela-
tively easy for strong modern CM models, thereby constraining
fine-grained analysis of failure modes under high-risk condi-
tions.

Table 1 summarizes these differences across language cov-
erage, attack type, and evaluation scope. ASVspoof series and
WildSpoof are challenge-style benchmarks, while the others are
standalone corpora. Building on J-SPAW, J-SPAW?2 is designed
as the first Japanese corpus to jointly provide challenging PA
and LA attacks with systematic control of replay and synthe-
sis conditions, while preserving compatibility with integrated
ASV-CM evaluation.

2.3. J-SPAW

J-SPAW is the foundation of J-SPAW?2, providing a Japanese
benchmark for joint ASV and anti-spoofing evaluation under
realistic recording conditions. Its key design is the separation
between genuine speech for ASV/CM evaluation and attacker-
side source speech for spoof generation. In J-SPAW, each
speaker provides 50 genuine utterances: 5 utterances are used
in the evaluation protocol, while the remaining 45 sentences are
treated as attacker-obtained non-consensual recordings and are
excluded from genuine evaluation trials. As illustrated in Fig. 1,
this separation allows open and non-overlapping attack evalua-
tion: attackers can freely use the 45 sentences as source material
for replay in PA attacks and as reference speech for deepfake
generation in LA attacks, without overlapping with evaluation
utterances. J-SPAW?2 inherits this data-role design and extends
it with more challenging PA replay and LA deepfake conditions.
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Genuine & non-consensual recording
Genuine
rec. mic.

Replay attack

Replayed
rec. mic.

Figure 1: Illustration of genuine recording, non-consensual
recording (source recording), and replay attack. Utterances by
the non-consensual recording are used in the spoofing attacks.

1SRN

(b) Far-field

(a) Close-range

Figure 2: Example recording scenes for replay attacks under
close-range and far-field conditions using a Bose speaker.

3. J-SPAW2 Corpus Construction

3.1. Overview

J-SPAW?2 is built upon J-SPAW and retains the same speaker
set, sentence set, and genuine/non-consensual recording frame-
work. Concretely, the corpus contains 40 native Japanese speak-
ers, each uttering 50 sentences across four environments: quiet
indoor (E1), air-conditioned indoor (E2), music background
(E3), and outdoor (E4). Genuine speech for ASV/CM evalua-
tion was recorded with two smartphones (Pixel 3 and iPhone 8),
whereas non-consensual speech used as attack-source material
was recorded with an iPad mini. Based on this shared foun-
dation, J-SPAW2 newly constructs more challenging spoofed
speech for both PA and LA tasks, as described below.

3.2. PA: Replay Attack Protocol

To create more challenging replay attacks than those in J-SPAW,
we re-recorded spoofed speech by systematically varying re-
play conditions. Non-consensually recorded speech from J-
SPAW was replayed through four loudspeakers (Bose, iPad,
MacBook Pro, Sony) in a quiet indoor room, and re-recorded
using Pixel 3 and iPhone 8. The key design difference from
J-SPAW is the introduction of two distance conditions (close-
range: ~10 cm; far-field: ~1 m), as depicted in Fig. 2, and
two volume levels (high and low), resulting in four replay con-
ditions. Combined with four genuine recording environments,
four loudspeakers, and two recording microphones, J-SPAW?2
contains 128,000 spoofed utterances (40 speakers x 25 utter-
ances X 4 environments X 4 loudspeakers X 2 microphones x
4 replay conditions), where the 25 utterances are selected from
the 45 utterances per speaker that were explicitly separated as



Table 2: Summary of genuine recording conditions for J-SPAW2
replay-attack evaluation.
Label | Description
Genuine recording microphone
M1 Google Pixel 3 (1.0 m from the speaker)
M2 Apple iPhone 8 (same position as above)
Non-consensual recording microphone
M3 | Apple iPad mini 5th generation
Genuine/non-consensual recording room

R1 Room (4.4 (W) x 7.4 (L) X 2.5 (H) [m]) at insti-
tution 1

R2 Outside close to a road at institution 1

R3 Room (10.8 (W) x 2.0 (L) x 2.8 (H) [m]) at in-
stitution 2

R4 Outside with lawn at institution 2

Recording environment

El Quiet (R1, R3)

E2 Air conditioner is activating (R1, R3).

E3 Music is playing from a smart speaker (R1, R3).
E4 Outside (R2, R4)

attacker-side non-consensual recordings in the original J-SPAW
protocol. Detailed recording and replay condition settings are
summarized in Tables 2 and 3.

3.3. LA: Deepfake Speech Generation Protocol

Recent advances in zero-shot TTS have enabled the synthesis
of speech that preserves speaker identity from only a short ref-
erence recording, raising a serious spoofing threat for practi-
cal ASV systems. In attack scenarios, even a few seconds of
non-consensual recorded speech can be sufficient to produce
convincing spoofed speech without the target speaker’s con-
sent. Motivated by this threat, for LA attacks, we propose a
generation-and-selection pipeline that creates spoofed speech
from short non-consensual recorded reference speech (from a
few to several tens of seconds). This proposed pipeline consists
of two main stages. In Stage 1, the reference speech and tar-
get text are fed to a zero-shot TTS model to generate candidate
utterances for subsequent quality filtering. Because many zero-
shot TTS models include stochastic generation, output quality
and prosody vary across runs, and some outputs contain abnor-
mal silence/noise. We therefore apply voice activity detection
(VAD) to each output, discard samples that fail, and retain only
valid speech candidates in a pool. In Stage 2, we select the can-
didate most suitable for spoofing attacks, i.e., speech likely to
deceive both machines and humans. We first run ASR on all
candidates and compute the character error rate (CER) against
the input text, then select the candidates with the lowest CER.
If multiple candidates tie, we break ties using UTMOS [15]
and select the candidate with the highest score, since a higher
UTMOS (1-5 MOS prediction) generally indicates greater per-
ceived naturalness. In addition, we optionally apply speech en-
hancement (DPTNet [16] or DCCRNet [17]) before zero-shot
TTS to reduce background noise in non-consensual recordings
(e.g., Heating, ventilation, and air conditioning (HVAC) noise
or ambient speech), which can otherwise degrade speaker rep-
resentation and synthesis clarity. Three zero-shot TTS systems
are evaluated: CosyVoice?2 [18], ElevenLabs [19], and VALL-E
X [20]. A total of 800 deepfake utterances per condition (40
speakers X 4 environments X 5 sentences) are generated for
evaluation.
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Table 3: Summary of replay-attack recording and playback con-
ditions in J-SPAW2.

Label | Description
Replay room
rl Room (11.0 (W) x 8.0 (L) x 2.6 (H) [m]) at in-

stitution 2
Replay loudspeaker

sl Bose Soundlink Micro Bluetooth Speaker Bundle
s2 iPad

s3 MacBook Pro

s4 Sony SRS-ZR7

Replay environment

el,e2,e3 Same as El, E2, E3, respectively. e3 and E3 use
different songs.

Replay distance

pl Close distance (about 10 [cm])
p2 Far distance (about 1 [m])
Replay volume

vl Loud volume

v2 Low volume

Replayed recording microphone
ml, m2 [ Same as M1 and M2, respectively.

Table 4: Average SNR (dB) for each recording condition and
replay device (standard deviation in parentheses). Bold indi-
cates the maximum value for each device. Underline indicates
minimum value.

Volume lv. | Distance | iPad  Mac Bose Sony All
Close | 1724 2558 3113 30.39 | 26.09

(4.50) (6.68) (54.87) (15.19) | (20.31)

High Far 878 11.85 17.84 2285 | 1533
(3.24) (743) (8.48) (7.76) | (6.73)

Close | 382 730 1643 1327 [ 10.71

(5.93) (8.09) (19.11) (10.79) | (10.98)

Low Far | 268 188 678 550 [ 421
(1.92) (0.96) (10.70) (10.53) | (6.03)

4. Experiments: PA Attacks

4.1. Experimental Setup

In the CM experiments, three pre-trained CM models: LFCC-
GMM [21, 22], AASIST [23, 6], and w2v2+AASIST [24]
were used. These models were selected because they are
widely used as benchmark baselines in the spoofing literature
and have reported strong performance across recent evalua-
tion settings. LFCC-GMM is a pre-trained model published
in ASVspoof2021, AASIST is a pre-trained model published
in ASVspoof5, and w2v2+AASIST is a pre-trained model pub-
lished on GitHub [25]. w2v2+AASIST was trained in the same
manner as the ASVspoof2019 protocol. For ASV, we used an
ECAPA-TDNN model [26], widely regarded as the de facto
standard architecture for modern ASV, with publicly available
pre-trained weights trained on the VoxCeleb2 [27] dataset and
released on GitHub [28]. Performance is reported as EER for
CM (EERcnm) and ASV (EERqsy), and as t-DCF for integrated
system evaluation.

The evaluation set consists of 128,000 spoofed utterances
and 800 genuine utterances from J-SPAW (40 speakers x 5 ut-
terances X 4 environments). For ASV, we conducted a speaker
verification protocol that additionally included genuine—spoof
trial pairs. The protocol used 670,400 trial pairs in total: 7,600
genuine target pairs (same-speaker genuine—genuine), 30,000
genuine nontarget pairs (different-speaker genuine—genuine),



Table 5: Replay device and recording condition dependent EERcm (%) for each countermeasure model.

LFCC-GMM AASIST w2v2+AASIST
Device High vol. Low vol. High vol. Low vol. High vol. Low vol.
Close Far Close Far Close Far Close Far Close Far Close Far
iPad 35.00 12.50 | 50.62 63.27 | 31.76 36.88 | 44.25 49.28 3.99 4.74 5.12 14.23
Mac 31.13 1790 | 66.12 8299 | 31.15 28.34 | 42.00 53.87 2.88 341 3.38 37.40
Bose 50.50 27.25 | 53.77 58.64 | 4247 18.25 | 21.00 36.12 0.62 1.00 1.12 5.12
Sony 1850 17.49 | 48.10 63.12 | 51.38 2940 | 20.88 42.88 0.50 0.50 2.73 14.36
All 3450 19.25 | 54.75 6638 | 40.10 28.75 | 35.12 46.12 2.53 2.62 3.60 18.62

and 632,800 genuine—spoof pairs where genuine enrollment ut-
terances were paired with spoofed utterances from the same
speaker. In this setup, genuine—spoof pairs are scored as non-
target (different-speaker) trials; therefore, a higher EER;, in-
dicates that spoofed speech is more often accepted as the en-
rolled speaker, i.e., more successful spoofing attacks. Similarly,
a higher EER. indicates that spoofed speech is more likely
to evade the countermeasure, reflecting more successful attacks
from the attacker’s perspective.

4.2. SNR Analysis

Table 4 shows the mean utterance-level SNR (with standard
deviation) for each replay device and condition. SNR is de-
fined as the ratio of the mean sound pressure during speech-
activity segments to that during silence segments (in dB) within
each recorded utterance. As expected, high-volume/close-range
yields the highest SNR, while low-volume/far-field gives the
lowest SNR across all devices; the other two conditions are
intermediate. For example, Bose and Sony decrease from
31.13/30.39 dB (high/close) to 6.78/5.50 dB (low/far), confirm-
ing the strong condition dependence of the quality of replayed
speech. The large standard deviations observed in some con-
ditions (e.g., 54.87 dB for Bose at high-volume/close-range)
reflect acoustic differences between the two recording institu-
tions rather than measurement error; within-institution standard
deviations are approximately 4-5 dB. Built-in loudspeakers
(iPad/MacBook Pro) exhibit lower SNR than dedicated speak-
ers even under favorable conditions, suggesting limitations in
playback capability.

Overall, J-SPAW2 spans a wide SNR range, from high to
severely degraded conditions, providing sufficient diversity for
robustness analysis of replay-spoofing detection and integrated
ASV-CM evaluation.

4.3. Spoofing Detection Results

Tables 5 summarize CM behavior under the four replay condi-
tions. Overall, LFCC-GMM and AASIST show high EER.n,
across many settings, indicating limited robustness to realis-
tic replay attacks. For both models, low-volume/far-field is
particularly challenging (e.g., LFCC-GMM: 82.99% on Mac-
Book Pro, 63.27% on iPad; AASIST: 53.87% on MacBook Pro,
49.28% on iPad). On the other hand, w2v2+AASIST performs
substantially better in favorable conditions (below 5% EERcny
under high-volume/close-range for all devices), but still de-
grades in low-volume/far-field playback (37.40% on MacBook
Pro, about 14% on iPad/Sony). Compared with prior J-SPAW
results (Ref. [6]), these values indicate that J-SPAW?2 provides
more difficult replay attacks, especially in low-SNR conditions.
Across models, built-in speakers (iPad/MacBook Pro) tend to
yield higher EER., than dedicated speakers (Bose/Sony), sug-
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Table 6: EERasv(%) 1 for each recording condition

High volume lv. | Low volume lv.

Genuine only Close Far Close Far
1.69 2391 15.28 20.54 9.79

Table 7: Min t-DCF 1 for each model and recording condition

High volume Iv. | Low volume lv.

Close Far Close Far
LFCC-GMM | 0.755 | 0.682 | 0.983 | 0.975
AASIST 0.905 | 0939 | 0976 | 1.000
w2v2+AASIST | 0.103 | 0.095 | 0.160 | 0.619

gesting stronger sensitivity to noise/reverberation effects in re-
played signals.

4.4. ASV Results

Table 6 shows EER,, under the four replay conditions, to-
gether with the genuine-only baseline. The baseline remains
low (1.69%), confirming the strong performance of ECAPA-
TDNN on genuine speech. In contrast, all spoofed condi-
tions substantially increase EER,y, indicating frequent accep-
tance of replayed spoofed speech as target-speaker speech.
The largest degradation appears in high-volume/close-range
playback (23.91%), where speaker cues are better preserved.
Even in low-volume/far-field conditions, EER,s remains high
(9.79%), showing that attack effectiveness persists under acous-
tically adverse settings.

Taken together with CM results, this highlights a practical
trade-off: low-SNR conditions tend to harm spoofing detection
most, whereas ASV vulnerability does not necessarily decrease
in the same way.

4.5. Integrated Evaluation

Table 7 reports t-DCF for the cascaded CM-ASV system
(LFCC-GMM/AASIST/w2v2+AASIST + ECAPA-TDNN),
where larger values indicate greater vulnerability to spoofing
attacks. LFCC-GMM and AASIST show high t-DCF across
conditions, with near-critical values in low-volume settings
(LFCC-GMM: 0.983/0.975; AASIST: 0.976-1.000), confirm-
ing substantial system-level vulnerability under difficult replay
conditions. In contrast, w2v2+AASIST markedly improves ro-
bustness in high-volume conditions (0.103 and 0.095); however
still rises to 0.619 in low-volume/far-field playback, showing
that even strong CMs can be jointly bypassed with ASV
under adverse conditions. Relative to the previously reported
J-SPAW value (0.096), J-SPAW?2 yields higher integrated attack
difficulty in most conditions. These trends are consistent with
SNR and EER,y analyses and reinforce the need for integrated
evaluation (e.g., t-DCF) rather than component-wise metrics



when assessing practical biometric security.

5. Experiments: LA Attacks
5.1. Experimental Setup

We evaluate three zero-shot TTS systems (Cosy Voice2, Eleven-
Labs v3, and VALL-E X) for LA attacks under a realistic at-
tacker setting. For the ASR and VAD models required by
the LA protocol described in Section 3.3, we use the Whis-
per medium model (openai-whisper v20231117) with the lan-
guage set to Japanese (”ja”) [29] and Silero VAD [30], respec-
tively. Following the J-SPAW protocol, 45 non-consensually
recorded utterances per speaker are used as reference speech.
Because such recordings often contain environmental noise, we
consider two optional preprocessing methods (DCCRNet and
DPTNet) in addition to the no-enhancement condition. For each
TTS/enhancement condition, 800 deepfake utterances are gen-
erated (40 speakers X 4 environments X 5 texts) and evaluated
against 800 genuine J-SPAW utterances.

We assess the generated speech from three complementary
viewpoints: perceptual quality (UTMOS Strong), spoofing de-
tectability (EER. using w2v2+AASIST), and ASV vulnerabil-
ity (EERgs using ECAPA-TDNN), and then integrate these into
a system-level risk metric (min t-DCF). This design allows us
to examine not only whether synthesized speech sounds natu-
ral but also whether it can simultaneously evade anti-spoofing
while compromising downstream ASV decisions in a practical
CM-ASYV cascade.

The evaluation protocol is intentionally condition-aware.
By comparing the same utterance-generation pipeline across
E1-E4 and enhancement/no-enhancement settings, we isolate
the effects of reference-speech contamination and denoising on
each decision stage. This controlled design reduces confound-
ing factors between model choice and acoustic condition, allow-
ing us to attribute performance changes to specific attack factors
rather than to differences in text content or enrollment identities.
We further report pooled “All Environments” scores, along with
per-environment breakdowns, to support deployment-oriented
analysis. Unlike the arithmetic mean of per-environment scores,
“All Environments” scores are computed by aggregating ut-
terances from all environments into a single unified dataset.
Pooled metrics thus summarize expected field performance,
whereas condition-level metrics reveal security-critical operat-
ing points that may be obscured by averaging. As score dis-
tributions vary across environments, pooled EERs may differ
substantially from the arithmetic mean of condition-wise val-
ues.

5.2. Speech Quality and Spoofing Detection Results

Table 8 presents UTMOS, and Table 9 reports EER., respec-
tively. In terms of perceptual quality, Cosy Voice2 and Eleven-
Labs generally outperform VALL-E X without enhancement,
whereas noisy environments (E2/E3) degrade quality for all sys-
tems. Applying DCCR or DPT consistently raises UTMOS,
with particularly clear gains in E2/E3, indicating that denoising
improves perceptual naturalness under adverse reference condi-
tions.

The greater UTMOS degradation in E2 (HVAC) and E3
(music) is consistent with the spectral overlap between back-
ground noise and speech-formant/harmonic regions used in
zero-shot TTS conditioning. In these settings, noisy prompts
can blur speaker characteristics and prosody cues, degrading
synthesis fidelity. The enhancement partially restores these
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cues, explaining the substantial quality gains in E2/E3 relative
to the already-cleaner E1/E4 conditions. However, this percep-
tual improvement does not directly translate into stronger at-
tacks against the CM. In many settings, EER., decreases af-
ter enhancement, meaning the enhanced speech is easier to de-
tect as spoofed. This pattern suggests that residual background
noise in non-enhanced synthesis can behave as a masking fac-
tor for certain synthesis artifacts, whereas denoising exposes
artifact structure that is more exploitable by the detector. Im-
portantly, this does not imply that enhancement is universally
harmful; rather, it reveals a mismatch between perceptual qual-
ity and CM vulnerability.

In other words, “more natural” does not necessarily mean
“more deceptive” for modern CMs. Enhancement can smooth
perceptually salient distortions for humans while simultane-
ously sharpening model-specific vocoder traces or phase in-
consistencies detected by w2v2+AASIST. This dissociation is
particularly evident in settings where UTMOS rises but EERci,
falls, and it highlights the need to avoid using perceptual quality
as a proxy for attack success.

Across pooled conditions, EER., remains much higher
than the ASVspoof2021 LA reference (0.82%), con-
firming the practical strength of the generated attacks.
For CosyVoice2, pooled EER., is 14.75% (None) and
12.88/13.75% (DCCR/DPT). ElevenlLabs decreases from
29.00% to 21.13/15.63%, while VALL-E X changes from
6.75% to 9.25/15.63%. These results indicate that enhance-
ment effects are model-dependent and can vary in direction
depending on synthesis characteristics and noise content.

5.3. ASV and Integrated Evaluation

ASV is also substantially degraded by LA attacks. Relative to
the genuine-speech baseline (EER,sy = 1.69%), all TTS sys-
tems increase ASV errors, indicating that synthesized speech
is often accepted as target-speaker speech. Pooled EER, is
highest for CosyVoice2 (13.98% without enhancement), fol-
lowed by ElevenLabs (8.78%) and VALL-E X (3.67%). This
ranking is broadly consistent with perceived speaker similarity
observed in listening checks and suggests that stronger voice-
identity transfer tends to increase ASV vulnerability. From a
security perspective, this EER,, increase directly corresponds
to higher false-accept risk: the ASV backend confuses spoofed
trials with genuine target speech more often than in the gen-
uine baseline condition. Therefore, even when CM performance
appears moderate, elevated EER,, can still create meaningful
compromise probability in the full biometric pipeline. Enhance-
ment effects on ASV are mixed and less monotonic than in
UTMOS. For CosyVoice2, EER,, decreases to 10.78/10.50%
(DCCR/DPT), while ElevenLabs and VALL-E X show smaller
shifts. This indicates that denoising can either preserve or
distort speaker-discriminative cues depending on the synthesis
model and the acoustic characteristics of the original reference.
Therefore, enhancement should be interpreted as a controllable
attack factor rather than a universally beneficial or detrimental
operation.

System-level risk is summarized by min t-DCF in Ta-
ble 11. All pooled settings remain above the ASVspoof2021
LA reference (0.21), confirming vulnerability of the practical
CM-ASV cascade. Pooled min t-DCF is 0.45/0.45/0.46 for
CosyVoice2, 0.99/0.69/0.56 for ElevenLabs, and 0.41/0.47/0.40
for VALL-E X (None/DCCR/DPT). The very high values for
ElevenLabs demonstrate that favorable ASV impostor behav-
ior can dominate end-to-end risk even when CM performance



Table 8: Subjective Evaluation Results using UTMOS

Synthesis Method \ Cosy Voice2 \ ElevenLabs \ VALL-E X
Speech Enhancement | None DCCR  DPT | None DCCR DPT | None DCCR DPT
Quiet Indoor (E1) 2.56 3.01 3.21 2.47 3.05 3.20 2.08 2.39 2.52
HVAC Indoor (E2) 2.11 3.30 3.25 2.02 3.27 3.16 1.68 2.60 2.64
J-SPAW2  Music Background (E3) 1.73 3.23 2.93 1.63 3.18 2.90 1.47 2.50 2.55
Quiet Outdoor (E4) 2.90 3.74 3.68 2.68 3.62 3.46 2.17 2.83 2.90
All Environments ‘ 2.32 3.32 3.27 ‘ 2.20 3.28 3.18 ‘ 1.85 2.58 2.65

Table 9: EER., (%) T for each recording condition. Note: The reference EER for ASVspoof2021 LA is 0.82.

Synthesis Method ‘ CosyVoice2 ‘ ElevenLabs ‘ VALL-E X
Speech Enhancement | None DCCR ~ DPT | None DCCR DPT | None DCCR DPT
Quiet Indoor (E1) 1556 1394 1450 | 3200 19.00 16.00 | 10.50 12.00 16.00
HVAC Indoor (E2) 1394 1250 1450 | 27.56 1638 1338 | 2.88 10.50 13.38
J-SPAW2  Music Background (E3) | 12.94  9.50 10.00 | 27.56  20.88 15.00 | 7.00 4.50 15.00
Quiet Outdoor (E4) 1556 1500 1550 | 31.50 28.13 19.56 | 3.50 7.00 19.56
All Environments | 1475 1288 1375 | 29.00 21.13 1563 | 6.75 9.25 15.63

is not the worst in isolation. This t-DCF behavior clarifies why
component-wise conclusions can be misleading. A condition
with improved EER.y, may still have high tandem cost if EER sy
remains elevated, because attack success is governed by the
coupled CM-ASV decision chain. Consequently, min t-DCF
should be treated as the primary criterion for operational risk,
with UTMOS, EER.n, and EERg,, used as diagnostic signals
that explain the source of vulnerability.

Taken together, the LA results reveal an important mis-
match among perceptual quality, spoofing detectability, and
ASV vulnerability. A condition that sounds more natural is not
always more difficult for CM, and a condition with moderate
CM difficulty can still yield high integrated risk when ASV be-
havior is considered. This reinforces the need for joint evalu-
ation with metrics such as min t-DCF and supports the use of
J-SPAW?2 as a realistic benchmark for condition-aware security
analysis.

6. Conclusion

We introduced J-SPAW?2, a Japanese corpus for joint ASV and
anti-spoofing evaluation under challenging PA and LA attacks.
In PA, systematic control of the playback device, distance,
and volume revealed condition-dependent vulnerabilities: low-
volume far-field replay degrades CM robustness, whereas high-
volume close-range replay more strongly affects ASV, under-
scoring the importance of integrated assessment with t-DCF.
In LA, zero-shot TTS from noisy non-consensual recordings
produced realistic deepfakes that degrade both CM and ASV
performance. These findings show that J-SPAW?2 is a practical
benchmark for analyzing real-world spoofing risk in Japanese
speech biometrics.

To our knowledge, J-SPAW?2 is the first Japanese corpus to
jointly provide challenging PA and LA attacks with systematic
control of conditions, while maintaining compatibility with in-
tegrated ASV—CM evaluation. This distinguishes it from exist-
ing English-centric benchmarks and fills a critical gap in mul-
tilingual anti-spoofing research. The corpus will be publicly
released to support the community in developing more robust
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countermeasures. We anticipate that J-SPAW?2 will serve as
a foundation for future work on condition-aware CM training,
cross-lingual spoofing robustness, and defense against zero-shot
deepfake attacks from unconstrained recordings.

7. Generative Al Disclosure

Generative Al was used to refine the manuscript’s text, includ-
ing wording and prose. It was also used to help write and scale
the code necessary for data analysis. The final versions of all
artifacts produced with the assistance of generative Al were cre-
ated and verified by humans.
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