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Abstract

This paper presents the main features of our submission to the
TidyLang 2026 Challenge. Since the challenge involves speak-
ers producing speech in two or more languages, it is crucial
to disentangle speaker-specific and language-specific charac-
teristics. To address this issue, we propose a novel speaker-
aware Mixture of Experts (MoE) architecture for spoken lan-
guage verification. Our system extracts high-fidelity audio rep-
resentations using a fine-tuned Wav2Vec 2.0 model combined
with an attentive pooling mechanism. The core innovation lies
in a gating network that estimates the probability that two ut-
terances are produced by the same speaker. This probability is
then used to dynamically weight the outputs of two language ex-
perts based on Neural PLDA: one specialized in same-speaker
trials and the other in cross-speaker trials. This architecture
effectively decouples language variability from speaker-related
noise, thereby enhancing the overall robustness of the verifica-
tion system.

Index Terms: language verification, speaker verification,
acoustic embeddings, TidyLang Challenge

1. Introduction

Spoken Language Verification (SLV) and Identification (SLI)
have experienced significant progress in recent years, largely
driven by the adoption of self-supervised foundational models.
However, deploying these systems in real-world, highly diverse
acoustic environments remains a complex endeavour. The Tidy-
Lang 2026 Challenge addresses two critical scenarios in this do-
main: (1) accurately verifying and identifying languages in the
presence of multilingual speakers and extreme speaker variabil-
ity; and (2) verifying languages for which no training data is
available (zero-shot scenario), that is, deciding whether or not
the same language is being spoken in two audio files with no
prior information about the spoken language.

A persistent bottleneck in state-of-the-art language verifi-
cation systems is the strong entanglement between language-
specific phonetic patterns and speaker-specific acoustic traits
[1, 2]. This phenomenon, often referred to as identity bias,
severely degrades system reliability. Traditional systems tend
to overestimate the language similarity of utterances produced
by the same speaker, even when they are speaking different lan-
guages, and to underestimate the similarity of different speakers
communicating in the same language. Being aware of speaker
similarities is essential for effectively decoupling these vari-
ances and for robust modeling of spoken languages.

In this work, we propose a novel Speaker-aware Mixture
of Experts (MoE) architecture [3] with the aim to mitigate the
identity bias in language recognition systems. Our approach ex-
tracts high-fidelity, sequence-level acoustic representations by
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fine-tuning a pre-trained Wav2Vec 2.0 model [4], which are sub-
sequently aggregated into a single embedding via an Attentive
Pooling mechanism. The core innovation of our system resides
in its routing topology: a dedicated gating network evaluates
the probability that two input utterances are produced by the
same speaker. This probability dynamically weights the outputs
of two distinct language experts, both implemented via Neu-
ral PLDA [5, 6]. By utilizing one expert specialized in same-
speaker trials and another expert optimized for cross-speaker
trials, the proposed architecture effectively isolates language
variability from speaker-induced noise.

The remainder of this paper is organized as follows. Sec-
tion 2 gives details about the proposed Mixture of Experts ar-
chitecture and the acoustic feature extraction pipeline. Section
3 outlines the training strategy and our specific pair-sampling
methodology. Section 4 describes the application of the pro-
posed system to the verification and identification tasks of the
TidyLang Challenge. Section 5 presents the experimental setup
and results, which are briefly analyzed. Finally, Section 6 pro-
vides conclusions and some considerations for future develop-
ments.

2. System Architecture

The proposed language verification system (which is later lever-
aged to also perform language identification) is based on a
modular processing pipeline designed to explicitly disentan-
gle language identity from speaker characteristics. The sys-
tem architecture consists of three main components: (1) a
foundational front-end for robust acoustic feature extraction;
(2) an utterance-level aggregation module to generate fixed-
dimensional embeddings; and (3) a speaker-aware Mixture of
Experts (MoE) routing mechanism that computes the final veri-
fication score.

2.1. Acoustic Feature Extraction

To capture high-fidelity phonetic and acoustic information, we
leverage a pre-trained Wav2Vec 2.0 foundational model (specif-
ically, the multilingual XLS-R architecture with 300 million
parameters) as our primary front-end [7]. During the training
phase, the model is selectively fine-tuned to adapt its internal
representations to the specific nuances of the language verifica-
tion task.

Given a raw audio waveform, the Wav2Vec 2.0 encoder
processes the sequence to extract a dense sequence of frame-
level hidden states. Because language verification inherently
requires comparing utterances of variable lengths, the sys-
tem must project the variable-length sequence of hidden states
into a single, fixed-dimensional utterance-level embedding. To
achieve this, we implement an Attentive Pooling mechanism
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[8]. This mechanism computes a temporally weighted average
of the frame-level embeddings, allowing the network to dynam-
ically focus on the most discriminative phonetic segments while
ignoring silences or irrelevant acoustic events.

Specifically, the hidden state activations used as frame-level
features are passed through a single-layer feed-forward net-
work with a hidden dimension of 256 to compute raw attention
scores for each frame. These scores are subsequently normal-
ized using a softmax function over the temporal axis, producing
a valid probability distribution of attention weights. The final
utterance-level representation is obtained by using these nor-
malized attention weights to compute a linear combination of
the original frame-level hidden state activations.

To optimize this extraction pipeline, the fine-tuning process
was strategically restricted to the final six transformer layers of
the Wav2Vec 2.0 architecture, leaving the convolutional front-
end and lower transformer layers frozen. Both these unfrozen
layers and the Attentive Pooling parameters were jointly trained
in an end-to-end fashion using a pairwise language verification
objective. During this phase, a simple Cosine Distance scorer
was employed to evaluate the similarity between the resulting
utterance-level embeddings of two paired speech signals, effec-
tively tailoring the loss function to maximize the separability of
different languages prior to the Mixture of Experts integration.

2.2. Speaker and Language Representations

To decouple the entangled speaker and language factors in the
input speech utterances, our Mixture of Experts (MoE) archi-
tecture requires each speech utterance to be mapped into two
distinct embedding spaces: a language-specific space and a
speaker-specific space.

For the language representation, we extract the embeddings
using our custom fine-tuned Wav2Vec 2.0 and Attentive Pooling
pipeline described in Section 2.1. This branch is optimized to
capture the phonotactic and phonetic distributions characteristic
of different spoken languages.

Conversely, to capture the biometric identity of the user,
we employ a state-of-the-art, pre-trained speaker embedding ex-
tractor from the pyannote . audio toolkit' [9, 10, 11]. This
foundational model is explicitly trained for speaker verification
and diarization tasks, making it highly proficient at isolating
vocal tract characteristics, pitch patterns, and other identity-
specific acoustic traits, regardless of the language being spoken.

Given an input audio signal, a pair of speaker and language
representations (espk, €lang) is extracted. By explicitly sepa-
rating the feature extraction process into these two specialized
branches, we provide the MoE system with independent streams
of information. These paired representations serve as inputs for
both the gating network and the language experts, enabling the
architecture to make speaker-aware routing decisions.

2.3. Speaker-Aware Mixture of Experts (MoE)

The core innovation of our proposed system is the speaker-
aware Mixture of Experts (MoE) module. In traditional verifi-
cation systems, a single global decision boundary is optimized
for all trials. However, due to the identity bias, the acoustic
distance between two utterances spoken in different languages
by the same speaker is often smaller than the distance between
utterances spoken in the same language by different speakers.
To solve this, our architecture dynamically adapts its scoring
function based on the biometric similarity of the input pair.

Uhttps://pypi.org/project/pyannote-audio/
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Let « and y denote a pair of input utterances, represented
by their respective speaker and language embedding pairs:
(egﬁc, el ,) and (ei‘%, e ,)- The MoE architecture is com-

posed of a gating network and two specialized language experts.

The Gating Network: The gating mechanism is responsible
for estimating the probability that utterances « and y were pro-
duced by the same speaker. We first compute the cosine sim-
ilarity between the speaker embeddings. This similarity score
is then transformed into a valid probability p € [0,1] using a
pre-calibrated logistic regression layer:

(@)
spk?

e =

(y) )

p = P(same_speaker|e sk

o (wSpk : cos(egg;)k, eiﬁ) + bSpk) ey

where o denotes the sigmoid function, and wgpr and by are
the learned weight and bias of the speaker calibrator.

The Language Experts: In parallel, the language embed-

dings (e/*) P el?) ,) are evaluated by two distinct Neural PLDA

(Probabilistic Linear Discriminant Analysis) scorers [6].

1. The first expert, PLDAgme, is specifically optimized to dis-
criminate languages when the speaker identity is the same
(same-speaker trials).

2. The second expert, PLDAGif, is optimized to recognize lan-

guage phonetic patterns across varying vocal tracts (cross-
speaker trials).

Let Sqame and Sar be the calibrated log-likelihood ratio
scores produced by these two experts. The final verification
score Shinal is computed as a dynamically weighted sum of the
outputs of experts, controlled by the probability p from the gat-
ing network:

Sﬁnal =p- Ssame + (1 - p) . Sdiff

This soft-routing mechanism ensures that if the gating net-
work is highly confident that the trial involves a single speaker
(p 1), the system relies almost entirely on the PLDAme
expert, effectively bypassing the identity bias. Conversely, for
cross-speaker trials (p =~ 0), the PLDAg;sr expert dominates the
decision.

~
~

3. Training Strategy and Datasets

Training a system to explicitly disentangle highly correlated
acoustic features requires a carefully designed optimization
pipeline. Our methodology is divided into a base feature ex-
tractor pre-training phase, followed by the calibration and joint
optimization of the Mixture of Experts (MoE) architecture.

3.1. Pair Sampling Strategy

Our training strategy relies on a specialized pairwise sampling
mechanism designed to prevent the network from exploiting
identity bias as a shortcut for language verification. During the
data selection process, for any given enrollment set (consist-
ing of speech utterances including a single language and com-
ing from one or more speakers), the test utterances to be paired
with are dynamically selected with equal probability from one
of three distinct categories:

» Utterances including the same language as in enrollment.
 Utterances including a different language.



 Utterances produced by one of the speakers appearing in en-
rollment (which may encompass either the same or different
languages).

This equiprobable sampling strategy forces the network
to encounter during the training phase a balanced distribu-
tion of same-speaker/different-language trials and different-
speaker/same-language trials. This also means that the objec-
tive function explicitly penalizes the model if it relies on bio-
metric traits rather than true acoustic, phonetic and phonotactic
language patterns.

3.2. Base Language Model Training

In the first phase of optimization, the Wav2Vec 2.0 front-end
and the Attentive Pooling layer are trained to produce language-
specific embeddings. To enhance the robustness of the system
against variable-length inputs and as a data augmentation tech-
nique, we employ random cropping during training. Specifi-
cally, random segments of up to 5 seconds are extracted from
the raw audio signals; if an utterance exceeds this duration, a
random 5-second window is selected.

This phase is treated as a standalone pairwise verification
task. The system is optimized using a Cosine Distance scorer,
pushing the embeddings of same-language pairs closer in the
latent space while maximizing the angular distance between
different-language pairs.

3.3. MoE Calibration and Joint Optimization

Before initializing the final routing architecture, the individual
components require independent pre-calibration to ensure sta-
bility. The speaker verification scores (derived from the co-
sine distance between the pyannote embeddings) and the initial
language verification scores, are individually calibrated using
balanced logistic regression models. This step ensures that the
gating network outputs a well-calibrated probability p € [0, 1]
rather than an arbitrary similarity metric.

Once pre-calibrated, the complete MoE architecture, which
comprises the gating network and the two Neural PLDA ex-
perts, is assembled. The final joint optimization fine-tunes the
Neural PLDA spaces to specialize in their respective trial types
(same-speaker vs. cross-speaker). Given the intensive linear al-
gebra computations required to optimize the Neural PLDA net-
works and the large-scale pairwise batch processing, the train-
ing workloads are efficiently distributed across multiple acceler-
ators [12], allowing the model to converge rapidly while main-
taining numerical stability.

4. Challenge Tasks and Evaluation

The generic pairwise verification system described in the previ-
ous sections is highly flexible and can be seamlessly extended
to address the specific evaluation tasks of the TidyLang 2026
Challenge. In this section, we describe the operational adapta-
tion of the speaker-aware MoE architecture for both the verifi-
cation and identification tasks.

4.1. Task 1: Spoken Language Verification

The first task involves verifying whether the language spoken in
a given test utterance is the same as that spoken in an enrollment
set. In the TidyLang 2026 Challenge, each trial consists of 8
enrollment utterances, all including the same language, and a
single test signal.
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To leverage the full enrollment context, our system per-
forms independent pairwise comparisons between the test sig-
nal and each of the 8 enrollment utterances using the MoE ar-
chitecture. The final verification score for the trial is computed
as the arithmetic mean of the 8 individual pairwise scores. This
averaging strategy provides a robust, smoothed estimate of the
likelihood that the language spoken in the test utterance matches
that of the enrollment utterances, effectively mitigating the im-
pact of any single anomalous or noisy enrollment utterance
while taking full advantage of the dual PLDA routing mecha-
nism.

4.2. Task 2: Spoken Language Identification

The second task extends the challenge to a closed-set language
identification scenario comprising 35 target languages. To adapt
our pairwise verification framework for a multi-class identifica-
tion problem, we construct a comprehensive enrollment profile
for each target language, consisting of 300 randomly-chosen ut-
terances per language.

During inference, a given test signal is systematically com-
pared against the enrollment profiles of all 35 languages. The
averaging technique described in Task 1 is applied to each lan-
guage profile, yielding a dense 35-dimensional vector of verifi-
cation scores. Finally, this score vector is processed by a mul-
ticlass logistic regression classifier to predict the final language
label. To account for any residual distribution skews or calibra-
tion offsets across the language profiles, the logistic regression
model is trained with explicit class-balancing, ensuring unbi-
ased predictions across the entire 35-language set.

5. Experimental Setup and Results
5.1. Experimental Setup

Datasets and Data Preparation: The proposed architecture
was trained and evaluated using the official datasets provided
by the TidyLang 2026 Challenge. The optimization process
was performed in two stages. First, the base language feature
extractor was trained exclusively on the Tidy VoiceX Train par-
tition and validated on TidyVoiceX_Devel. During this phase,
constructing the training batches required fixed-duration ten-
sors, using zero-padding for shorter signals. While the original
training utterances reached up to 13 seconds in duration, stan-
dardizing the batch size to this maximum length was computa-
tionally inefficient and would have forced a severe reduction in
the effective batch size due to memory constraints. Since 5 sec-
onds of speech typically contains sufficient acoustic, phonetic
and phonotactic information for reliable language discrimina-
tion, we established this duration as our fixed sequence length.
For training utterances exceeding this 5-second threshold, a ran-
dom 5-second segment was extracted. This approach not only
optimized hardware memory utilization but also naturally pro-
vided an implicit data augmentation effect.

In a second stage, once the base feature extractor reached
convergence, it was used to systematically process the entire
audio dataset in an offline inference step. By pre-calculating
and storing both the newly extracted language representations
and the pyannote-derived speaker embeddings for all utterances,
the subsequent estimation of the MoE architecture could be
executed entirely within the embedding space. This decou-
pled training paradigm drastically reduced the computational
overhead by avoiding repetitive waveform processing, enabling
highly efficient, large-scale batch processing during the MoE
optimization phase.



With the aim to match the evaluation datasets for both the
language verification (LV) and language identification (LID)
tasks, the Tidy VoiceX_ASV training and development sets were
merged. A new, custom data partition was generated from this
combined dataset to train and calibrate the MoE routing mech-
anism. The training set included 270821 audio files featuring
only the 35 target languages used for LID; a development set
for LID was defined, including 48851 audio files not seen in
training, though there was a large overlap of speakers (only 297
out of 4442 speakers participating in the LID development set
were not seen in training); for the development of our language
verification system, 20000 enrollment sets were defined using
821 distinct audio files including 5 languages not seen in train-
ing; 1218 previously unseen test files (267 involving the 5 lan-
guages not seen in training, 951 involving some of the 35 lan-
guage seen in training) were used to build 4 million trials by
combining them with the enrollment sets, according to the cri-
teria described in Section 3.1, which ensures that the two criti-
cal scenarios of same-speaker/different-language and different-
speaker/same-language are significantly represented in the set
of trials; finally, as noted in Section 4.2, for the closed-set iden-
tification scenario (Task 2), the enrollment profiles were con-
structed using 300 randomly-chosen reference utterances for
each of the 35 target languages.

There is a methodological limitation arising from this two-
stage data partitioning strategy. Because the base language fea-
ture extractor was fine-tuned on the TidyVoiceX _Train set, and
this same data was subsequently merged to train the MoE rout-
ing mechanism, a certain degree of data leakage occurred in
the second stage. This overlap likely yielded optimistic perfor-
mance estimations during our internal validation, as the local
EER and Accuracy metrics were significantly better than the
ones obtained in the final blind evaluation. While retraining the
Wav2Vec 2.0 front-end from scratch on a strictly disjoint par-
tition would have been the optimal approach, the submission
deadlines of the challenge prevented us from performing this
iteration.

Implementation Details: The acoustic front-end is based on
the pre-trained multilingual Wav2Vec 2.0 XLS-R model (300
million parameters). To prevent catastrophic forgetting while
adapting the representations to the language verification task,
the convolutional feature extractor and the lower Transformer
layers were kept frozen; only the final 6 Transformer layers
were subjected to fine-tuning. The Attentive Pooling mecha-
nism was implemented using a single hidden layer of dimension
256.

During the joint optimization of the Mixture of Experts, the
network was trained utilizing differentiated learning rates to en-
sure convergence stability: the Neural PLDA language experts
were updated with a learning rate of 10~*, whereas the speaker
and language score calibrators utilized a learning rate of 1072,
The overall system was trained for a total of 100 epochs with an
effective batch size of 2048.

Hardware and Distributed Training: The training and evalu-
ation pipelines were implemented using the PyTorch Lightning
framework [13]. To accelerate convergence and handle the mas-
sive trial throughput efficiently, the workloads were distributed
across a cluster of 4 NVIDIA RTX A5000 accelerators utilizing
a Distributed Data Parallel (DDP) strategy [12].

Evaluation Metrics: The performance of the system was as-
sessed according to the official challenge guidelines. For Task
1 (Spoken Language Verification), the architecture is evaluated
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using the Equal Error Rate (EER) and the minimum Detection
Cost Function (minDCF) evaluated at a target prior probabil-
ity of Piqr = 0.01 [14, 15]. For Task 2 (Spoken Language
Identification), performance is reported using Macro (language-
balanced) Accuracy and Micro (overall) Accuracy.

5.2. Results

Table 1 shows performance attained by our system on the pair-
wise verification task (involving 40 unknown languages). The
proposed speaker-aware MoE architecture achieves an Equal
Error Rate (EER) of 19.13% and a minDCF of 1.0.

Table 1: Evaluation results for the TidyLang 2026 Challenge.

Verification (Task 1) Identification (Task 2)
EER (%) minDCF Macro Acc (%) Micro Acc (%)
19.13 1.0 78.94 87.70

For the closed-set identification task (involving 35 target
languages seen in training), the MoE-derived similarity scores
were aggregated and processed by as class-balanced multiclass
logistic regression backend. This system achieves a Macro Ac-
curacy of 78.94% and a Micro Accuracy of 87.70%.

As anticipated in the experimental setup, the performance
of our system on the blind test of the TidyLang 2026 Challenge
is remarkably worse than that obtained for our internal develop-
ment datasets, due in part to the data leakage phenomenon intro-
duced by our two-stage partitioning strategy, and in part by the
large speaker overlap in our LID development set. When evalu-
ated on the development set (which had already been exposed to
the Wav2Vec 2.0 and Attentive Pooling fine-tuning) the MoE ar-
chitecture yielded an overly optimistic EER of less than 5% on
the verification task. A similar optimistic bias was observed in
the closed-set identification scenario on the development data,
where the system achieved a Macro Accuracy exceeding 97%
directly from the aggregated MoE similarity scores, which fur-
ther increased to over 99% after the application of the logistic
regression backend. This pronounced performance gap between
the development and the final blind evaluation sets highlights
the severe impact of the data overlap, reinforcing the neces-
sity for strictly disjoint partitions in the sequential fine-tuning
pipeline.

6. Conclusions

In this paper, we described our submission to the TidyLang
2026 Challenge, addressing the critical obstacle of identity
bias in spoken language recognition. To explicitly disentan-
gle language-specific phonetic patterns from speaker-specific
acoustic traits, we introduced a novel speaker-aware Mixture
of Experts (MoE) architecture. By leveraging a fine-tuned
Wav2Vec 2.0 front-end paired with an Attentive Pooling mech-
anism, our system extracts highly discriminative sequence-
level representations. A dedicated gating network estimates
the speaker similarity of the enrollment and test signals to dy-
namically route the evaluation to specialized (same-speaker vs.
cross-speaker) Neural PLDA experts, effectively bypassing the
identity bias.

In the final blind evaluation, our system yielded an Equal
Error Rate of 19.13% in the verification task and a Macro
Accuracy of 78.94% in the 35-language identification sce-
nario. While these results validate the fundamental viability



and multi-class scalability of the pairwise MoE routing strat-
egy, the remarkable decrease in performance observed in the
blind test compared to the high performance obtained on our
internal validation datasets provided a critical methodological
insight. The two-stage data partitioning approach, which inad-
vertently introduced data leakage between the embeddings ex-
tractor model fine-tuning and the MoE calibration phases, and
the large speaker overlap between our LID development and
training sets are likely reasons for this discrepancy. Future work
will prioritize establishing strictly disjoint partitions, and more
focus on the critical scenarios, for both training stages to ensure
unbiased performance estimation.
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