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Abstract
In voice anonymization methods, the preservation of the

emotional content is often overlooked, yet it is a key ele-
ment of vocal communication. The VoicePrivacy Challenge
2024 (VPC2024) addresses this by proposing an anonymiza-
tion benchmark that uses the unweighted average recall (UAR)
to assess anonymization systems’ ability to preserve the emo-
tional content. The UAR compares the output labels of a speech
emotion recognition (SER) model after anonymization with the
ground-truth labels. However, this metric relies on hard label
matching and does not account for the classification models’
uncertainty. In this paper, we propose three measures to expand
the application of the metric to non-labeled datasets by compar-
ing the SER models’ soft labels or logits. Validation through
a MUSHRA listening experiment confirms that our proposed
metric, based on soft-output probabilities, is more robust in real-
world settings and is well correlated with subjective test results.
Index Terms: utility metric, speech anonymization, emotional
voice conversion

1. Introduction
Speech signals contain a wealth of personal information, includ-
ing the speaker’s identity, sex, age, socioeconomic status, geo-
graphical origin, and more [1]. This makes speech a biometric
modality that can identify the speaker, thereby classifying it as
special category personal data under the GDPR and necessitat-
ing stringent privacy protections [2, 3]. To tackle this issue, the
VoicePrivacy initiative [4] aims to advance research on voice
anonymization, the process of replacing a speaker’s vocal iden-
tity with a synthesized pseudo-identity while leaving linguistic
content and paralinguistic attributes intact. The focus of its last
edition, VPC2024 [5], was on preserving the emotional state in
voice anonymization.

Emotion evaluation is inherently challenging, as the con-
cept of emotion lacks a single, universally accepted definition,
leading to both conceptual and practical ambiguities [6]. De-
spite the importance of emotional consistency in high-quality
voice conversion, metrics for assessing the preservation of emo-
tional content in voice modification remain limited. Different
strategies have been implemented to evaluate and control emo-
tional expression in converted speech. On one hand, acoustic
approaches focus on signal deviations, using mel-cepstral dis-
tortion (MCD) for spectral divergence, differences of duration
(DDUR) for temporal consistency, and F0-RMSE for temporal
consistency and pitch disentanglement [7, 8, 9]. On the other
hand, SER-based approaches, as employed for emotional con-
trol in [10], offer higher interpretability by leveraging the pre-
dictions of pre-trained emotion recognizers to validate the emo-
tional integrity of the converted speech.

To the best of our knowledge, the UAR introduced in
VPC2024 represents the first utility metric designed for stan-
dardized comparison across different baseline models. This
metric represents the mean class-wise recall, computed by com-
paring the true labels of the original utterances with an SER
model’s predictions of the anonymized utterances.

In this work, we argue that this comparison does not ac-
count for the errors of the SER model and that merely compar-
ing hard labels does not capture the uncertainty of the classifica-
tion model. To this end, we propose three measures to improve
the assessment of emotional preservation in voice conversion
models. First, we suggest shifting the representation of the SER
model’s output from hard labels to soft labels or logits. Then, to
compare the original and anonymized output, we analyze three
indicators: the Euclidean distance, the cosine similarity, and the
Kullback-Leibler (KL) divergence. Third, we investigate the ef-
fects of the SER model training and task objective. To ensure
a fair comparison, we conduct a subjective listening experiment
with 23 subjects across the 6 baselines of VPC2024. Finally, we
analyze and discuss the correlation between the subjective eval-
uation metric and our proposed objective evaluation metrics.

The central contributions of this paper are to assess the rel-
evance of multiple objective metrics, including the UAR and
our proposed metrics based on the last layer of an SER model
(see Section 2), and to study their correlation with human per-
ception. For the latter we present the listening experience in
Section 3 and analyze its results in Section 4.

2. Methodology
2.1. Framework

In the context of measuring the preservation of emotional
content in voice anonymization models, the standard frame-
work uses emotion classification as a proxy task to assess
the distortion of emotion through a voice modification system.
This method compares the output of an anonymized utterance
through an SER model with the original utterance’s emotion la-
bels, which makes the choice of the SER model a central part
of the metric.

Most state-of-the-art SER models rely on fine-tuning a
structure comprising a pre-trained foundational backbone and
prediction head [11, 12]. The foundational model serves as
a feature extractor, leveraging self-supervised learning (SSL)
to encode raw audio into high-level speech representations.
The prediction head maps these generalized representations
into task-specific emotion embeddings for classification. These
emotion embeddings can be output as is or processed to yield
hard labels emotion categories. The UAR used in VPC2024
is based on a wav2vec2-based SER model trained using the
SpeechBrain recipe [13, 14] and leverages hard labels.
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The UAR metric is defined as the mean class-wise recall

UAR =
1

C

C∑
j=1

TPj

TPj + FNj
, (1)

where C is the number of emotional classes on which the SER
model was trained, TP is the number of true positives, and
FN is the number of false negatives, while comparing the
true label of the original sample with the predicted label of the
anonymized sample.

We identify six potential sources of emotional informa-
tion loss in SER-based approaches for assessment of emotional
preservation in speech anonymization methods:

1. Subjective variance in ground-truth annotations: This reflects
the inherent ambiguity of emotional expression.

2. Pre-anonymization classification error: SER models are not
foolproof and introduce classification errors. The model used
in UAR has an accuracy of 69% on fold 5 of the IEMOCAP
partition described in VPC2024 [5].

3. Pre-anonymization embedding quantization error: The
argmax function discards the probability distribution of the
model, thereby eliminating information.

4. Anonymization-induced emotional shift is the information
loss we wish to quantify.

5. Post-anonymization classification error.
6. Post-anonymization embedding quantization error.

Assuming that we cannot influence subjective variance in
ground-truth annotations (error 1), and we are interested in
anonymization-induced emotional shift (error 4), we are left
with four sources of loss of emotional information related to
SER models. Since the UAR compares the ground-truth label
with the anonymized prediction labels, it is subject to sources of
errors 1, 5 and 6. Thus, this metric has two limitations: it needs
ground-truth annotations, and introduces post-anonymization
embedding quantization errors.

To address the first limitation, we first introduce UARpred, a
variant of UAR that compares the predicted label of the original
sample with the anonymized predicted label, thus comparing
predicted labels only. This change focuses the evaluation on
the SER model’s interpretation rather than aligning predictions
with a subjective ground-truth label. Note that UARpred still is
subject to errors 2, 3, 5 and 6.

Following the idea of eliminating the limitations imposed
by the need for ground-truth data, and the errors from embed-
ding quantization, we introduce the three additional measures
to improve the existing evaluation framework. They are only
subject to errors 2 and 5.

2.2. Representation

The UAR typically relies on hard labels (or one-hot encoding)
to compare anonymized predictions against a reference. How-
ever, this representation does not account for the uncertainty of
the classification model, as the argmax operation of the classi-
fication head discards the relative weights assigned to the emo-
tion classes.

We propose two alternative representations to preserve this
probabilistic information: logits (non-normalized outputs) and
probability vectors (softmax-normalized outputs), also called
soft labels. By using these continuous representations, we move
from binary classification to estimating the degree of perturba-
tion injected by the anonymization model into the SER model.
In the rest of the paper, we will refer to these representations as

emotion embeddings. These values are represented as a vector
of dimension C.

2.3. Measurements

To quantify the shift between the predicted anonymized emo-
tion embedding and the predicted original emotion embedding,
we propose three indicators: the Euclidean distance, the co-
sine similarity, and the KL divergence. The final measure-
ment would then be the mean of the distances, similarity, or
divergence of every pair of original/anonymized utterances. By
adopting these measurements, the ground-truth and the pre-
dicted hard labels no longer matter, as we are only interested
in the emotion embedding distribution.

2.3.1. Euclidean Distance

Let P ∈ [0, 1]C be the emotion embedding vector output by
the SER model, where Porig represents the original vector and
Panon represents the anonymized version. We employ the Eu-
clidean distance to quantify the absolute geometric distance be-
tween the two probability vectors

d(Porig, Panon) =

√√√√ C∑
i=1

(Porig,i − Panon,i)2. (2)

This provides a measure of the shift in the probability space
caused by the voice conversion process. A low Euclidean
distance indicates proximity of the original sample and the
anonymized sample in the probability space, thus suggesting
that these samples share emotional characteristics.

2.3.2. Cosine Similarity

Cosine similarity assesses the angle between vectors

Scos(Porig, Panon) =
Porig · Panon

∥Porig∥∥Panon∥
. (3)

It is useful for measuring the shift in prediction when the di-
rection of the features is more informative than their absolute
values, which can be the case for emotions of the same class
but of different intensities. Two collinear vectors have a cosine
similarity of +1, suggesting emotional preservation.

2.3.3. Kullback–Leibler Divergence

The KL Divergence measures how different is the probability
distribution Panon from the true probability distribution Porig

DKL(Porig ∥ Panon) =

C∑
i=1

Porig(i) log

(
Porig(i)

Panon(i)

)
. (4)

The KL divergence is only defined for probability distributions,
so it cannot be applied to measure logits. A low divergence
score denotes a good preservation of the emotional prediction.

2.4. Task

The SER model on which the UAR metric is based is designed
for Categorical Emotion Recognition. The goal of this task is to
classify speech samples into a single emotional class.

With the idea of analyzing different representations of emo-
tions beyond labels, we also suggest experimenting with Emo-
tional Attributes Prediction, another application of SER intro-
duced in the Odyssey 2024 SER Challenge [11]. This task fo-
cuses on estimating three emotional attributes simultaneously:

29



arousal (from calm to active), valence (from negative to posi-
tive), and dominance (from weak to strong).

3. Data collection and analysis
The goal of our listening experiment is to obtain a human
perception-based reference to compare the different objective
metrics, especially in case of anonymized samples. In the fol-
lowing subsection, we detail a subjective MUSHRA (MUlti-
ple Stimuli with Hidden Reference and Anchor) test [15], con-
ducted to assess human perception of emotional similarity be-
fore and after anonymization. To get an insight into the impact
of the SER model on emotion preservation metrics, we study, in
the second subsection, the distributions of emotion embeddings
using two different SER models.

3.1. MUSHRA experiment and results

3.1.1. Experimental protocol

We conducted a subjective listening test using the MUSHRA
methodology, implemented via the webMUSHRA inter-
face [16]. The primary objective was to quantify how accurately
the emotional intent of a source speaker is maintained across the
six anonymization baselines presented in VPC2024 [5] (B1, B2,
B3, B4, B5, and B6).

Stimuli and Dataset Selection Our evaluation focused on
a fraction of Session 5 of the IEMOCAP database. We curated
seven distinct stimulus sets, each containing 16 utterances, to
ensure a balanced representation of variables. Each set com-
prised: 4 emotions (happiness, anger, sadness, neutrality) ×
2 genders (male and female) × 2 communication scenarios
(scripted and improvised), totaling 112 evaluated utterances.
The choices of the samples was random, but to ensure the sam-
ples were long enough for reliable emotional identification, we
prioritized those exceeding 5 s if available. Cross-gender voice
conversion was disabled during synthesis for all systems except
baseline B4, where the architecture does not support this restric-
tion.

Reference and Anchor Configurations Each trial in-
cluded a hidden reference (the original unprocessed audio) and
a neutral emotion anchor. For that, we used text-to-speech
(TTS) using the Kokoro model [17]. Neutral-emotion audio
was synthesized from the IEMOCAP transcriptions using the
”af kore” (female) and ”am echo” (male) voices.

Participants and Task We collected results from 25
English-speaking listeners (native and non-native), including
naı̈ve and non-naı̈ve listeners, assuming that emotion recogni-
tion is a general human faculty that does not require specialized
training. The experiment consisted of four training trials to fa-
miliarize participants with the interface and task, followed by
the 16 assessment trials of the stimulus set. Participants were
presented with the ground-truth emotion of the reference sam-
ple in the trial title and instructed to: ”Rate the emotional re-
semblance of each sample compared to the reference, focusing
strictly on the fidelity of the emotional expression.” The ratings
were provided on a continuous scale from 0 to 100, segmented
into five qualitative intervals shown in Table 1.

Post-Screening We applied post-screening according to the
recommendation from the ITU-R MUSHRA standard docu-
ment [15]. Listeners were excluded if they failed to rate the
hidden reference higher than 90 in at least 85% of the trials.
Following the post-screening process, 23 listeners were vali-
dated for the final analysis. This distribution ensured that every
stimulus set was evaluated by at least three participants.

Table 1: MUSHRA emotional resemblance scoring scale

Score range Qualitative descriptor

80 – 100 Identical emotion
60 – 80 Very similar
40 – 60 Fairly similar
20 – 40 Dissimilar

0 – 20 Very dissimilar

Qualitative feedback from participants indicated that dis-
criminating/ranking between audio recordings was sometimes
challenging when emotions were poorly preserved from the ref-
erence or when the initial emotion was neutral.

3.1.2. MUSHRA Results

To evaluate the influence of the anonymization baselines on
subjective emotional resemblance ratings, we performed a
repeated-measures ANOVA (RM-ANOVA) following the ITU-
R recommendation [15] on MUSHRA test.

By excluding the hidden reference from the analysis to pre-
vent artificial variance inflation, the test yielded a significant
result (p < 10−3), demonstrating that the different baselines
produced perceivable quality differences in terms of emotion
preservation. The high F-statistic (F = 90.9) indicates the
anonymization systems had a greater impact than the variance
attributable to individual listener grading patterns, confirming
that the grading is statistically relevant. The mean opinion
scores from the MUSHRA test are displayed in Figure 1.

To assess performance hierarchies among the baselines, we
conducted pairwise post-hoc Wilcoxon signed-rank tests with
Bonferroni-Holm correction. The results demonstrated that
most of the baseline pairings differ significantly. However, no
statistically significant differences were observed for the pairs
B3–B5, B3-B6 and B4–B5 (p > 0.05). This means that al-
though a ranking tendency in the mean score is apparent, one
could not say that the model B4 was better than the model B5
with confidence. The non-significant pairs were indicated with
brackets in Figure 1.

3.2. Evaluation of SER models

The choice of the SER model is central to the UAR and to
the metrics we propose. For this purpose, we analyze the
emotion embeddings’ distribution of two architectures: the
SpeechBrain-based SER employed for UAR, and the Odyssey
2024 SER challenge baseline. For readability, we refer to them
as SpeechBrain SER and Odyssey SER.

3.2.1. SpeechBrain SER

SpeechBrain SER is based on a wav2vec2 [18] SSL-model
backbone and classification head composed of an average time
pooling and one linear layer [13].

This classification model is trained on the IEMOCAP
audio-only dataset [19] for categorical emotion recognition.
The corpus comprises data of 4 different emotions (Happy,
Angry, Sad, and Neutral), collected from 10 actors with
scripted and improvised (elicited) spoken communication sce-
narios across 5 dyadic sessions. For evaluation, these 5 ses-
sions are used as separate folds in a leave-one-session-out cross-
validation setup, ensuring that training and testing data are
strictly separated. Our study will examine only session 5 of
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Figure 1: Results of the subjectively evaluated samples by baselines. All pairs differ significantly except those under brackets shown as
ns: non-significant. Red and yellow dots represent respectively the median and the mean of each set of scores. The mean values are
indicated in black.

the IEMOCAP database.
To visually examine the emotion embedding representa-

tions of the SpeechBrain SER model, we utilized Uniform Man-
ifold Approximation and Projection (UMAP) [20] to reduce the
dimensionality of the probability vectors. In the remainder of
this study, we will only cover the probability vectors as an em-
bedding representation, for visualization and analysis. Figure 2
illustrates a two-dimensional UMAP projection of the emotion
probability vectors of original dimension C = 4. The UMAP
manifold was initially fitted using the original utterances, rep-
resented by their ground-truth labels (dots). Subsequently, the
probability vectors from the anonymized utterances (processed
via B1) were projected onto this pre-trained manifold (crosses)
to visualize the resulting distribution.

The highly concentrated clusters reveal that the SER model
is overconfident in its predictions, even when the utterances are
misclassified.

3.2.2. Odyssey’s baseline SER

As the overconfidence of the SpeechBrain SER provides infor-
mation almost similar to that of hard labels, we also study a less
confident model. This allows us to extract meaningful nuances
from the model’s uncertainty. Therefore, we propose using the
Odyssey 2024 SER Challenge baseline system [11]. This chal-
lenge proposed two tracks: categorical emotion recognition and
emotional attributes prediction.

The Odyssey baseline uses the same architecture for the
two tracks by adapting the output dimension. It is based on a
WavLM SSL-model backbone and a prediction head composed
of pooling layers followed by Fully Connected (FC) layers.

The model was trained on the MSP-Podcast corpus [21]. In
contrast to IEMOCAP used in SpeechBrain SER training, the
MSP podcast comprises 8 emotion categories and spontaneous
emotional speech collected from various podcast recordings.
This makes MSP-Podcast a more suitable training database for
SER in real-life scenarios, as acted speech emotion databases
often fall short in accurately expressing the complexity and va-
riety of emotions found in spontaneous, unprompted speech [6].

A similar analysis as the one described in 3.2.1 was per-
formed using the Odyssey SER baseline, as illustrated in Fig-
ure 3. The visualization adopts the same mapping proce-
dure: fitting the UMAP manifold to the original IEMOCAP

utterances (dots) and projecting the anonymized predictions
(crosses). However, in this analysis, we use the model’s pre-
dicted labels for the original utterances as the reference, rather
than the ground-truth annotations. This approach is necessitated
by the label mismatch between the evaluation datasets. Indeed,
the MSP-Podcast corpus includes four emotion categories ab-
sent from IEMOCAP (Contempt, Disgust, Fear, and Surprise).

Furthermore, for an emotion preservation metric, we argue
that adopting a prediction-to-prediction comparison framework
provides a more consistent baseline for evaluation. By eliminat-
ing the dependence on ground-truth labels, this method is also
applicable to unlabeled datasets.

We can see in Figure 3 that the emotion clusters show
greater spatial dispersion, indicating less confident predic-
tions. Unlike the previous configuration shown in Figure
2, anonymized utterances prediction often occupies the inter-
cluster regions, highlighting the model’s ambiguity about their
emotional content.

4. Comparison of Metrics and Discussion
To evaluate which metric is most suitable, we analyze two indi-
cators to study the correlation between the objective measures
and the MUSHRA mean scores. The Coefficient of Determi-
nation (R2) measures the proportion of variance in the experi-
mental results explained by the metric. R2 ranges from 0 to 1,
where a value closer to 1 indicates that the metric accurately re-
flects human perception. The p-value determines the statistical
significance of the results, where smaller values indicate higher
significance.

This analysis covers only the 112 utterances evaluated in
the MUSHRA test, as well as their anonymized baselines (B1
to B6) and the anchor.

4.1. SpeechBrain SER

Leveraging the SpeechBrain SER framework, two measures we
proposed can be implemented: Representation and Measure-
ment, as shown in Table 2. As stated before, SpeechBrain SER
is only trained for categorical emotion recognition. We evaluate
emotional preservation across three representation levels: Prob-
ability Vectors, Logits, and Hard Labels. Specifically, we em-
ploy Mean Euclidean Distance (MED) and Mean Cosine Sim-
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Figure 2: Example of UMAP dimension reduction of SpeechBrain SER’s emotion probability vectors between original (Ref) and B1
(Anon).

Figure 3: Example of UMAP dimension reduction of Odyssey SER’s emotion probability vectors, between original (Ref) and B1 (Anon).

ilarity (MCS) for vector-based comparisons, Mean KL Diver-
gence (MKLD) for probabilistic distributions, and the original
UAR or UARpred for hard label matching.

Table 2 shows that all metrics have a coefficient of determi-
nation R2 above 0.71, indicating a strong correlation between
the objective metrics and human perception. In the SpeechBrain
SER framework, the metric that correlates best with human per-
ception is the original UAR proposed in VPC2024, with an R2

of 0.82, closely followed by Logits MCS with an R2 of 0.79.
The worst model is the UARpred with an R2 of 0.71.

Note that the coefficients of determination R2 remains al-
most identical across various measurements given a fixed rep-
resentation, with Logits or Probability vectors. This under-
lines the compactness of the emotion embedding distribution
in SpeechBrain SER, shown in Figure 2. The information we
get from the drift of an emotion vector is mostly determined by
whether it is correctly grouped into the same cluster rather than
its relative position. That explains why the different metrics
show the same correlation: they all identify the same transition
between emotional states.

Table 2: Correlation of objective metrics with MUSHRA results,
using SpeechBrain SER. The measurements include the mean
Euclidean distance (MED), the mean cosine similarity (MCS),
and the mean KL divergence (MKDL).

Representation Measurement R2 pvalue

Probability vectors
MED 0.76 0.010

MCS 0.76 0.010

MKLD 0.76 0.011

Logits
MED 0.78 0.008

MCS 0.79 0.007

Hard labels
UAR 0.82 0.005

UARpred 0.71 0.017

4.2. Odyssey SER

In addition to the metrics detailed in Section 4.1, we leveraged
the dual tasks addressed by the Odyssey model by evaluating
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Table 3: Correlation of objective metrics with MUSHRA results,
using Odyssey SER trained for categorical emotion recognition
(Cat) and Odyssey SER trained for emotional attribute predic-
tion (Att). The measurements include the mean Euclidean dis-
tance (MED), the mean cosine similarity (MCS), and the mean
KL divergence (MKDL).

Task Representation Measure. R2 pvalue

Cat

Probability vectors
MED 0.79 0.007
MCS 0.75 0.012

MKLD 0.64 0.030

Logits
MED 0.67 0.025

MCS 0.64 0.030

Hard labels
UAR 0.68 0.022

UARpred 0.48 0.084

Att

Probability vectors
MED 0.62 0.036

MCS 0.53 0.060

MKLD 0.51 0.072

Logits
MED 0.66 0.027

MCS 0.57 0.049

both the Categorical Emotion Recognition (Cat) and Emotional
Attribute Prediction (Att) models. Note that UAR and UARpred
require discrete classifications, so their application is restricted
to the categorical emotion recognition task, which is the only
model that yields hard label outputs.

Table 3 presents the correlation results for the different met-
rics, with the framework using Odyssey SER.

In contrast to SpeechBrain SER, the Odyssey SER frame-
work shows greater disparities in results: the worst model,
UARpred, has an R2 of 0.48, whereas the best, Cat Probabil-
ity vectors MED, has a higher R2 of 0.79. The UAR metric is
no longer the metric most correlated to human perception, with
an R2 of 0.68, ranking third.

Overall, the metrics adopting the categorical emotion
recognition task perform better than the ones based on emo-
tional attribute prediction.

For the categorical emotion recognition task, the probability
vectors seems to be a better representation than logits. However,
this tendency is reversing for the emotional attribute prediction
task.

Moreover, the results indicate that using the same task and
the same representation, the MED is always the best-suited
measurement, followed by the MCS, then the MKDL.

All in all, the best metric using the Odyssey SER is the
mean Euclidean distance of the probability vectors in a categor-
ical classification task.

4.3. Discussion

Among all metrics and configurations, the original UAR pro-
posed in VPC2024 shows the strongest correlation with human
perception, making it a strong metric to assess the preservation
of emotion in voice anonymization models in the IEMOCAP
database. Moreover, the study showed that in every SER config-
uration, the UARpred shows the lowest correlation with human
perception, indicating that, in the context of hard labels match-
ing, using the ground-truth label as reference is more suited than
using the prediction label to assess emotional distortion.

However, we have raised a few points regarding the ro-
bustness of the UAR in real-life scenarios. First, this met-
ric relies on ground-truth emotion labels, which are available
only in emotion-related databases. Second, the metric pro-
posed in VPC2024 is based on an SER model trained on IEMO-
CAP, which comprises scripted and improvised dialogues from
trained actors. This makes the model suboptimal for assessing
more natural conversational speech.

The different measures we proposed to tackle these issues
showed different efficiencies. The emotional attribute predic-
tion task performs worse than the categorical task, at equal rep-
resentation and measurements. This suggests that, despite being
designed for bringing a nuanced and continuous estimation of
emotion, the resulting representations are not robust enough to
be able to reveal a meaningful emotional distortion.

The use of probability vector representations not only en-
hances interpretability, but also achieves higher correlation with
human perception than logits. This is because logit-based vec-
tors often show high magnitudes that create large numerical dis-
tances. However, these large distances may not correspond to
any perceptible difference to a listener.

The mean Euclidean distance consistently proved to be
the optimal measurement for emotion embedding comparison,
demonstrating consistent performance for both probability vec-
tors and logits.

While achieving a correlation comparable to the UAR
metric, the proposed framework removes the dependence on
ground-truth labels by using only SER predictions. This implies
that the evaluation of emotion preservation in voice anonymiza-
tion could be performed on any speech dataset as long as the
dataset contains a range of emotions, regardless of whether the
audio samples are labeled or not. Moreover, we suggest using
an SER model trained on spontaneous speech data, which is
suitable for real-world natural speech.

However, it should be noted that our proposed measures
depend on the robustness of the SER model, as all SER-based
approaches for assessing emotional preservation in speech
anonymization methods. Beyond anonymization, the methodol-
ogy introduced here is applicable to the assessment of emotion
consistency in various voice transformation systems, especially
in the field of emotional voice conversion.

5. Conclusion

In this paper, we propose three measures for assessing the
preservation of emotion in voice anonymization models. By
conducting a MUSHRA-based subjective assessment of the six
VPC2024 baselines, we assessed the relationship between hu-
man perception and objective metrics.

Our analysis demonstrates that the standard UAR metric ex-
hibits strong correlation with subjective scores. However, its
utility is limited to datasets with emotional ground-truth anno-
tations. In contrast, the proposed measures make the evalua-
tion generalizable to any speech dataset that displays a range
of emotions. Especially, we showed that swapping the Speech-
Brain SER overconfident model with a slightly less confident
model, Odyssey SER, in conjunction with the Euclidian dis-
tance of soft-output probability vectors, maintains a high cor-
relation with human perception. This approach achieves per-
formance levels comparable to the standard UAR metric while
remaining applicable to unlabeled datasets.
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