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Abstract

Existing research on source tracing, the task of classifying
the method that generated an audio deepfake, focuses on high-
quality wide-band speech, while narrow-band telephony speech
has received little attention despite its importance. Telephony
speech faces significant challenges such as limited bandwidth
and codec variability that can degrade performance beyond lab-
oratory conditions. This paper aims to quantify the impact of
telephony transmission on audio deepfake source tracing. We
separately evaluate the performance degradation due to lower
bandwidth and codecs and we demonstrate that codecs are re-
sponsible for the majority of degradation. We treat telephony-
transmitted data as an unseen condition and we explore data
augmentation techniques such as RawBoost and random au-
dio quantization to improve performance. We show that these
strategies eliminate the need for costly real telephony data and
can outperform training on it, reducing the equal error rate by a
relative 20.1%.
Index Terms: deepfake detection, source tracing, telephony
speech

1. Introduction
Audio deepfakes have reached a level of realism that poses sig-
nificant risks to voice-based security systems, media integrity,
and personal privacy [1–3]. As synthetic speech becomes in-
creasingly indistinguishable from genuine human voice, we
have to rely more heavily on machines to tell the difference.
However, the ability to distinguish fake from genuine speech
is only part of the truth and further pieces of information may
be important such as which specific system produced a deep-
fake. Uncovering this information is the goal of source trac-
ing, which, unlike binary deepfake detection, attributes synthe-
sized speech to its originating model, enabling forensic analysis
and explainability. Most prior work has focused on high-quality
wide-band speech, typically sampled at 16 kHz or higher, eval-
uated under controlled laboratory conditions. However, many
real-world scenarios where deepfakes may be used by mali-
cious actors involve telephony channels [4]. When speech sig-
nals pass through public switched telephone networks (PSTN)
and voice over internet protocol (VoIP) they undergo aggressive
compression, bandwidth restriction (often to 8 kHz), and other
degradations (e.g., packet loss, echo). These channel effects
introduce distortions that can obscure the subtle artifacts and
fingerprints that source tracing systems rely on. Consequently,
models optimized on clean audio often perform poorly when
deployed in practical telephony settings.

*Equal contribution.

Some prior approaches study model attribute-based esti-
mation [5–9]. Rather than identifying the specific generator,
these studies focus on analyzing synthesis pipeline character-
istics such as input-type (audio vs. text), acoustic model, and
vocoder. By identifying common architecture and shared com-
ponents within multiple synthesis architectures, they aim to im-
prove generalization across different deepfake generators.

More recently, to foster the development of robust source
tracing systems in an open-set scenario, Interspeech 2025 or-
ganized a special session on Source tracing: The origins of
synthetic or manipulated speech. The organizers introduced
a challenging open-set source tracing benchmark based on the
Multi-Language Audio Anti-Spoofing Dataset (MLAAD) [10,
11]1 which includes 43 spoof systems in evaluation that are
unseen in training. This session led to many works that aim
to identify the specific source model rather than model at-
tributes, and that explicitly dealt with the open-set condition.
New approaches included metric learning [12, 13], a training-
free method [14] based on K-nearest neighbors (kNN) match-
ing in a pre-trained SSL embedding space (eliminating the need
for additional finetuning), Softmax Energy (SME) for guid-
ing training and out-of-distribution (OOD) detection [15], and
verification-based approaches [16, 17] that are mainly inspired
by speaker verification literature.

Most prior studies focus more on source tracing for con-
ventional text-to-speech (TTS) and voice conversion (VC) sys-
tems. However, recently, research studies have begun explor-
ing source tracing for emerging codec-based speech generation
models that operate on neural codec representations [18–21].
Most of these works explored CodecFake datasets [22] for
source tracing task. In [23], the authors treated source trac-
ing as a closed-set classification task. Although they introduced
an additional binary OOD classification task, it provides lim-
ited insight into the robustness of the system under truly unseen
codec conditions.

Despite significant progress in this area, existing work
mostly leverages clean audio or neural codec conditions (audio
generated by audio-LLMs) and does not address source tracing
in real-world telephony settings. In practice, deepfake attacks
may often be transmitted through VoIP/PSTN networks where
resampling, codec processing, packet loss, and compression in-
troduce additional channel artifacts that can distort TTS/VC
generator-specific artifacts. As a result, source tracing mod-
els developed for clean audio may not generalize to telephony
audio.

In this work, we investigate the impact of telephony trans-
mission on source tracing of deepfake generators using the
MLAAD source tracing dataset [11]. We thoroughly evalu-

1https://deepfake-total.com/sourcetracing

Odyssey 2026
23-26 June 2026, Lisbon, Portugal

178 10.21437/Odyssey.2026-26



ate the impact of audio bandwidth reduction (wide-band ver-
sus narrow-band), codec conditions (Opus, G711), and real
telephony transmission via VoIP/PSTN. Our results show that
applying wide-band Opus codec or bandwidth reduction sepa-
rately leads to a modest, comparable degradation in our abil-
ity to do source tracing. Narrow-band G711 is slightly more
challenging and the real telephony data is the most difficult.
Unsurprisingly, we find that the greatest challenge is when the
evaluation codec setting is unseen in training. This prompts
concern for source tracing on real telephony data, the col-
lection of which can be expensive or impractical to include
in training-data pipelines. To improve generalization to un-
seen real telephony data, we propose a simple but effective
data-augmentation framework combining random audio quan-
tization, RawBoost [24]2 (noise injection), and G711 codec
simulation which yields improved performance on VoIP/PSTN
data compared to our model trained directly on VoIP/PSTN
data. These results clearly show that our proposed simple data-
augmentation strategies can substitute the expensive real tele-
phony data collection, lowering the hurdle in deploying source
tracing systems in real-world environments.

2. Dataset, metrics, and model
2.1. Dataset

2.1.1. MLAAD source tracing protocol

We use the MLAAD for Source Tracing protocol [11] based
on the MLAAD dataset [10]. The original sampling rate is
22.05 kHz. The dataset contains only spoofed utterances and
is split into train, development, and evaluation. To assess the
open-set condition, the dataset includes 43 spoof systems in the
evaluation set that are unseen in training. We refer to samples
from unseen systems as out-of-distribution (OOD) and from
seen systems as in-distribution (ID).

2.1.2. Wide-band variants

Clean 16k: Given that 16 kHz is the commonly used sampling
rate for wide-band speech and for comparison with [15], we
resample the MLAAD data to 16 kHz to assess the clean wide-
band condition.
Opus 16k: Opus [25] is a common codec used for wide-band
speech. We apply it using ffmpeg with ogg container, libo-
pus encoder, and bit-rate selected randomly from {24, 32, 48,
64} kbps.

2.1.3. Narrow-band variants

Clean 8k: We resample the MLAAD data to 8 kHz to assess
the clean narrow-band condition. While this scenario is not re-
alistic from a telephony perspective where narrow-band audio
would typically pass through a codec, it is useful for assessing
the impact of the bandwidth reduction alone.
G711: G711 [26] is a narrow-band speech codec commonly
applied as the default in VoIP/PSTN networks. We apply both
A-law and µ-law G711 encoding using ffmpeg. G711 uses a
fixed bit-rate of 64 kbps.
Telephony (VoIP/PSTN): In order to assess a real telephony
scenario, we utilize Twilio’s programmable voice API [27] to
transmit the MLAAD audios over VoIP and PSTN. We abbre-
viate this condition as “Tel.” in tables.

2https://github.com/TakHemlata/
RawBoost-antispoofing

2.2. Metrics

In this work, we evaluate the source tracing system consider-
ing both in-distribution (ID) classification (multi-class classifi-
cation on seen classes) and out-of-distribution (OOD) detection
(binary classification of seen versus unseen samples). To as-
sess the ID-classification performance alone, we utilize macro-
averaged F1-score (ID F1) which is computed only on evalua-
tion samples from seen models. To measure the OOD-detection
performance alone, we use FPR95 [28,29], which measures the
false positive rate of OOD data when the true positive rate of
ID data is at 95%. Finally, to evaluate the overall performance
considering both the ID-classification and OOD-detection with
a single metric, we measure the equal error rate with confusion
(EERc) [30]3. Compared to the typical equal error rate measure
which would count an in-distribution sample as a true positive if
it was predicted as in-distribution by our OOD-detector, EERc
additionally requires that the predicted in-distribution class is
correct. All metrics utilize class weighting to account for im-
balance in the number of samples per generative model in the
test set.

2.3. Source tracing model

We adopt the ResNet34 source tracing model [31] with large-
margin cosine loss (LMCL) [32] described in [15]. The front-
end features used are 80-dim log filter-banks (LFB) extracted
using a 25 ms window and a 10 ms hop, augmented with delta
and double-delta features, and processed with cepstral mean
variance normalization (CMVN), resulting in a 240-dim fea-
ture vector. The ResNet34 backbone consists of an initial con-
volutional layer followed by four residual blocks with depths
(3, 4, 6, 3) to capture discriminative representations. A tempo-
ral statistics pooling layer [33] then aggregates the frame-level
representations into a fixed-dimensional embedding by concate-
nating the channel-wise mean and standard deviation. Finally,
a fully-connected layer projects the pooled representation to a
128-dimensional embedding vector.

To handle out-of-distribution detection, we utilize the soft-
max energy (SME) metric introduced by [15] which was found
to outperform the typical energy formulation [34] in this open-
set source tracing task with this model. SME is defined as fol-
lows:

Esm(x; f) = −T ∗ log
k∑
i

eσi(f(x)/T ) (1)

where f(x) represents the logits predicted by the model f
for sample x, σi denotes the i-th output of the softmax func-
tion, and T denotes the temperature. The intuition for applying
softmax to the logits before computing energy is that it pushes
the energy magnitude up for more skewed logits (ideally these
are in-distribution samples), and pulls it down when more in-
distribution classes receive high logit predictions (indecision of
the model ideally identifying out-of-distribution samples).

We train the model from scratch for 50 epochs with a batch
size of 40, using a cosine annealing learning rate with an initial
value of 1e-3, and a weight decay of 1e-4. The LMCL hyper-
parameters are set based on [15] using a scaling factor of 16.0,
and a margin starting at 0 and linearly increasing to reach 0.5 at
the 40th epoch. We use a fixed 4 second (s) input audio duration,
taking a random 4 s chunk during training and the first 4 s during
evaluation. The optimal model is selected based on the lowest
validation EERc computed with SME.

3https://github.com/swshon/multi-speakerID
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Table 1: Wide-band source tracing performance of models when
trained and evaluated on the Clean 16k and Opus 16k data.
Each row indicates a separate model trained on one type of
data.

Test Data

Train ID F1 (%) ↑ FPR95 (%) ↓ EERc (%) ↓
Data 16k Opus 16k Opus 16k Opus

16k 89.6 71.8 10.9 71.5 10.6 30.2
Opus 91.3 82.9 11.1 23.2 9.4 12.8

3. Comparison of bandwidth and codec
conditions

In order to assess the impact of bandwidth reduction and codec
on the ability to do source tracing, we train a source tracing
model on each wide-band (WB) and narrow-band (NB) data
condition listed in Section 2.1 and evaluate each model on all
conditions of matching bandwidth.

Results for each combination of train and test data are
shown in Table 1 for wide-band data and in Table 2 for narrow-
band data. If we first look at the cells on the diagonals cor-
responding to the matching train and test conditions, we can
assess the relative difficulty of source tracing under each of
the conditions without having to account for distribution shifts
between train/test. Looking at EERc which captures the sys-
tem’s overall performance considering both ID-classification
and OOD-detection, we see that the clean wide-band condi-
tion gives the best performance at 10.6% EERc, unsurprisingly.
Next, whether we apply the wide-band Opus codec or we re-
duce the bandwidth to 8 kHz, we see a very similar increase in
EERc up to 12.8% and 12.9% respectively. Moving closer to
the realistic telephony scenario, if we apply both bandwidth re-
duction and codec with the G711 condition, we further degrade
the EERc to 14.8%. Finally, under the real telephony condi-
tion we observe the worst source tracing performance of 18.9%
EERc.

Next, looking at the non-diagonal cells, we can see how
training on one kind of data generalizes to the other test sets
with distribution shifts. Training on clean wide-band data and
evaluating on wide-band Opus, we see by far the worst EERc
of 30.2%. This is noticeably even worse than when we train on
clean narrow-band data and evaluate on G711 (18.4% EERc)
or VoIP/PSTN (24.7% EERc) data. Therefore we observe that
generalizing to unseen codec is more of a challenge for wide-
band data because there is more information for the model to
overfit on. Next, if we train on G711 instead of clean narrow-
band data, we see improved generalization to VoIP/PSTN as
the EERc reduces from 24.7% to 19.4%, almost reaching the
performance of when we train on VoIP/PSTN data directly
(18.9%).

While we have found that certain conditions of bandwidth
and codec are more difficult than others, the biggest challenge
for source tracing occurs when there is an unseen codec in eval-
uation. Unfortunately, collecting real telephony data to address
this is costly, both monetarily and in time, as transmission over
telephone lines can only be done in real time. Additionally, the
applied codec and other processing steps are not fully control-
lable, making it difficult to ensure coverage of unseen condi-
tions. Therefore, the remainder of this work focuses on improv-
ing generalization to the unseen real-telephony scenario.

Table 2: Narrow-band source tracing performance of models
when trained and evaluated on the Clean 8k, G711, and real
telephony data. Each row indicates a separate model trained
on one type of data. “Tel.”: real telephony (VoIP/PSTN) trans-
mission via Twilio.

Test Data

Train ID F1 (%) ↑ FPR95 (%) ↓ EERc (%) ↓

Data 8k G711 Tel. 8k G711 Tel. 8k G711 Tel.

8k 86.2 80.6 79.8 18.5 39.1 60.9 12.9 18.4 24.7
G711 85.8 90.0 82.6 26.6 25.2 47.5 14.6 14.8 19.4
Tel. 78.1 79.2 82.1 59.8 57.7 40.8 22.6 21.0 18.9

4. Data augmentation strategies
Data augmentation is widely used to mitigate overfitting and
improve generalization [35–43], and it is particularly effective
in real-world telephony scenarios in which there is substantial
variability stemming from encoding, transmission artifacts, ac-
quisition devices, and background noises. In this work, we used
quantization and RawBoost data-augmentation strategies to im-
prove generalization in real-world telephony scenario.

Quantization augmentation: A simple but effective augmen-
tation strategy, motivated by the quantization operations per-
formed by several audio codecs, is to reduce the resolution
of the audio signal. For example, G711 uses µ-law or A-law
companding which reduces the signal resolution [26], while
more aggressive codecs such as G729 perform even stronger
bit-rate reduction [44]. Consider a signed 16-bit vector x ob-
tained from a 16-bit PCM-encoded audio signal. We consider
re-quantization of the vector after dividing the elements by Q
where Q > 1. That is,

y = fint16(Q(fint16(x/Q))) (2)

where fint16 : RN → {−215, . . . , 215 − 1}N denotes the map-
ping back to a signed 16-bit vector. Note we scale the re-
quantized elements of the vector by Q and again apply fint16(·)
to ensure that the range of y closely matches x and that it is also
a signed 16-bit vector. The higher the value of Q, the greater the
impact of the quantization augmentation. We randomly sam-
pled the values for Q so that the quantization signal-to-noise
ratio between y and x was in the range [35, 60] dB.

RawBoost: RawBoost [24] is a data augmentation method
applied directly on the raw audio waveform to inject nuisance
variability and increase training data diversity. It adds variation
in the form of three different noises: i) linear and non-linear
convolutive noise; ii) impulsive signal-dependent additive
noise; iii) stationary signal-independent additive noise. For
wide-band experiments, we follow the same configuration as
described in the original work [24]. Within this configuration,
RawBoost randomly samples augmentation parameters for
each audio sample, such as signal bandwidths, the number of
notch filter bands (a higher number of bands introduces more
aggressive spectral distortions), and SNR values for additive
noise. For narrow-band experiments, we adapt the parameters
settings by using 8 kHz sampling rate and 4 kHz maximum
frequency. Further technical details are available in [24].

When RawBoost is used as the sole augmentation approach,
we apply it to every training utterance. When RawBoost is com-
bined with quantization, we apply it stochastically with proba-
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Table 3: Results of augmenting clean narrow-band data with
RawBoost and quantization augmentations using varying or-
ders of operations. “8k”: resampling to 8 kHz. “Tel.”: real
telephony (VoIP/PSTN) transmission via Twilio.

Test EERc (%) ↓
Train Data 8k G711 Tel.

8k 12.9 18.4 24.7
RawBoost → 8k 19.2 18.8 23.3
8k → RawBoost 13.8 14.8 19.5
8k → Quantize 14.9 16.7 19.2

8k → RawBoost → Quantize 16.1 17.0 20.7
8k → Quantize → RawBoost 15.6 16.8 19.7

bility p = 0.5, while the quantization is applied to all audio
samples. This style may help in increasing overall data diver-
sity while preventing over/excess noise-injection (or perturba-
tions) from RawBoost when multiple augmentations are used
in combination.

4.1. Order of augmentation

One of the key training considerations is to select the order in
which to apply the different augmentation strategies. If we take
the typical path of a speech or audio signal through the tele-
phony channel, it is as follows. Speech is generated by a hu-
man speaker, it can be subjected to additive or convolutive noise
or reverberation in the environment of the speaker, it is sam-
pled and quantized by a telephony device and filtering artifacts
are introduced via its microphone, and finally encoded using
a speech codec. Therefore, it would match the typical signal
path if the RawBoost operation was first applied and finally the
codec. Nonetheless, we experiment with applying these opera-
tions in the reverse order. The logic is that in simulating codecs,
artifacts may be embedded in the audio, which can cause the
model to overfit. For example, specific downsampling oper-
ations or codecs are characterized by specific rolloff frequen-
cies. We thus decided to investigate the impact of applying the
RawBoost operation last, which would mask these low-energy
high-frequencies components and help to generalize to unseen
codecs.

4.2. Augmentation results

We report the results of RawBoost and quantization augmen-
tations applied to the clean narrow-band data in Table 3. We
include only the single holistic metric EERc since these results
are only meant to provide insight into the utility of the augmen-
tations and their relative order in helping to generalize to the
unseen G711 and VoIP/PSTN conditions. We omit experiments
applying augmentation to G711 and VoIP/PSTN data in train-
ing as we found this hurts performance on VoIP/PSTN, likely
because the G711 codec is already similar to the VoIP/PSTN
data.

We observe that applying RawBoost either before or after
the downsampling operation improves performance on the un-
seen VoIP/PSTN data, however, applying it after downsampling
is much more beneficial (23.3% versus 19.5% EERc). We be-
lieve this is likely because the RawBoost degradations are help-
ing to prevent overfitting on artifacts introduced by resampling.
Interestingly, applying RawBoost after resampling is noticeably
better even when testing on the clean (only resampled) narrow-

Table 4: Results of augmenting clean wide-band data with Raw-
Boost and quantization augmentations using the best order of
operations that was found in our narrow-band experiments.
“16k”: resampling to 16 kHz.

Test EERc (%) ↓
Train data 16k Opus

16k 10.6 30.2
16k → RawBoost 10.1 16.1
16k → Quantize 11.1 20.6

16k → Quantize → RawBoost 11.9 14.9

band condition (13.8% EERc versus 19.2% EERc if RawBoost
is applied before downsampling).

Quantization provides a similar benefit on VoIP/PSTN data
compared to RawBoost, with an EERc of 19.2%. When com-
bining quantization and RawBoost augmentations, we do not
see benefit compared to applying either individually, but we do
note that applying RawBoost second (19.7% EERc) is modestly
better than applying quantization second (20.7% EERc).

We additionally assess the benefit of these augmentations
on the wide-band audio in Table 4. However, given that our
priority is to improve generalization of source tracing perfor-
mance on unseen telephony data, we simply utilize the order
of operations that we found to be best for the narrow-band au-
dio rather than repeating all experiments for wide-band. From
this table, we see that generalization to the unseen Opus codec
data is considerably improved from the initial 30.2% EERc to
16.1% EERc with RawBoost and to 20.6% EERc with quantiza-
tion. Additionally, in this case the quantization and RawBoost
augmentations are complementary, providing the lowest EERc
on unseen wide-band Opus data of 14.9%.

5. Combining methods to generalize on
telephony

In Section 3, we observed that training on G711 can help gen-
eralize on VoIP/PSTN test data. In Section 4, we found that
RawBoost and quantization augmentations applied to the clean
narrow-band data also help generalize on VoIP/PSTN test data.
We combine these learnings and train two additional models
leaving VoIP/PSTN data held out. Both include clean narrow-
band audio with augmentation applied plus G711-simulated
data. For one, we apply only RawBoost, and for the other
we apply quantization and RawBoost. The results of these ex-
periments are shown in Table 5 along with the models trained
on VoIP/PSTN, on clean narrow-band only, and on the aug-
mented narrow-band data without G711 for comparison. Un-
surprisingly, due to the increased variability in training, we see
our best results with these models. What is notable however is
that the performance of these models on the unseen VoIP/PSTN
data considerably surpasses that of the model that was directly
trained on VoIP/PSTN data. The model trained with quantiza-
tion, RawBoost, and G711 data achieves an EERc of 15.1%, a
20.1% relative improvement over the 18.9% EERc of the model
that was trained on VoIP/PSTN data. This result is important
because it shows that we have effective and cheap data aug-
mentation options that can alleviate the need for expensive real
telephony data collection when building source tracing systems
designed for telephony audio.
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Table 5: Narrow-band source tracing models utilizing quantization and RawBoost augmentations and simulated G711 data yield our
best performance on the unseen VoIP/PSTN data. For comparison, the model trained on only clean 8k without any augmentations and
the model trained directly on VoIP/PSTN data are included. “Tel.”: real telephony (VoIP/PSTN) transmission via Twilio.

Test Data

ID F1 (%) ↑ FPR95 (%) ↓ EERc (%) ↓
Train Data 8k G711 Tel. 8k G711 Tel. 8k G711 Tel.

8k 86.2 80.6 79.8 18.5 39.1 60.9 12.9 18.4 24.7
Tel. 78.1 79.2 82.1 59.8 57.7 40.8 22.6 21.0 18.9

8k → RawBoost 89.0 81.4 82.0 20.0 23.2 43.3 13.8 14.8 19.5
8k → Quantize 89.3 88.3 91.1 23.4 28.9 38.8 14.9 16.7 19.2

8k → Quantize → RawBoost 80.2 80.1 81.9 26.1 29.7 44.8 15.6 16.8 19.7

8k → RawBoost + G711 95.1 90.5 87.9 16.3 16.7 28.8 12.2 12.4 15.4
8k → Quantize + G711 91.0 90.4 89.4 20.3 21.3 29.1 12.7 13.5 15.8

8k → Quantize → RawBoost + G711 95.4 86.6 88.9 16.6 18.8 25.5 11.9 13.0 15.1

Figure 1: Per-class F1 scores for our best model on clean wide-band data (blue) and for our best model on real telephony (VoIP/PSTN)
data (orange). Each bar shows the F1 when adjusting for OOD-errors at the EERc-threshold in the solid colors and ignoring OOD
samples in the lighter region. Speaker diversity seen in training for each model is plotted in the bottom panel. Three ID classes are
omitted from the plot because they have no samples in the eval set. “ml/md”: multilingual/multidataset. “T2”: Tacotron2. “Tel.”: real
telephony (VoIP/PSTN) transmission via Twilio.

6. Error analysis
Prior work [15] has highlighted that a major challenge for
source tracing on this dataset is that out-of-distribution mod-
els that generate voices also used by models in the training data
have a much higher OOD-detection error rate, suggesting that
source tracing systems may learn to recognize speaker voice
as a shortcut feature. Therefore, when investigating the errors
that our system makes, we are interested in understanding the
relationship between the intra-model speaker diversity seen in
training and susceptibility to OOD errors. Since this dataset
does not include speaker labels, we estimate the speaker diver-
sity of each model seen in training using speaker embeddings
from ECAPA-TDNN [45]4. We extract speaker embeddings for

4https://huggingface.co/speechbrain/
spkrec-ecapa-voxceleb

the full dataset, apply global mean subtraction and L2 normal-
ization, and finally compute the intra-model speaker variation
using the average pairwise cosine distance of train samples for
each model. Next, for each ID model, we can compute its F1
score ignoring OOD samples in evaluation (this is what is re-
ported in previous tables), and we can also compute its adjusted
F1 score, taking into consideration the reduction in each class’s
precision due to OOD samples getting incorrectly classified as
in-distribution. To do this, we need to choose an OOD-threshold
to operate at, and we select the EERc-threshold. Finally, we
plot the F1 and OOD-adjusted-F1 of the individual ID-classes
along with their train-speaker-diversity for our best model on
clean wide-band data and for our best model on VoIP/PSTN
data in Figure 1. The figure is sorted in descending order of
OOD-degradation on the VoIP/PSTN data, so classes drawing
the most OOD errors are on the left.
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From the speaker diversity panel at the bottom of the figure,
we can clearly see that models are split into two camps of low
diversity and high diversity, with speaker-specific model names
matching up with low speaker diversities. Interestingly, the low-
diversity classes are positioned at the left and right of the chart,
sandwiching the high-diversity classes. This means that low
diversity models ended up either drawing many false predic-
tions from OOD samples, or close to none. At first, this pattern
seems trivially explained by the hypothesis that the source trac-
ing model is over-relying on speaker voice. Which grouping
one of these low-diversity models ended up in could have been
entirely dependent upon if its speaker voice was produced by an
OOD model in the evaluation set. While this is likely true, we
do observe several results that indicate the model has learned
to separate model- and speaker-specific artifacts to some extent.
For example, we see that the ID-only F1 (light part of the bar) is
close to 1.0 for all four ljspeech models for both wide-band and
VoIP/PSTN data. This indicates that the source tracing model is
able to reliably distinguish between these in-distribution models
despite the fact that they all share the same speaker voice. Addi-
tionally, the it/mai male voice utilized by the low-diversity vits
model on the right side of the plot is used by one of the OOD
models in the evaluation set, and we see that for both wide-band
and VoIP/PSTN, the OOD-adjusted F1 is close to 1.0, showing
that the similar voice didn’t fool the system.

Next, looking at the high-speaker-diversity classes, these
fall in the middle of the plot with more consistent OOD degra-
dations. Comparing the performance between wide-band and
VoIP/PSTN, we also see more consistent drops in the OOD-
adjusted F1 scores on the telephony audio. This result is ex-
pected. We intend for the source tracing system to learn model-
identifying artifacts for each in-distribution model. As the au-
dio is transmitted over telephony systems and degraded, ar-
tifacts that originally made a model recognizable and distin-
guished from another may be removed or made more ambigu-
ous. We see that for the clean wide-band scenario, we were
already struggling to distinguish between the two bark models
in training. For the telephony scenario, we are still able to dis-
tinguish between ID-models similarly well, with the exception
of xtts v2 and vixTTS which have lower F1 scores because they
get confused with each other. The bigger challenge with tele-
phony audio becomes the OOD detection. In addition to the
data augmentation strategies we employed in this paper to im-
prove OOD detection in the telephony scenario, some obvious
approaches that may help with this challenge are increasing the
number of train samples for each class and increasing the num-
ber of train classes.

7. Discussion
In this paper, we investigate the challenges associated with per-
forming source tracing of audio deepfakes that have been trans-
mitted over telephony systems. Such systems introduce band-
width reduction and noise to the signal via codec application.
Our results on the MLAAD source tracing protocol show that
bandwidth reduction causes surprisingly little issue for source
tracing as we achieved an EERc of 11.9% on clean narrow-
band audio (Table 5) compared to the best EERc seen on clean
wide-band audio of 10.1% (Table 4). The codec artifacts are
slightly more challenging, with the best EERc on wide-band
Opus being 12.8% (Table 1) and on narrow-band G711 being
12.4% (Table 5). To evaluate the performance on real telephony
data, we transmitted the data over VoIP/PSTN via Twilio. We
found that this scenario was more challenging than the simu-

lated codec scenarios, with a model that was directly trained
on VoIP/PSTN-processed data yielding a significantly higher
EERc of 18.9%. Fortunately, we showed that through a com-
bination of quantization, RawBoost, and G711-codec augmen-
tations, we were able to significantly improve the EERc on the
VoIP/PSTN data to 15.1% without including VoIP/PSTN data in
training. These results show that source tracing on telephony-
transmitted data is feasible without the need for expensive, real-
time transmission of training data over telephone lines. We also
show that augmenting with additive and convolutive noise af-
ter codec encoding, although in practice experienced early in
the signal path, can help the model generalize to unseen con-
ditions. For future work, we encourage studying methods for
further improving out-of-distribution detection in the telephony
scenario, perhaps by increasing the number of seen-models that
have high speaker variability. Methods for mitigating speaker
bias for models where diverse speaker data is not available is
also important. Finally, the augmentation strategies that im-
proved source tracing generalization to the unseen VoIP/PSTN-
transmission scenario in this work should be evaluated in other
telephony audio tasks such as binary deepfake detection.

8. Generative AI use disclosure
Generative AI was used only for minor editing to fix typos. All
technical content, experimental design, analysis, results, and
conclusions were developed by the authors.
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