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Abstract
Self-supervised speech models capture rich acoustic and lin-
guistic features, but adapting them to downstream tasks is com-
putationally costly and prone to catastrophic forgetting. More-
over, cross-lingual Speaker Verification (ASV) and Language
Identification (LID) suffer from an entanglement paradox: ASV
degrades under cross-lingual mismatch, while LID exploits
speaker identity as a shortcut. We propose a parameter-efficient
dual-path architecture to address this issue. Using Wavelet Pre-
fix Tuning on a W2V-BERT 2.0 backbone with MHFA heads,
we introduce a Dual-Path Fusion module that disentangles rep-
resentations via a subtractive path for language removal and
an additive path for complementary feature retrieval. A bidi-
rectional score penalization further reduces task-specific biases.
Our method achieves 3.16% and 4.35% EER on ASV trials and
94.16% accuracy on LID benchmarks.1

Index Terms: Speaker Verification, Language Recognition,
Shared Encoder, Prefix Tuning.

1. Introduction
While Automatic Speaker Verification (ASV) systems have re-
markable performance in recent years, Cross-Lingual Speaker
Verification remains a formidable challenge. When a multilin-
gual individual switches languages, shifts in vocal tract pos-
ture, prosodic rhythm, and phonotactics severely distort the
extracted speaker embeddings. This language mismatch fre-
quently causes ASV systems to falsely reject the target speaker
[1, 2], treating them as an impostor.

The degradation of ASV systems under language mismatch
is a well-documented vulnerability. Combining non-speaker
cues to aid verification has historical precedent; Ferras et al.
[3] demonstrated that fusing speaker and language i-vectors via
LDA or score-level fusion can yield up to an 8% relative EER
improvement, highlighting that rejecting trials with mismatched
languages greatly aids ASV. To deeply explore and mitigate
the effect of language on speaker recognition, this work lever-
ages a recently introduced large-scale dataset containing ap-
proximately 7,000 multilingual speakers spanning 78 languages
[4, 5]. Crucially, the individuals in this corpus are profoundly
multilingual, with each speaker recorded in anywhere from 2 to
10 distinct languages.

Given this dense intra-speaker linguistic overlap, this
dataset also possesses immense potential to be utilized for the
Language Identification (LID) task. By leveraging these multi-
lingual speakers for LID, we are uniquely positioned to investi-
gate the reverse entanglement: how networks often suffer from
“shortcut learning” by memorizing the acoustic traits of specific

1https://github.com/areffarhadi/ASV-LID

speakers rather than learning true linguistic and phonotactic dis-
tributions [6].

Recent approaches attempt to solve these issues through fu-
sion strategies, aggregating representations from multiple dis-
tinct Self-Supervised Learning (SSL) models trained on entirely
different datasets and training strategies [7]. However, ensem-
bling massive foundation models incurs a prohibitive computa-
tional load. More significantly, Li et al. [8] surpassed existing
ASV baselines through the use of the W2V-BERT-2.0 founda-
tion model, reaching remarkably low Equal Error Rates (EER)
on VoxCeleb. However, fully fine-tuning these massive mod-
els requires updating hundreds of millions of weights, which
is computationally expensive. To overcome this bottleneck, we
propose a unified, single-backbone architecture utilizing W2V-
BERT-2.0 [9].

Farhadipour et al. [10] leveraged wavelet prompt tuning
for spoofing-aware speaker verification, developing a compu-
tationally efficient framework that maintains high performance.
Our work advances this paradigm by introducing Wavelet Prefix
Tuning [11, 12]. Rather than fine-tuning the massive backbone,
which is computationally expensive and prone to catastrophic
forgetting, we employ Parameter-Efficient Fine-Tuning (PEFT).
Specifically, we introduce Wavelet Prefix Tuning (WPT) [12].

Because traditional prefix tuning, originally designed for
discrete text tokens, fails to capture the complex, multi-
resolution frequency dynamics of speech, WPT injects learn-
able Haar-wavelet-transformed prompts at every transformer
block. This effectively modulates the frozen backbone’s inter-
nal attention distributions using less than 1% of the model’s to-
tal parameters, eliminating extra computational overhead while
preserving pre-trained generalization.

Jointly learning speech and speaker tasks has been widely
explored to create unified models. Tang et al. [13] proposed
joint RNNs for ASR and SV, and Fan et al. [7] utilized a single
Wav2Vec 2.0 network for both SV and LID. However, findings
by Vaessen et al. [14] reveal a critical limitation in that training
a single shared network on both speech and speaker tasks fre-
quently fails to outperform separate models due to negative task
interference arising from conflicting invariance requirements.
This conflict is directly mirrored in the requirements for ASV
and LID, as the necessity for text-invariance in speaker verifi-
cation contradicts the phonotactic dependencies inherent in lan-
guage identification. The proposed architecture effectively cir-
cumvents this bottleneck by employing a frozen SSL backbone
that branches into dedicated, task-specific expert heads.

This design mitigates negative task interference while pre-
serving the computational efficiency inherent in a unified fea-
ture extractor. Built upon this shared backbone, our system
branches into two specialized expert heads, consisting of a
dynamic-stats Multi-Head Factorized Attention (MHFA) head
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[15] equipped with an ECAPA-TDNN block [16] for ASV, and
a structurally symmetric, statically-gated head for LID.

Joint optimization of the expert heads yields a primary
speaker embedding (es) and a language embedding (el). We
hypothesize that el exhibits an informational duality: while it
captures expected confounding phonetic boundaries, it simulta-
neously encodes idiosyncratic, speaker-specific signatures en-
tangled within the language feature space.

To leverage this duality, we propose a Dual-Path Fusion
framework comprising two complementary mechanisms. A
Subtractive Path strips the language subspace from es to iso-
late a purified identity representation, while an Additive Path
actively retrieves and integrates complementary speaker traits
from el. By aligning these distinct paths via a novel Cross-Path
Agreement loss, the framework achieves robust latent disentan-
glement, yielding highly refined embeddings from a single ut-
terance.

Beyond resolving this representational overlap, a defining
advantage of the proposed architecture is its inherent modular-
ity. New expert heads can be seamlessly “plugged in” alongside
existing components, circumventing the catastrophic forgetting
typically associated with multi-task learning. This design al-
lows the framework to dynamically scale and ingest new do-
main expertise without incurring the computational penalty of
retraining the core backbone.

2. Methodology
The proposed architecture is designed to systematically co-
optimize ASV and LID by mutually enhancing their respective
feature spaces. As illustrated in Figure 1, the pipeline begins
with a computationally efficient front-end, utilizing WPT along-
side a foundational backbone to drive independent, task-specific
expert heads. Crucially, rather than treating the resulting ASV
and LID embeddings as isolated outputs, our framework ele-
gantly synergizes them during the final stages of training. We
instantiate the Dual-Path Fusion module to explicitly operate
on the joint embedding space; by applying concurrent subtrac-
tive and additive transformations, the module filters out cross-
domain interference while amalgamating complementary cues.
Finally, the resulting purified representations are leveraged via a
multi-granularity score fusion strategy, establishing highly dis-
criminative decision boundaries for inference.

2.1. Backbone and Wavelet Prefix Tuning

Figure 1 depicts the block diagram of the proposed system.
To leverage rich, generalized acoustic and linguistic represen-
tations, we adopt the W2V-BERT-2.0 foundation model as our
core feature extractor [9]. Unlike early self-supervised speech
models that rely solely on contrastive learning, W2V-BERT-
2.0 unifies contrastive predictive coding with masked language
modeling trained on millions of hours of multilingual speech.
This dual-objective pre-training enables the model to capture
robust, cross-lingual phonetic and speaker characteristics.

Standard prefix tuning prepends learnable, purely temporal
tokens to the transformer layers. However, speech signals are
inherently defined by complex, multi-resolution frequency and
temporal structures. To inject an inductive bias suitable for au-
dio, we introduce WPT.

WPT operates by injecting learnable tokens at the input of
every transformer block l ∈ {1, . . . , L}. At each layer, we
define a set of Np standard prompt tokens Pl ∈ RNp×D and a
set of Nw wavelet prompt tokens Wl ∈ RNw×D .

To capture localized time-frequency representations, the
wavelet tokens undergo a 1D Discrete Wavelet Transform
(DWT) utilizing a Haar basis. The DWT decomposes the tokens
into low-frequency approximations (Al) and high-frequency
details (Dl), which are subsequently concatenated along the
feature dimension to form the transformed wavelet prompts:

W̃l = DWTHaar(Wl) = [Al ∥ Dl] ∈ RNw×D (1)

During the forward pass of the network, the transformed
wavelet prompts and the standard prompts are concatenated
with the audio hidden states Zl−1 along the sequence dimen-
sion:

Z′
l−1 = [W̃l ∥ Pl ∥ Zl−1] ∈ R(Nw+Np+T )×D (2)

where ∥ denotes sequence-level concatenation. This combined
sequence is passed through the l-th frozen transformer block:

Hl = TransformerBlockl(Z
′
l−1) (3)

Crucially, before passing the representations to the next layer,
we discard the states corresponding to the prompt tokens, re-
taining only the audio-specific features Zl ∈ RT×D to prevent
token accumulation.

By applying this mechanism deeply across all L layers, the
lightweight wavelet prompts successfully modulate the inter-
nal attention distributions of the W2V-BERT-2.0 backbone. We
collect the outputs of all L layers to form a rich hierarchical fea-
ture cube Z ∈ RL×T×D , which serves as the specific input for
each one of the ASV and LID task-specific heads.

2.2. ASV Head

Different utterances and different tasks (e.g., ASV vs. LID)
rely on different hierarchical abstraction levels of the founda-
tion model. To address this, we use a Dynamic-Stats MHFA
head that computes input-dependent layer fusion weights per
utterance.

This layer computes a global utterance summary u ∈ RD

by taking the mean across both the layer and temporal dimen-
sions of Z . An MLP-based layer gate projects u into a 2L-
dimensional space to dynamically generate layer-wise scaling
weights for a Key (K) stream and a Value (V) stream:

g = MLPgate(u) ∈ R2L (4)

The logits g are split into gk ∈ RL and gv ∈ RL and normal-
ized via a Softmax function to yield weights wk and wv . The
hierarchical features are then aggregated independently for the
Key and Value streams:

Kfeat =

L∑
l=1

wk
l Zl, Vfeat =

L∑
l=1

wv
l Zl (5)

This dynamic gating allows the network to adaptively route low-
level acoustic features or high-level semantic features depend-
ing on the specific utterance context.

The aggregated streams are linearly projected to a compres-
sion dimension Dc. Optionally, the Value stream is refined
via an ECAPA-TDNN multi-scale temporal residual block to
capture local frequency dynamics. The Key stream is mapped
to H attention heads to calculate normalized attention scores
A ∈ RH×T . We then compute both the weighted mean
µ ∈ RH×Dc and weighted standard deviation σ ∈ RH×Dc
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Figure 1: Proposed Dual-path architecture for the ASV and LID tasks. At each transformer layer, two arrows of the same color denote
the simultaneous injection of regular and wavelet prompt sets.

of the Value stream. To fit within column margins, the calcula-
tions are defined as:

µh =

T∑
t=1

Ah,tVt (6)

σh =

√√√√( T∑
t=1

Ah,t(Vt ⊙Vt)

)
− (µh ⊙ µh) + ϵ (7)

where ⊙ denotes element-wise (Hadamard) multiplication
across the Dc dimensions, Ah,t scales the vectors as a scalar
weight, scalar ϵ > 0 broadcasts, and the square inside the paren-
theses and

√
· are interpreted element-wise. The concatenation

of µ and σ forms a robust, utterance-level statistical represen-
tation of size 2×H ×Dc.

The pooled representation is linearly projected to the tar-
get embedding dimension Demb = 256. We then stack bottle-
neck adapter Adapter(E), residual addition, and LayerNorm as
below, matching the Refiner block inside each expert head in
Figure 1:

Eout = LayerNorm(E+ Adapter(E)) (8)

where the adapter consists of a projection down to a bottleneck
dimension (128), Batch Normalization, a ReLU activation, and
an up-projection back to Demb. Finally, the embeddings are L2-
normalized and optimized using the Additive Angular Margin
Softmax loss [17].

To maximize the discriminative power of our parameter-
efficient system, we implement a rigorous three-stage training
curriculum for the ASV head that stabilizes the prefix tuning
process and refines the angular decision boundaries. Further-
more, we apply SpecAugment [18] to the intermediate SSL rep-
resentations to prevent the prompts from overfitting to specific
acoustic conditions.

In Stage 1, parameters are trained for 15 epochs using short
utterances (2–3 seconds). Aggressive waveform augmentations
(MUSAN + RIRs, probability 0.67) and SSL-level SpecAug-
ment are applied. The ArcFace margin is kept relatively low
(m = 0.2) with a learning rate of 10−4 to allow stable conver-
gence of the randomly initialized prompts. In Stage 2, the learn-
ing rate is decayed to 10−5 for 4 epochs. The short-duration
and high-augmentation constraints are maintained to solidify
the local convergence of the dynamic layer gates. Stage 3 is

Large-Margin Fine-Tuning: for the final 2 epochs, augmenta-
tions are completely disabled, and the input duration is extended
to 5–6 seconds. Crucially, the ArcFace margin is aggressively
increased to m = 0.5.

2.3. LID Head

To achieve synergistic multi-task learning without excessive
computational overhead, the LID branch is attached to the same
W2V-BERT-2.0 backbone and processes the hierarchical fea-
ture map Z generated by the new Prompts.

Rather than duplicating the ASV blocks, the LID head di-
verges in two conceptually significant ways:

1. Weighted Layer Fusion: In the proposed LID head, the dy-
namic MLP gate is replaced by static, globally learnable layer
weights wk,wv ∈ RL. These parameters are optimized over
the entire training distribution to find the optimal fixed hier-
archy for language classification.

2. Standard Attentive Pooling: Because LID relies more
heavily on long-term phonetic distributions rather than short-
term acoustic anomalies, the LID head bypasses the ECAPA
temporal refinement block. Furthermore, it employs standard
multi-head attentive pooling, retaining only the weighted
mean µ.

Following the pooling stage, the LID representation passes
through the same bottleneck adapter applied as in (8), together
with the identical Deep MLP topology as the ASV head, pro-
jecting the language features into a symmetric Demb = 256 di-
mensional space and finally a classifier for 35 languages.

2.4. Dual-Path Embedding Fusion and Disentanglement

Once the independent ASV and LID heads have been trained,
we jointly optimize a dual-path embedding refinement mod-
ule. While our dual-head architecture effectively extracts task-
specific representations, multi-lingual speaker verification faces
a paradox: the speaker embedding (es ∈ RDemb ) inevitably suf-
fers from language contamination, while the language embed-
ding (el ∈ RDemb ) inherently captures idiosyncratic phonetic
habits with some speaker information.

To fully disentangle and exploit these traits, we introduce a
Dual-Path Fusion module consisting of a Subtractive Path and
an Additive Path, optimized jointly via a cross-path agreement
mechanism. In the following sections, we describe the dual-
path mechanism from the perspective of extracting a purer em-
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bedding for speaker recognition. To obtain a purer embedding
for language recognition, the identical process is applied in re-
verse to yield an enriched, language-specific vector.

Path A: Subtractive Language Disentanglement. The
goal of the subtractive path is to project the speaker embed-
ding away from the language subspace explicitly. We define a
learnable orthogonal basis B ∈ Rdsub×Demb (where dsub = 64)
and map the language embedding to a directional vector dl =
MLP(el). The language contamination vector r is modeled as
a learned convex combination of the projection of es onto both
B and dl:

r = σ(α)(esB
⊤)B+ (1− σ(α))(e⊤

s dl)dl (9)

where α is a learnable scalar. The ”clean” speaker embedding
is obtained by residual subtraction, followed by a non-linear
refinement block:

esub = Refinesub(es − r) (10)

To enforce disentanglement, we apply an Orthogonality Loss
Lortho = E[cos2(esub, el)] and force an auxiliary classifier to
predict the language labels accurately from the removed com-
ponent r (Llang pred).

Path B: Additive Speaker-Information Retrieval. Con-
versely, the additive path acts as an information retrieval mecha-
nism, extracting complementary speaker-specific phonetic traits
hidden within the language embedding. We compute context
with MHCA (Multi-Head Cross-Attention), i.e. the module la-
beled Cross Attention in Figure 1, where the speaker embedding
acts as the Query, and the language embedding acts as the Key
and Value:

c = MHCA(Q = es,K = el,V = el) (11)

This retrieved context c is integrated back into the speaker em-
bedding via a learned Sigmoid gating mechanism g ∈ RDemb

and a learnable scale parameter s:

eadd = Refineadd(es + s · g ⊙ c) (12)

where ⊙ denotes element-wise multiplication.
Both paths are trained jointly to minimize task-specific Ar-

cFace, Triplet, and Hard-Negative mining losses. To ensure that
both the subtractive and additive paths encode complementary
representations of the same underlying identity, we introduce a
Cross-Path Agreement Loss:

Lagree = E [1− cos(esub, eadd)] (13)

Furthermore, to penalize language bias, we apply a Language
Invariance Loss (Linv), pulling representations of the same
speaker spoken in different languages closer together in both
the esub and eadd latent spaces.

2.5. Multi-Granularity Score Fusion

During inference, the model generates four distinct embeddings
for any given utterance: the raw speaker embedding (es), the
raw language embedding (el), the cleaned embedding (esub),
and the enriched embedding (eadd). Given an enrollment (x)
and test (y) utterance, we calculate four cosine similarity scores:
SASV, SLID, Ssub, and Sadd.

Because these paths capture highly orthogonal error mar-
gins, the final verification decision is made via a Multi-
Granularity Score Fusion:

Sfinal = aSASV + bSsub + cSadd − dSLID (14)

Crucially, subtracting the language similarity score (SLID) acts
as an explicit penalty mechanism. It heavily suppresses false
alarms triggered by same-language impostors while the syner-
gistic combination of Ssub and Sadd maximizes true-speaker ac-
ceptance.

3. Experimental Results

To rigorously investigate the degradation of speaker verifica-
tion systems under language mismatch, we evaluate our sys-
tem on the recently introduced TidyVoice dataset [4]. De-
rived from the Mozilla Common Voice corpus, TidyVoice is
specifically curated for multilingual and cross-lingual speaker
verification research. In total, the dataset aggregates approx-
imately 7,000 multilingual speakers spanning 78 distinct lan-
guages. This is achieved by combining the primary Tidy-
X training partition (comprising ∼4,500 speakers across 40
languages) with its corresponding evaluation sets (introducing
∼2,000 additional speakers across 38 unseen languages). This
dataset was shared with TidyVoice and TidyLang benchmarks
for ASV and LID, respectively. Because every speaker in this
corpus possesses read-speech recordings in at least two differ-
ent languages, it uniquely enables the generation of intra-lingual
and cross-lingual trial pairs. This structure provides the ideal
testbed to demonstrate how our dual-head system successfully
disentangles speaker identity from spoken language.

In addition to the primary multilingual dataset used in this
study, we evaluate the proposed ASV and LID heads on the
standard VoxCeleb and VoxLingua107 datasets [19, 20].

3.1. Baseline Performance on Standard Benchmarks

Before delving into the complex cross-lingual entanglement
evaluations on the TidyVoice and TidyLang benchmarks, we
first validate the fundamental representational power of our pro-
posed task-specific heads on widely adopted, standard bench-
marks. Because our architecture freezes the W2V-BERT-2.0
backbone and relies entirely on WPT, it is crucial to establish
that this parameter-efficient adaptation does not compromise
absolute performance on standard tasks.

To this end, we evaluate the isolated ASV and LID heads.
We trained the Dynamic-Stats MHFA head using the standard
VoxCeleb2 development set and evaluated it on the original
VoxCeleb1 test set (VoxCeleb1-O). The proposed ASV head
achieved an EER of 0.81%. By contrast, Li et al. [21] re-
port 0.14% EER on this benchmark. However, we trained the
statically-gated LID head on the official VoxLingua107 train-
ing split and evaluated it on the corresponding evaluation set,
achieving 94.88% top-1 accuracy. As a comparison, Wang et
al. [22] report 95.2% on VoxLingua107.

To comprehensively assess the efficacy of our Dual-Path
Fusion architecture, we benchmark the proposed system on
the official validation and evaluation splits of the TidyVoice
dataset for both speaker verification and language recognition
proposed in the TidyVoice and TidyLang challenges [6]. Sys-
tem performance is quantified according to the specific oper-
ational constraints of each task. Specifically, ASV and zero-
shot, low-resource Language Verification (targeting unseen lan-
guages) are evaluated using the EER and minimum Detection
Cost Function (min-DCF). Conversely, the closed-set LID task
on seen languages is measured via Micro and Macro Accuracy.
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Table 1: Comprehensive performance comparison across the Validation set and Evaluation Tasks tv26 eval-A and tv26 eval-U. The
table details the progression from baseline systems, through our single-path interventions and multi-granularity score fusions, and
finally showcases the immense scalability (via a plug-and-play VoxCeleb head) and post-processing limits of the architecture.

Fusion Strategy Validation tv26 eval-A tv26 eval-U

EER (%) min-DCF EER (%) min-DCF EER (%) min-DCF

ASV-only 3.01 0.762 8.27 0.520 9.54 0.570
ASV − LID (Logit Penalty) 2.20 0.664 6.07 0.380 7.48 0.526
Subtractive-only (Sub) 2.21 0.700 7.15 0.467 8.91 0.537
Additive-only (Add) 2.25 0.709 7.14 0.466 9.82 0.599
ASV + Sub 2.25 0.703 7.18 0.469 8.92 0.536
ASV + Add 2.29 0.712 7.17 0.469 9.49 0.568
Sub + Add 2.21 0.700 7.08 0.462 8.97 0.541
Sub − LID 1.89 0.639 5.70 0.372 7.20 0.513
Add − LID 1.89 0.641 5.66 0.364 8.08 0.554
Sub + Add − LID 1.87 0.637 5.62 0.363 7.41 0.521
ASV + Sub + Add 2.29 0.706 7.13 0.465 9.11 0.545
Full (αASV + βSub + γAdd − δLID) 1.88 0.628 5.61 0.360 7.22 0.511

Scalability
Full + VoxCeleb ASV Head 1.64 0.648 5.13 0.344 6.92 0.491

Postprocess
Full + VC Head + AS-Norm & Calib. 1.09 0.126 3.16 0.130 4.35 0.272

3.2. ASV on TidyVoice

Table 1 presents the EER and min-DCF across the validation set
and both evaluation tasks. We first establish the performance of
our baseline architectures to provide a rigorous benchmark. The
standard ASV-only system, utilizing the frozen backbone and
MHFA head without any language awareness, achieves EERs of
8.27% and 9.54% on tv26 eval-A and tv26 eval-U, respectively,
highlighting the inherent difficulty of cross-lingual verification.
Applying a direct logit-level penalty from the language expert
(ASV–LID) proves to be a highly effective baseline, reducing
the EER to 6.07% on tv26 eval-A. This confirms that explicitly
penalizing same-language impostors is crucial, setting a com-
petitive threshold for our latent disentanglement framework.

Building upon these baselines, Table 1 illustrates both the
independent and synergistic benefits of our proposed dual-path
design. We first isolate the impact of the latent language-
removal mechanism. Utilizing the Subtractive path alone (Sub)
yields an absolute EER reduction of 1.12% on tv26 eval-A
(down to 7.15%) and 0.63% on tv26 eval-U (down to 8.91%)
compared to the raw ASV-only baseline. This improvement
confirms our theoretical hypothesis: geometrically projecting
the speaker embedding orthogonally away from the language
subspace successfully strips away language contamination, re-
sulting in a purer identity representation.

Conversely, the Additive path (Add) acts as an informa-
tion retrieval mechanism. On tv26 eval-A, it achieves an EER
of 7.14%, performing symmetrically to the subtractive path.
However, its slightly degraded performance on tv26 eval-U
(9.82%) reveals an important internal dynamic: the efficacy of
retrieving speaker-specific traits via MHCA (Multi-Head Cross-
Attention) from the LID embedding is dependent on the specific
acoustic domain of the evaluation trials.

One of the most profound observations from our experi-
ments is the compounding effect of the logit-level LID penalty.
While the simple baseline ASV–LID performs reasonably well
by penalizing false alarms from same-language impostors, our
proposed Sub–LID and Full fusions push performance further.

For tv26 eval-A, the Full fusion achieves a 5.61% EER,
representing a 32.2% relative error reduction over the standard
ASV system, and a 7.6% relative reduction over the strong

ASV–LID baseline. For tv26 eval-U, the Sub–LID combina-
tion proves exceptionally effective, dropping the EER to 7.20%
(a 24.5% relative reduction over the ASV baseline), while the
Full fusion closely follows at 7.22%. This proves that latent-
space geometric cleaning and logit-space penalty are not mu-
tually exclusive; rather, they address different granularities of
language bias and function best when combined.

3.2.1. Scalability

Beyond fusion strategies, our architecture demonstrates im-
mense scalability, functioning as a plug-and-play enhancement
alongside other robust representations. As shown in the penul-
timate row of Table 1, adding an ASV head trained with the
VoxCeleb2 dataset alongside the base heads and our Full fu-
sion (Full + VoxCeleb ASV Head) yields a leap in perfor-
mance. This integration lowers the EER to 1.64% on the val-
idation set, 5.13% on tv26 eval-A, and 6.92% on tv26 eval-U,
proving that our disentanglement mechanisms seamlessly com-
pound with external heads. The score fusion is performed using
Z-score normalization followed by averaging, with parameters
estimated on the validation set. In the same manner, additional
heads can be seamlessly integrated into the shared backbone,
enabling consistent performance gains while introducing less
than 1% additional trainable parameters.

3.2.2. Post-Processing: Score Normalization and Calibration

Utterances from different languages often produce similarity
scores with fundamentally different means and variances. To
mitigate this and evaluate the absolute limits of our system,
we apply Adaptive Symmetric Score Normalization (AS-Norm)
and subsequent score calibration [23]. We utilize an AS-Norm
strategy selecting the top-200 highest-scoring cohort utterances
per trial to compute the utterance-specific mean and standard
deviation on the validation set. Following normalization, we
apply a linear calibration trained via logistic regression to map
the output scores to true log-likelihood ratios, directly optimiz-
ing the min-DCF.

As detailed in the final row of Table 1, the application of
AS-Norm and calibration to our fused result provides a monu-
mental leap in performance. The EER improvements are strik-
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ing; on tv26 eval-A, the post-processing reduces the EER down
to 3.16%, representing an exceptional improvement over the
raw fused scores. A similar drop is observed on tv26 eval-U,
reaching a competitive 4.35% EER. The impact on the min-
DCF demonstrates the system’s enhanced reliability at strict op-
erational thresholds.

3.3. LID on TidyLang

To demonstrate the bidirectional scalability and generalizabil-
ity of our dual-head architecture, we evaluate the system on
the LID task using the TidyLang 2026 Challenge validation and
evaluation lists 2.

The evaluation protocol is divided into two tasks consisting
of Closed-Set Identification on 35 seen languages, and Zero-
Shot Verification on 40 completely unseen languages evaluated
via EER and min-DCF.

For the closed-set language identification task, we extract
the logits from our dedicated LID head (Baseline), the Subtrac-
tive path (Sub), and the Additive path (Add). We evaluate these
individually and as a dynamically fused embedding (Fused).

Table 2: Closed-Set Language Identification accuracy (%) on
35 seen languages.

Evaluation Set System / Fusion Micro Acc (%) Macro Acc (%)

Validation 1

Baseline LID 98.02 89.22
Subtractive (Sub) 98.78 88.32
Additive (Add) 98.79 86.46
Fused (Sub+Add) 98.89 89.62

Validation 2

Baseline LID 97.41 88.38
Subtractive (Sub) 97.81 97.30
Additive (Add) 97.96 97.28
Fused (Sub+Add) 98.10 97.51

Eval (TL26)

Baseline LID 92.92 88.42
Subtractive (Sub) 91.37 86.45
Additive (Add) 91.82 86.28
Fused (Sub+Add) 94.19 88.94

As shown in Table 2, the Fused representation outper-
forms the baseline LID head in Micro Accuracy across all
splits, including an improvement on the difficult Evaluation set
(92.92% → 94.19%) and on Validation 2, the fusion improves
Macro Accuracy (88.38% → 97.51%).

Task 2 presents a vastly more complex challenge: compar-
ing two utterances in a verification format to determine if they
belong to the same language, evaluated on 40 completely un-
seen languages. To combat speaker-identity ”shortcut learning”,
we introduce a reversed score-fusion penalty: we explicitly sub-
tract the ASV score from the language similarity scores.

The results on the validation set in Table 3 confirm that, just
as language characteristics contaminate speaker embeddings,
speaker characteristics also affect language verification. In the
best configuration, the system achieves an EER of 2.81%. How-
ever, based on the results on the TL26 evaluation set, it appears
that the proposed system does not outperform the pure LID-
based system. This may be attributed to the relatively limited
amount of language information present in the speaker embed-
dings, which are inherently more robust for speaker discrimina-
tion than for language characterization.

As the TidyVoice dataset is newly introduced, there is
currently no prior literature available for direct comparison.

2https://tidylang2026.github.io/7_baseline_
systems/

Table 3: Task 2: Zero-Shot Unseen Language Verification. Sub-
tracting the ASV score suppresses speaker-identity bias, yield-
ing the lowest min-DCF on the evaluation set.

System / Score Fusion Validation Eval (TL26)

EER (%) min-DCF EER (%) min-DCF

Pure LID 3.25 0.121 9.66 0.751
Subtractive (Sub) 3.25 0.105 12.65 0.784
Additive (Add) 3.70 0.130 14.51 0.783
LID - ASV 3.42 0.138 9.70 0.729
Sub - ASV 3.32 0.118 12.73 0.768
(Sub + Add) - ASV 3.19 0.120 12.50 0.750
LID + Sub + Add 2.81 0.109 10.23 0.733
LID + Sub + Add - ASV 2.91 0.124 10.29 0.712

Consequently, we benchmark our proposed architecture exclu-
sively against the official baseline systems released alongside
the dataset [6]. A comparison between our findings and the ini-
tial TidyVoice benchmarks for ASV and LID reveals that our
system outperforms the established baselines.

Specifically, the official baseline results reported an EER
of 9.05% and 11.59% on the two evaluation trial lists. In con-
trast, our fully equipped system reduces these errors, achieving
EERs of 3.16% and 4.35% for tv26 eval-A and tv26 eval-U, re-
spectively. Furthermore, while the baseline results shared on
the TidyLang benchmark reported a 34.7% EER on the valida-
tion pair set 3, our proposed methodology successfully reduces
this metric to 2.81% on the same set, underscoring the supe-
rior speaker-language disentanglement capabilities and overall
robustness of our approach.

4. Conclusion
In this work, we presented a highly scalable, parameter-efficient
framework for synergistic ASV and LID. We explicitly identi-
fied and resolved the representation entanglement paradox in-
herent in speech modeling, where language bias acts as a strict
contaminant for cross-lingual ASV, while speaker identity in-
duces catastrophic shortcut learning in zero-shot LID.

By applying Wavelet Prefix Tuning to a W2V-BERT-2.0
backbone, we bypassed the catastrophic forgetting of large-
scale foundation models, allowing the network to modulate
deep, multi-resolution acoustic features at a fraction of the tra-
ditional computational cost. Our central theoretical innova-
tion, the Dual-Path Fusion framework, factorized this latent
space. We demonstrated that language information should not
be strictly discarded; rather, by jointly optimizing a geometric
subtractive path (to remove broad language bias) and an atten-
tive additive path (to mine the language embedding for idiosyn-
cratic phonetic habits), we capture a vastly more robust identity
profile.

When coupled with our bidirectional score penalty, which
acts as an explicit logit-level regularizer against task-specific
impostors, our architecture achieves strong performance on the
rigorous TidyVoice and TidyLang benchmarks.

Ultimately, the modularity and orthogonality of our ap-
proach offer a blueprint for foundation model adaptation. Be-
cause the underlying backbone remains strictly unchanged, our
framework is infinitely scalable, where future work will seam-
lessly integrate new heads for tasks such as emotion recognition
and speaker diarization, expanding the network’s capabilities
without compromising its previously learned task dynamics.

3https://tidylang2026.github.io/7_baseline_
systems/
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