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Abstract
Speaker diarization systems segment a conversation into re-
gions of speaker activity. While most segments contain speech
from a single participant, a substantial portion includes mul-
tiple simultaneous speakers (multi-talker segments) or speech
from non-participating speakers (background segments). Pop-
ular clustering-based approaches, such as VBx, assign these
mixed segments to single-speaker clusters, effectively injecting
noise into the speaker representations. We propose AS3C, a
new HMM-based diarization framework that explicitly models
multi-talker and background speech with dedicated HMM states
and incorporates external speaker change-point information to
guide state transitions. AS3C further supports optional inte-
gration of overlap speech detection (OSD) to generate overlap-
aware outputs. AS3C significantly outperforms the baseline
methods and achieves competitive or superior performance rel-
ative to the SOTA approaches on both the in-house DoPaCo and
AMI datasets.
Index Terms: Speaker Diarization, Speaker Recognition, Hid-
den Markov Models, Speaker Clustering, Overlap Detection,
Speaker Change Point Detection

1. Introduction
A speaker diarization system partitions an audio recording into
distinct speech segments belonging to individual speakers, an-
swering the question “who spoke and when?” in an audio con-
versation. There are mainly three types of diarization systems in
use today: a) clustering of speaker embeddings [1, 2], b) End-
to-End (E2E) [3], and c) a hybrid of both [4–6]. While each
type of system has its advantages, the operational challenges
in an application scenario determine the corresponding optimal
speaker diarization system.

Traditionally, we perform speaker diarization by partition-
ing conversations into short segments and then clustering their
speaker embeddings into single-speaker clusters. However, a
significant proportion of such speech segments usually con-
tain speaker activity from multiple participants either speaking
in turn or overlapping each other (i.e., multi-talker segments).
These segments are hard to diarize into single-speaker clus-
ters. Additionally, some segments contain speech from non-
participating background speakers (i.e., background segments)
and should not be diarized into participant speaker clusters.
These background speakers often lack sufficient speech data to
be modeled as a separate speaker cluster (see Figure 2), making
them behave as a human-based noise for the diarization task.

However, due to the design limitations of most clustering-
based diarization approaches, such hard-to-diarize segments are
often clustered with the closest single-speaker cluster, thereby
reducing the cluster purity and potentially impacting diarization

performance. This limitation highlights the need for a more ro-
bust and accurate diarization approach. While some recently de-
veloped techniques can address a few of these challenges, they
often come with trade-offs. For example, the recently developed
End-to-End (E2E) speaker diarization systems combine several
components of a diarization system into a single E2E system
and can diarize overlapping speech segments. However, unlike
clustering-based methods, E2E approaches need large quanti-
ties of annotated multi-speaker conversational speech data for
training, and their performance worsens with an increasing
number of speakers [7, 8].

Some performance improvements in diarization have come
from the use of systems that address specific shortcomings of
the clustered embeddings approach. To improve the tempo-
ral precision of diarization turn boundaries, higher-resolution
speaker change predictors have been used [9, 10], as have
speaker-turn-augmented speech-recognition transcripts [11], to
identify more precisely when a new speaker began to speak. To
address the diarization of overlapping speech, separate Over-
lapping Speech Detection (OSD) networks have been pro-
posed [12, 13]. Overall, these observations highlight the
need for diarization systems that can more explicitly handle
multi-talker and background segments rather than implicitly ab-
sorbing their variability into single-speaker clusters. In the next
section, we review prior work that has attempted to address
these challenges and motivate how AS3C builds upon and ex-
tends these ideas.

2. Related Work
Traditional diarization systems decompose the task into sev-
eral sub-tasks: voice activity detection (VAD), segmentation,
speaker embedding extraction, and clustering. While off-
the-shelf pretrained voice activity detection and segmentation
systems, such as those available on HuggingFace via Pyan-
note [5, 14], are often used to perform VAD and segmenta-
tion, speaker embedding extraction models are usually trained
or finetuned on in-domain data to improve downstream clus-
tering performance. Speaker embedding models such as xVec-
tor [15], ECAPA-TDNN [16], WavLM-ECAPA [17] have been
used to perform diarization with varying degrees of success.
Among clustering-based approaches, agglomerative hierarchi-
cal clustering (AHC) [18] and spectral clustering [1] are popu-
lar choices, offering strong performance when speaker embed-
dings are well-separated and overlap is limited. More recently,
probabilistic sequence clustering methods based on Bayesian
HMMs have become a de facto standard in many competitive
systems. In particular, VBx [2] performs variational Bayes in-
ference over an HMM whose emission distributions are derived
from a PLDA model, enabling temporal smoothing and robust
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Figure 1: A visual representation of the proposed AS3C Speaker Diarization System.

clustering of embedding sequences. Earlier Bayesian HMM
diarization work introduced eigenvoice-prior formulations [19]
and provided extensive analyses of inference and hyperparame-
ter sensitivity, establishing a principled probabilistic foundation
for HMM-based diarization.

Overlapping speech segments from multiple speakers in a
conversation are often difficult for diarization systems to ac-
curately diarize due to the reduced fidelity of speaker embed-
dings derived from them. Therefore, overlapping speech is a
major source of diarization errors. Furthermore, the problem
worsens as the number of speakers in overlapping segments
increases. A common strategy, in such cases, is to augment
pipelines with explicit overlapping speech detection (OSD) or
overlap-aware segmentation models, and then to use resegmen-
tation or label-assignment strategies that allow multiple speak-
ers during overlap intervals. Overlap-aware neural segmenta-
tion with powerset-style objectives [20] has enabled strong di-
arization performance in recent toolkits.

In recent years, end-to-end neural diarization (EEND) sys-
tems have become increasingly popular, combining several sub-
tasks of modular diarization systems into a single multi-label
sequence prediction task. EEND systems primarily count the
total number of distinct active speakers at a frame level in a con-
versation. They can reconcile active speaker identities across
multiple frames, thus solving several subtasks of speaker di-
arization simultaneously in an End-to-End (E2E) system. How-
ever, such E2E approaches often face challenges scaling to long
recordings and large numbers of speakers. To combine the
strengths of EEND and clustering, hybrid approaches such as
EEND-VC [21] perform local (chunk-level) neural diarization
and then apply global clustering to associate speaker identities
across chunks. This paradigm underlies several modern open-
source pipelines. Recent work has also explored adding con-
straints from speaker-turn detection into diarization, e.g., using
transducer-based speaker-turn tokens to segment audio and re-
duce clustering complexity. [22]

The VBx diarization system was originally designed for
single-stream embedding sequences; recent work has extended
VBx to multi-stream settings that arise in hybrid diarization
systems. For example, MS-VBx [21] generalizes VBx to clus-
ter multiple speaker streams estimated within each chunk (e.g.,
from EEND-VC), improving diarization and speaker count-
ing compared to constrained AHC in multi-stream scenarios.
Furthermore, recent integrations of VBx-style clustering with

EEND systems to strengthen the clustering stage in hybrid
pipelines, such as Pyannote [5, 14] and DiariZen [23], rein-
force the continued significance of VBx-style clustering in cur-
rent SOTA diarization approaches.

In this work, we introduce a new HMM-based diariza-
tion system called Augmented State Space Speaker Cluster-
ing (AS3C). AS3C, like VBx-based systems, models the dif-
ferent speakers in a conversation as states of an HMM. How-
ever, in contrast to prior VBx-based systems that primarily
smooth and cluster single-speaker embedding sequences, AS3C
explicitly augments the HMM state space with multi-talker
(MT) and Background (BG) states, thereby preventing unreli-
able segments from contaminating single-speaker parameter up-
dates. This is motivated from one prior work that investigated
segment-level confidence measures for speaker diarization and
motivated incorporating confidence directly into clustering de-
cisions [24]. Furthermore, AS3C ties together the different
sources of information in a diarization task – speaker embed-
dings, speaker change points, and overlapping speech detection
– into a single state-space model that includes additional states
to better model the diversity of observed speaker embeddings.
Compared to the popular VBx system, AS3C incorporates sev-
eral changes and improvements: (i) Probabilistic linear discrim-
inant analysis (PLDA) transformed x-vectors are replaced with
speaker embeddings from the recent ECAPA-TDNN architec-
ture, without the PLDA transform, as we observed that PLDA
did not improve performance on ECAPA-TDNN embeddings.
(ii) An external speaker change-point detector (CPD) is imple-
mented by modifying the transition probability matrix to en-
force state transitions when speaker changes are detected. (iii)
Additional HMM states are added to represent multi-talker and
background speech. (iv) An external overlapping speech detec-
tor can be incorporated into the HMM framework by assigning
overlapping speech segments to the multi-talker state. Further-
more, unlike prior overlap-aware diarization systems that treat
overlap or background handling as a downstream correction,
AS3C modifies the latent state space, preventing low-fidelity
segments from influencing speaker state estimation during EM.

We validate the performance benefits of the proposed
method through extensive experimentation on both in-house
DoPaCo and publicly available AMI speech corpus datasets.
We compare the diarization performance of the AS3C method
to both (i) the original VBx implementation and (ii) modern
SOTA hybrid pipelines (e.g., pyannote 3.1 [5, 14] and pyannote
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Community 1 [25]) to demonstrate the performance benefits of
the proposed method. We also perform a detailed performance
analysis of the AS3C method on the AMI dataset to quantify
the contributions of its components to changes in Speaker Er-
ror Rates (SER). Furthermore, to improve our understanding
of the underlying challenges of a speaker diarization system
in Doctor-Patient conversations, we analyze the distributions
of different types of speech segments (single-speaker, multi-
talker, and background in a speaker-discriminative space (see
Figure 2)).

3. Augmented State Space Speaker
Clustering (AS3C)

Our proposed method (AS3C) performs speaker diarization by
modeling speakers as states of a hidden Markov model (HMM)
and specifically addresses background (BG) and multi-talker
(MT) speech as separate states of the HMM. Note that multi-
talker speech segments include both (a) overlapping speech
and (b) non-overlapping speech from multiple speakers talk-
ing in turn. Therefore, all overlapping speech segments are ex-
amples of multi-talker speech segments but the reverse is not
true. Detecting background, multi-talker, and overlapping seg-
ments helps ensure they do not participate in the estimation of
single-speaker centroids. Therefore, separating these segments
away from the single speaker states enables us to model single
speaker clusters using segments with no background or multi-
talker activity.

3.1. Improving HMM Training for Diarization

The current HMM training paradigm for diarizing natural con-
versational speech, as outlined in VBx, uses the Expectation-
Maximization (EM) algorithm to train single-speaker states. In
the Expectation step, speech segments are assigned to their most
likely single-speaker states, and then the corresponding speaker
states are re-estimated in the Maximization step. However, this
method has several limitations. First, it lacks any means for de-
tecting multi-talker segments, leading to treating all segments
as single-speaker segments. This results in the inadvertent ad-
dition of noise to the HMM training, thereby reducing the purity
of the learned speaker states. Second, every speech segment is
assumed to contain speech from a participant speaker, which is
untrue in the case of background segments that contain speech
of sufficiently low fidelity as to have indecipherable speaker
characteristics. This further reduces the fidelity of the trained
HMM states.

We propose adding two additional states to the HMM to
host the above speech segment types: the (a) background
speaker state and (b) multi-talker state. This directly impacts
the clustering performance as the information of these segments
with low-fidelity/noisy speakers will no longer be assigned to
any single-speaker states in the Expectation steps of HMM
training. Therefore, the subsequent Maximization steps will
only estimate speaker states from high-fidelity single-speaker
segments.

3.2. Hidden Markov Model (HMM) Clustering

In AS3C, we operate on a sequence of speaker embeddings
{xt}Tt=1 ∈ RD extracted from overlapping windows. Here,
xt is the D-dimensional speaker embedding of the tth timestep.

3.2.1. Initialization.

We compute an affinity matrix using cosine similarity, Sij =
cos(xi, xj), and perform agglomerative hierarchical clustering
(AHC) to obtain hard cluster labels. These hard assignments
are converted to a soft posterior initialization q(0) ∈ RT×S via
a temperature-like smoothing:

q
(0)
t,s ∝ exp(κ · I[ŷt = s]), (1)

followed by row-wise softmax, where κ is a user-defined
smoothing parameter.

3.2.2. EM Iterations

Given posteriors γ ∈ RT×S over S speaker states, the M-step
computes speaker-state parameters {αs,L

−1
s }Ss=1, where the

mean vector αs ∈ RD acts as a state centroid-like parameter
and L−1

s is the precision matrix of the speaker state:

Ns =

T∑
t=1

γt,s, (2)

L−1
s =

1

1 +Ns · Fa
Fb

, (3)

αs = L−1
s ·

(
T∑

t=1

γt,sxt

)
· Fa

Fb
. (4)

Optionally, we smooth the mean vector across iterations by av-
eraging with the previous estimate: αs ← (αs + αold

s )/2.
In the E-step, we compute non-normalized observation

scores per frame and speaker:

pt,s = exp

(
x⊤
t αs −

1

2

D∑
d=1

(
L−1
s + α2

s,d

))
, (5)

to construct a log-likelihood matrix ln p(·), and run forward-
backward inference under an HMM with a self-loop probability
(Ploop). We use an ELBO bound for early stopping.

3.2.3. Transition Model

Let π be the (estimated) state prior. The transition matrix is

A = Ploop · I + (1− Ploop) · π⊤, (6)

i.e., with probability Ploop we remain in the same state, other-
wise we transition according to π.

3.3. Augmenting the State Space: Background and Multi-
talker States

In AS3C, to prevent low-fidelity frames from contaminating
single-speaker updates, we augment the HMM with two ad-
ditional states: a multi-talker/overlap state and a background
state. At the start of EM we append two additional posterior
columns (initially zeros) to γ, so the HMM operates over S+2
states, where the last two states correspond to overlap/MT and
background, respectively. These two extra states are not in-
cluded in the M-step update of {as, invLs}, i.e., we update
speaker states using γ:,1:S only.
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3.4. Background State Detection

In each Expectation step, we compute the cosine similarity of
the speech embedding xt at every timestep t to its assigned
state mean vector to determine its embedding-level diarization
confidence. For each detected speaker cluster s ∈ [1, S], the
time index (tmin

s ) of the embedding with lowest confidence is
first computed, where S represents the total number of detected
speakers.

The log-likelihood of the embedding with the lowest
speaker confidence is used as a speaker-specific activity thresh-
old βs, for speaker s.

βs = ln p(xtmin
s
|s) (7)

The lowest activity threshold across all detected speakers is
then used as the global threshold β.

β = min
s∈{1,...,S}

βs (8)

Therefore, any speech segment xt in timestep t whose like-
lihood of belonging to the closest speaker cluster s is less than
the threshold β is assigned to the background state. The proba-
bility that a speech embedding xt at timestep t belongs to back-
ground state b is given by:

p(xt|b) ={
1− ϵ if max

1≤s≤S
(ln p(xt, s)) < β

ϵ otherwise

(9)

where ϵ is a very small value constant.
In the final diarization output of AS3C, we represent the

segments assigned to the background state as silent segments.
While this marginally increases the Miss Rate, the correspond-
ing reduction in Speaker Error Rates and False Accept Rates
compensates for it, reducing the overall DER.

3.5. Multi Talker State Detection

After detecting the background (BG) segments, the remaining
segments are assessed for multi-talker (MT) speech. In this
work, we refer to speech segments containing speech from mul-
tiple speakers as multi-talker speech segments and a subset of
those containing simultaneous speech from multiple speakers as
overlapping segments. multi-talker segments are detected using
an entropy-based method (described below), and are assigned
to a separate multi-talker state instead of the most likely single-
speaker state, thereby maintaining the purity of single-speaker
states. For non-BG frames, the method detects multi-talker ac-
tivity using a Shannon-entropy proxy derived from the normal-
ized frame-wise speaker distribution.

The pt,s are smoothed and normalized to 1, yielding p̃t,:.
Per-speaker entropy contributions (ht,s) are then computed:

p̃t,s =
1

Z
(pt,s +min

s′
pt,s′), ht,s = −p̃t,s log(p̃t,s + ε)

(10)
The multi-talker score used in code is the entropy contribu-

tion of the second-largest speaker:

ScoreMT(t) = ht,s(2) , (11)

where s(2) is the second-highest p̃t,s. A frame is labeled as
multi-talker frame if ScoreMT(t) > αmt (a user tunable multi-
talker score threshold). In the Expectation step, once the BG

and MT frames are identified the remaining frames are assigned
to their most-likely single speaker states. Thereafter, in the
maximization step only the single speaker frames are used to
update the single speaker states.

3.6. Using Speaker Change Points to Force State Changes
in the HMM

HMM based diarization systems often incur a higher propor-
tion of errors around the speaker change boundaries. This is be-
cause sliding window-based sub-segmentation of VAD speech
segments containing speaker change points lead to the cre-
ation of smaller segments with multiple speakers. While the
AS3C method can detect such multi-talker segments and ex-
clude them from single speaker state estimation, reducing cre-
ation of multi-talker sub-segments by splitting a VAD segment
along the speaker change points is still beneficial for clustering.
Therefore, we perform sub-segmentation at every speaker turn
token time predicted by the RNN-T ASR model as presented in
[10, 11]. Unlike the prior works, our ASR model is trained by
Token-level Serialized Output Training (t-SOT) method [26],
which enhances speaker turn detection, particularly in multi-
talker speech segments.

Our preliminary experiments showed that speaker change
point detection (CPD) from the t-SOT ASR model has high
precision, providing useful information for state transitions in
HMM training. Therefore, in addition to using CPD for bisect-
ing a VAD segment, we also use it to encode not-link constraints
in the HMM transition probability matrix. Specifically, at a de-
tected change point between frames (t, t+ 1), we forbid a sub-
set of transitions (e.g., remaining in the same speaker state) so
the HMM must switch states near the change boundary, there-
fore, forcing a state transition from any single-speaker state to
the next most likely single speaker state. This is referred to as
Forced State Change (FSC).

3.7. Overlap-aware and Overlap-unaware AS3C Configu-
rations

The AS3C method uses an entropy-driven multi-talker (MT)
segment detection by default. However, entropy alone can-
not reliably distinguish between segments that contain true
overlapping speech and those that simply involve rapid turn-
taking without overlap. As a result, detected MT segments
are post-processed into a non-overlapping sequence of most
likely speakers, yielding an AS3C diarization system that is not
overlap-aware. To enable overlap handling, AS3C can option-
ally replace the entropy-based MT state with an overlap speech
detection (OSD) model–based MT state, using the OSD frame-
work from [12, 13]. In this configuration, only frames pre-
dicted as overlapping speech are assigned to the MT state of
the HMM, and each overlapping segment is attributed to the
two most likely speakers adjacent to the overlap. This produces
an overlap-aware AS3C diarization output.

When scoring diarization with overlap regions included,
overlap-aware systems reduce Miss Rate by assigning overlap
frames to multiple speakers. In the default AS3C setup, MT
segments are detected but converted into a single-speaker se-
quence, therefore, AS3C may exhibit higher Miss in overlapped
regions compared to overlap-aware baselines, even though
it reduces speaker confusion (SER) by preventing mixed or
noisy frames from contaminating single-speaker state estima-
tion. When overlap-aware behavior is required, incorporating
an external OSD model allows AS3C to map overlapping re-
gions to the MT state and assign both active speakers, narrow-
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Table 1: Diarization results on the Eval sets of DoPaCo (Top) and AMI (Bottom) datasets. Forgiveness Collar is set at 0ms.

DoPaCo Dataset

# Method No Overlap With Overlap
Miss FA SER DER Miss FA SER DER

1 PyAnnote 3.1 [5] 5.33 6.82 6.29 18.46 9.33 5.65 6.15 21.14
2 PyAnnote Community 1 [25] 5.08 7.07 6.64 18.80 9.11 5.85 6.00 20.98
3 VBx [2] 1.5 6.26 7.06 14.83 9.94 5.18 6.28 21.4
4 AS3C 1.96 6.02 3.17 11.16 10.42 4.99 2.84 18.26
5 AS3C w/ OSD 1.66 6.93 3.06 11.67 5.37 5.75 3.2 14.34

AMI Dataset

# Method No Overlap With Overlap
Miss FA SER DER Miss FA SER DER

6 PyAnnote 3.1 [5] 4.75 2.36 2.69 9.81 16.31 1.43 6.18 23.94
7 PyAnnote Community 1 [25] 4.72 2.37 2.24 9.35 16.31 1.44 3.82 21.58
8 VBx [2] 3.02 3.53 7.15 13.70 24.15 2.14 9.31 35.60
9 AS3C 3.65 3.1 1.81 8.57 25.06 1.88 1.69 28.64
10 AS3C w/ OSD 3.54 4.63 2.01 10.18 16.21 2.8 4.5 23.53

Table 2: Ablation study of diarization performance of the AS3C method on the Eval set of AMI dataset.

# Method No Overlap With Overlap
Miss FA SER DER Miss FA SER DER

11 AS3C 3.65 3.1 1.81 8.57 25.06 1.88 1.69 28.64
12 #11 w/o MT State 3.46 3.18 2.03 8.69 24.71 1.93 2.23 28.88
13 #11 w/o BG State 3.31 3.44 2 8.76 24.58 2.08 1.88 28.55
14 #11 w/o FSC 3.62 3.12 1.9 8.65 24.94 1.89 1.73 28.57
15 #14 w/o CPD 3.48 3.19 2.64 9.33 24.79 1.93 2.24 28.98

ing the Miss gap while largely preserving the SER benefits.

4. Experimental Setup
4.1. Datasets

We perform our speaker diarization experiments on the follow-
ing multi-talker conversation datasets.
• AMI: We use the mixed headset data from Augmented
Multi-party Interaction (AMI) meeting dataset’s official [27]
“Full ASR corpus” split (with TNO meetings excluded from
the Dev and Eval set).
• DoPaCo: This internal dataset consists of manually de-
identified doctor-patient conversations recorded using far-field
microphones in semi-unconstrained indoor settings of physician
examination rooms. The conversations in the DoPaCo dataset
are typically 5 to 15 minutes long, containing two to four speak-
ers. The DoPaCo training, validation and test sets used in this
work contain 1750h, 26.5h and 35.0h of audio, respectively.

4.2. Implementation Details

We employ the SpeechBrain [28] toolkit’s ECAPA-TDNN [16]
to train our speaker recognition models. For experiments on
AMI, we used the ECAPA-TDNN model pretrained on the Vox-
Celeb [29] dataset. The pretrained model was further fine-tuned
on the train set of the DoPaCo dataset for our experiments on
DoPaCo. For overlapping speech detection, we use PyAnnote’s
OSD model [12, 13] trained on DoPaCo train set for the ex-
periments on DoPaCo data. For experiments on AMI dataset,
we use the pretrained OSD provided by PyAnnote on Hugging-
Face. CPD was performed using RNN-T with e-branchformer
encoder [30] trained on DoPaCo. For both the datasets, we used

a TDNN-based VAD for detecting the speech segments.
The baseline diarization system is the official implemen-

tation of VBx [2]. We trained the PLDA models used in the
baseline VBx experiments on in-domain DoPaCo and VoxCeleb
datasets for experiments on the DoPaCo and AMI datasets, re-
spectively. For all experiments, including the baseline with
VBx, we use the ECAPA-TDNN embeddings instead of the x-
vectors, to remove any performance differences created by the
difference in speaker embeddings. Therefore, any difference in
diarization performance is purely due to differences in the clus-
tering approaches. The PyAnnote 3.1 speaker diarization sys-
tem [5, 14] and the PyAnnote Community 1 speaker diarization
system [25] are included as second and third baseline methods.
We compare our AS3C method against current SOTA diariza-
tion systems on the publicly available AMI dataset and our in-
house DoPaCo datset. All diarization systems discussed in this
work generate embeddings from overlapping windows of length
1.5 sec, shifted by 250 ms.

We also tried the Diarizen speaker diarization system [23]
as an additional baseline but found it to miss a large number
of single speaker speech segments on AMI’s mix headset data
leading to elevated diarization error rates. Since, the official
performance numbers of the Diarizen toolkit are reported only
on single distant microphone data and not on the mixed headset
data of AMI dataset (that is used in our experiments) we were
unable to verify the correctness of the Diarizen toolkit’s results.
Hence, we decided to remove it from our experiments.

5. Results
Speaker diarization performance (see Table 1) is reported us-
ing the Diarization Error Rate (DER) metric along with its con-
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stituent metrics of Miss Rate, False Accept (FA), and Speaker
Error Rate (SER). We evaluate diarization without any forgive-
ness collar. Furthermore we perform our evaluations separately
on utterances that include overlapping speech (With Overlap
column in Table 1) and utterances that do not include overlap-
ping speech (No Overlap column in Table 1). In our exper-
iments, we demonstrate the performance of AS3C both with
(Exp.#5 and #10) and without external OSD (Exp.#4 and #9).
Note that in the experiments where AS3C is used with an OSD
we do not use the entropy-based MT state detection and in-
stead directly rely on the OSD for detecting overlapping speech
segments, in all other cases the default AS3C method uses the
entropy-based MT state detection.

• On DoPaCo (No Overlap), the AS3C method without OSD
(Exp. #4) reduced the average relative SER and DER over the
best baseline (VBx, Exp. #3) by ∼55% and ∼39%, respec-
tively.
• On DoPaCo (With Overlap), the AS3C method with OSD
(Exp. #5) reduced the average relative SER and DER over the
best baseline (PyAnnote Community 1, Exp.#2) by ∼46% and
∼31%, respectively.
• On AMI (No Overlap), the AS3C method without OSD
(Exp. #9) reduced the average relative SER and DER over the
best baseline (PyAnnote Community 1, Exp. #7) by ∼19%
and ∼8%, respectively. This improvement likely stems from
the substantially more accurate single-speaker state estimation
achieved by AS3C relative to the competing methods.
• On AMI (With Overlap), the best baseline system (PyAn-
note Community 1, Exp.#7) outperforms the AS3C method
with OSD (Exp.#10) by ∼17% and ∼9% on the SER and
DER metrics, respectively. This gap reflects the substantially
improved overlap-speech segmentation capabilities of PyAn-
note Community 1 compared to earlier versions such as PyAn-
note3.1, which is similar to the OSD model used within AS3C,
thereby explaining the comparatively weaker performance of
both PyAnnote3.1 and AS3C in this setting.

6. Analysis
Firstly, to improve our understanding of the underlying chal-
lenges of a speaker diarization system, we analyze the distri-
butions of different types of speech segments (single-speaker,
multi-talker, and background) in a speaker-discriminative
space. In Figure 2, we plot a 2D t-SNE representation of
ECAPA-TDNN embeddings of speech segments from a doctor-
patient conversation (marked by speech type) in the DoPaCo
dataset. The plots demonstrate speech segment clusters from
the (a) manually annotated ground truth labels, (b) baseline
VBx method’s diarization labels, and (c) the AS3C method’s
diarization labels. Across all plots, single-speaker segments be-
longing to different speakers form distinct clusters. However,
the baseline method incorrectly assigns most speech segments
to a single speaker (green), indicating the inferior speaker dis-
criminability of VBx compared to our method and validated by
the ground-truth labels. This is likely due to the inability of
VBx to handle multi-talker speech, which instead assigns the
segments to the more populous/dominant (green cluster in this
case) speaker in the conversation. On the other hand, our AS3C
method can successfully detect multi-talker and background
speech segments in their own separate clusters, improving the
conversation speakers’ cluster fidelity.

Additionally, we also perform an ablation study of AS3C’s
performance (see Table 2) on the AMI dataset to separately
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Figure 2: A visual comparison of the diarization results on a
doctor-patient conversation from the DoPaCo dataset, across
two different diarization systems and the groundtruth labels.
The AS3C method succesfully models the background and multi-
talker segments as apparent in the ground truth.

quantify the contribution of multi-talker (MT) State, Back-
ground (BG) State, Forced State Change (FSC), and Change
Point Detection (CPD) to change in Speaker Error Rates (SER).
We particularly focus on SER reduction in this analysis as that
is main objective of all these individual components of AS3C.
There is considerable degradation in the SER after removing the
MT state in case of both entropy based estimation (no overlap)
and OSD based estimation (overlap-aware). Similarly, remov-
ing the BG state causes around 10% relative degradation in the
SER for both no overlap and overlap-aware diarization. There
is relatively less degradation observed after removing the FSC
method. Maximum degradation is observed if we remove the
CPD method from AS3C. This underscores the importance of
correctly identifying the change points in a VAD segment.

7. Conclusion

Diarizing speech conversations with multiple participants in
unconstrained environments is challenging. HMM-based di-
arization systems, such as VBx, attempt to model individual
speakers as independent states of the HMM. However, such a
framework is insufficient for handling background and multi-
talker speech segments and often assigns them to the most
likely single-speaker state, incurring diarization errors. In this
work, we demonstrate that separately handling these hard-to-
diarize speech segments can significantly improve the modeling
of single-speaker clusters in an HMM-based speaker diarization
system, improving diarization performance. Overall, the AS3C
method significantly improved the relative Speaker Error Rate
(SER) compared to the best baselines on the DoPaCo and AMI
datasets.
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