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Abstract

Language identification (LID) systems are widely used in
speech analytics, multilingual routing, and spoken-language in-
terfaces, but their performance often drops in real-world condi-
tions because of domain mismatch, including background noise,
reverberation, channel effects, codecs, and far-field record-
ing. We propose an embedding-level generative enhancement
method based on flow matching that refines language embed-
dings from a pre-trained LID model. During training, we
build paired embeddings from clean utterances and their dis-
torted versions, and learn a continuous-time transformation that
maps corrupted embeddings toward clean ones while preserv-
ing language-discriminative structure. At inference, any em-
bedding is passed through the learned flow to obtain a refined,
more robust representation. The method requires no changes to
the LID pipeline and no language labels, while improving LID
accuracy under challenging conditions without hurting standard
performance.

Index Terms: language identification, representation enhance-
ment, flow matching, real-world environment

1. Introduction

Language recognition (LID) is a core component of many
speech systems, enabling multilingual spoken-language under-
standing, language-aware ASR routing and large-scale speech
indexing. Modern LID pipelines typically map an input utter-
ance to a fixed-dimensional language embedding, and then per-
form classification or similarity-based scoring in the embedding
space. Modern LID systems commonly map an utterance to
a fixed-dimensional representation and then perform classifica-
tion or scoring in that space. Representative examples include
x-vector-based LID systems [1], large-scale in-the-wild LID
training on VoxLingualO7 [2], and multilingual self-supervised
models such as XLS-R that achieve state-of-the-art performance
on VoxLingualO7 [3].

Despite this progress, LID performance often degrades un-
der domain mismatch. Differences in microphones, codecs,
transmission channels, background noise, reverberation, and
speaking styles can introduce substantial acoustic variability.
As a result, utterances from the same language may become
less consistent in the embedding space, reducing language sep-
arability and harming recognition accuracy, especially when
test conditions diverge from the training domain, and robust
cross-domain LID remains challenging [4, 5]. Prior work has
attempted to improve robustness through large-scale training
on diverse data, aggressive augmentation, domain-adversarial
objectives, or front-end speech enhancement (SE). One direc-
tion improves robustness through better embedding extractors
as well as more diverse training corpora [1, 2, 3]. Another
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direction uses augmentation and domain-generalization strate-
gies during training [1, 5]. Domain-adversarial adaptation has
also been explored to encourage domain-invariant language rep-
resentations [4]. In parallel, front-end speech enhancement
has been investigated as a preprocessing step for noisy LID
[6]. While these approaches are valuable, they often require
costly retraining of the LID model, careful objective design,
and substantial computational resources. Front-end enhance-
ment approaches, in particular, may improve perceptual quality
but do not guarantee that the downstream language embedding
space becomes more language-invariant; enhancement artifacts
can even distort language cues. These limitations motivate a
complementary direction, which directly improves robustness
where the decision is made, the embedding space, instead of
modifying the front end or rebuilding the LID network.

Recently, generative approaches, which learn the under-
lying distribution of clean speech signals, have become pow-
erful alternatives for SE and are capable of producing high-
fidelity outputs across domains [7, 8, 9, 10, 11, 12]. For ex-
ample, diffusion-based models have achieved remarkable per-
formance [10, 11]. These models reconstruct clean speech by
numerically solving the corresponding reverse stochastic dif-
ferential equation (SDE), a procedure that involves repeatedly
estimating the score function. Therefore, diffusion-based meth-
ods are computationally intensive and exhibit high latency. On
the other hand, flow matching (FM), introduced in [13], has
recently emerged as a promising alternative to diffusion-based
methods by training continuous normalizing flows (CNFs) [14],
which substantially faster sampling during inference. In speech
processing, flow matching has shown strong capability for en-
hancement tasks. However, recent work [15] mainly focuses on
front-end signal enhancement, which aims to map noisy wave-
forms or spectrograms to cleaner representations before down-
stream processing. Applying flow matching models at the em-
bedding level, where language identification is explicitly en-
coded, remains unexplored. In this case, flow matching model
can be a particularly promising foundation for robust represen-
tation refinement in LID, where the goal is to transfer degraded
language embeddings directly toward a cleaner and more dis-
criminative version.

In this work, we propose a flow matching approach that
learns to refine language embeddings produced by any pre-
trained LID model. Our method is based on a simple obser-
vation: a clean utterance and its acoustically corrupted version
share the same underlying language identity. Therefore, their
embeddings should ideally be close to each other. In real-world
situations, mismatch factors, e.g., noise, reverberation, clip-
ping, bandwidth limitation, introduced by environmental mis-
match, can confuse the classifier. The proposed experimen-
tal protocol with data from the URGENT2026 challenge [16]
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makes a link between the language identification and speech
enhancement tasks. A continuous-time transformation is learnt
in embedding space that maps embeddings extracted under cor-
rupted conditions toward their clean version, reducing variabil-
ity while preserving language-discriminative information. Con-
cretely, we extract embeddings of both the clean and augmented
signals from the pretrained language embedding network. Us-
ing flow matching, we train a lightweight neural vector field
to map the distribution of mismatched embeddings toward the
distribution of clean embeddings, conditioned on the observed
(possibly corrupted) embedding. During inference, embeddings
are regenerated through the learned flow to produce refined rep-
resentations. Our approach has several practical advantages.
It can be applied to any pretrained language recognition sys-
tem without requiring additional training of the backbone model
or any architectural changes, which supports broad applicabil-
ity. It is also compatible with arbitrary language embedding
extractors. This approach is label-free, and the training pro-
cess only assumes access to clean speech. Finally, despite
its lightweight architecture based on residual fully connected
blocks, our method remains robust under environmental mis-
match and achieves performance gains over existing methods.
To our best knowledge, this approach is the first work in lan-
guage recognition that applies a flow matching model directly
in the embedding space. The key contributions of our work are
summarized as follows:

* We introduce an embedding-level flow matching-based
framework for language embedding refinement under domain
mismatch, applicable to any frozen LID embedding extractor.

* We propose a label-free training strategy by using
clean—augmented embedding pairs and a lightweight resid-
ual architecture for efficient regeneration.

* We demonstrate improved LID robustness under mismatched
acoustic conditions while maintaining performance on stan-
dard evaluation settings.

2. Related works
2.1. Flow Matching for Generative Modeling

Flow Matching, proposed in [13], trains Continuous Normaliz-
ing Flows (CNF) [17] on Euclidean space that sidesteps likeli-
hood computation during training, which has already been suc-
cessfully applied in different speech tasks, e.g., speech separa-
tion [18], text-to-speech (TTS) [19], and audio—visual speech
enhancement [20].

CNF learns an invertible transformation ¢; : [0, 1] x R? —
R¢ that maps a simple space with a known distribution p ()
(e.g., N(0,1) ) to a target distribution g (1), for which only
samples are observed. This transformation is defined as

d
PR (w0) = ve (¢t (w0)), M

where v; : [0,1] x R — R? denotes a time-varying ve-
locity field and d is the data dimension. Under this flow, the
intermediate state x: = ¢+ (o) has density p; (z+) given by
the change-of-variables formula,

$o (w0) = To

pe (z1) = po (¢; " (x4)) det {%&(9&)}

The aim of training a CNF is to learn a velocity field v
(equivalently, the flow ¢ ) such that the initial density satisfies
po (xo) = p(z0), and the terminal density p1 (z1) closely ap-
proximates the unknown data distribution ¢ (x1). In practice,
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329

vt is parameterized by a neural network vy (x,t). Following
[13], conditional flow matching (CFM) replaces the intractable
marginal quantities p: (x+) and v¢ (x+) with the tractable condi-
tional density p; (z+ | 1) and its associated conditional vector
field v¢ (x4 | z1). The resulting CEM objective is

Lorm(0) =Bz, pyaelar) 100 (@0,1) — 01 (@0 | 21)] |
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2.2. Feature enhancement
2.2.1. General speech enhancement

In general, the goal of speech enhancement (SE) is to recon-
struct clean speech from signals corrupted by environmental
noise [21]. Classical methods relied on explicit statistical mod-
els of speech and noise distributions [22, 23, 24]. Recently,
deep neural networks (DNNs) have been applied to estimate ei-
ther the clean waveform directly or a multiplicative mask ap-
plied to noisy inputs [25, 26, 27, 28]. While speech enhance-
ment is often used to improve robustness in noisy conditions,
integrating enhanced signals into downstream recognition sys-
tems remains challenging. Prior work in ASR shows that en-
hanced speech may be suboptimal for recognition, since front-
end processing may introduce distortions and artifacts that de-
grade task-relevant information [29, 30]. Similar issues have
been observed in language recognition, where enhancement
improves performance in some noisy conditions but does not
provide uniform gains across domains or enhancement meth-
ods [6]. Joint optimization does not fully remove this tension.
Language-recognition studies have found that integrated train-
ing with ASR-related objectives is difficult to optimize and does
not consistently improve LID [31].

2.2.2. Language embedding enhancement

Language identification LID systems typically depend on lan-
guage embeddings that encode language-discriminative acous-
tic and phonetic information from variable-length speech seg-
ments. In practice, however, these embeddings are highly sen-
sitive to domain mismatch caused by additive noise, reverber-
ation, channel variation, and other recording distortions. To
address this issue, prior work has explored both signal-level
enhancement and embedding-level adaptation to improve ro-
bustness under different conditions. A common strategy is
to enhance the speech signal before language embedding ex-
traction. The intuition is that suppressing noise and distortion
should produce cleaner inputs for the downstream LID model.
However, existing studies show that this benefit is not always
consistent. Frederiksen et al. [6] demonstrated that speech en-
hancement can improve LID performance in noisy conditions,
but its effectiveness is not guaranteed and depends on the en-
hancement method and evaluation domain. In some cases, en-
hancement improves noisy-speech recognition while degrading
performance in other conditions, indicating that denoising can
also remove or distort language-relevant information. Beyond
front-end enhancement, other work has attempted to improve
robustness directly in the embedding space. Duroselle et al.
[32, 33] proposed domain-robust objectives for x-vector-based
LID systems to reduce sensitivity to channel and domain varia-
tion. Overall, existing work highlights both the promise and the
difficulty of enhancing language embeddings while preserving
language-specific information.
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Figure 1: Flow-Enhanced Language Embeddings pipeline. The proposed framework consists of two stages: (1) a frozen language
embedding extractor that converts the pairs of clean and distorted speech into an utterance-level language representation, and (2) a
Sflow-matching enhancement module that refines the distorted embedding in language embedding space.

3. Proposed method

In this section, we introduce our proposed method, a flow-
matching-based language embedding enhancement model, de-
scribe its configuration, and the language embedding extrac-
tion process, which is shown in Fig. 1. The proposed frame-
work consists of two stages: (1) a frozen language embed-
ding extractor that converts the pairs of clean and distorted
speech into an utterance-level language representation, and (2)
a flow-matching enhancement module that refines the distorted
embedding in latent space. Unlike waveform-level speech
enhancement systems, our method operates entirely on com-
pact utterance-level language embeddings, making the model
lightweight.

3.1. Language embedding extractor

Given an input waveform @, a pretrained extractor g(-) pro-
duces an utterance-level language embedding

z=g(x) e R"P. 4)

In this work, we consider two extractor families: (i) an
ECAPA-TDNN model trained on VoxLingualO7 for supervised
language identification, and (ii) a Whisper-based extractor us-
ing the decoder’s language-token-focused hidden representation
from the initial control-token prediction stage. In both cases, the
extractor parameters remain fixed during training of the flow-
matching module. For each paired clean and distorted utterance
(e, xaq), the extractor produces a corresponding embedding
pair (z¢, zq4). These paired embeddings form the supervision
signal for the flow model.

3.2. Language embedding enhancement based on flow
Matching model

Our proposed method for enhancing language embeddings for
robust language recognition is built on the flow matching model,
extending it to handle pairs of clean and noisy language embed-
dings. Let g € R™7T and . € RY*7 denote the distorted
and clean speech signals, respectively, where 1" is the waveform
length in samples. A frozen pretrained language embedding ex-
tractor g(-) maps the distorted speech to a language representa-
tion

za = g(xq) € RMP, 3)
where D is the embedding dimensionality. Likewise, the corre-
sponding clean speech is mapped to

1x D

zc=g(xz:) ER 6)

Our goal is to estimate a denoised language embedding 2 €
RY*P from z4, such that the resulting representation is more
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robust to acoustic distortion while preserving the language-
discriminative information contained in the clean embedding.

Following the flow-matching perspective, language embed-
ding enhancement is modeled as learning a continuous transfor-
mation from the distribution of distorted embeddings to that of
clean embeddings. A time-dependent velocity field is learnt to
transport a distorted representation toward its clean representa-
tion through an ordinary differential equation (ODE).

Given a pair of distorted and clean language embedding
sample (zq, z.), we define a conditional probability path by
linear interpolation:

ze = (1 —t)za + tz, t € [0,1]. @)
The corresponding target velocity along this path is
dz
ut:d—tt:zc—zd. (8)

A neural velocity model vy is then trained to predict this trans-
port field from the intermediate state z, the time variable ¢, and
the distorted embedding condition z4:
vo(2t,1, Za) A~ Ut ©)

Intuitively, the model learns, at each time step, how the embed-
ding should evolve from a distorted representation toward the
clean-language embedding manifold.

At inference time, only the distorted speech x4 is available.
We first extract the distorted embedding zq = g(x4) and then
solve the learned ODE initialized at this distorted embedding.

dz(t)
di

=vg(2(t),t, zd), 2z(0) = zq. 10)
The final state at ¢ = 1 is taken as the enhanced language rep-

resentation,
(11)

Because the transformation is learned in embedding space
rather than waveform space, the model directly targets the repre-
sentations used by the downstream language recognition back-
end. This avoids the need to reconstruct audio and allows the
enhancement process to focus on removing nuisance variability
that is irrelevant to language identity.

To train the flow model, we adopt the standard condi-
tional flow-matching objective over paired distorted-clean em-
beddings:

Zdenoised = Z(l)

Lent = E(zy 20, tnu0.1) [lvo (26,1, 2a) = (ze — za)|l5]
(12)
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Figure 2: (a) The model backbones of the target extractor with (b) Language Representation Generator backbone. Each layer is
composed of Layer Normalization [34], a SiLU activation [35], and a linear transformation.

where z: is given by Eq. (7). This objective encourages the pre-
dicted velocity field to match the ground-truth transport direc-
tion between the distorted and clean embeddings. Once trained,
the model provides a continuous denoising trajectory that grad-
ually refines the distorted representation into a cleaner and more
language-informative embedding.

3.2.1. Flow-matching network for language embedding

The core of the proposed method is a time-dependent velocity
network vy that predicts the transport direction from distorted to
clean embedding space. The network takes the concatenation of
the distorted representation z4 and a Gaussian-disturbed clean
embedding z, as well as a time embedding ~(¢), and outputs a
velocity vector in the same space.

0y = vo(ze,7(t), z4) € RV, (13)

Since the input is a fixed-dimensional utterance-level vector
rather than a time-frequency representation, as shown in Fig. 2,
we adapt a lightweight language representation generator from
a representation diffusion model (RDM) [36] instead of the U-
Net or spectrogram transformer backbones commonly used in
waveform-level or spectrogram-level generation. A learned em-
bedding of the timestep is injected into each fully connected
block.

During inference, the ODE solver iteratively updates the
latent state, yielding the enhanced embedding Zdenoised- The
resulting embedding is then passed to the downstream language
recognition backend, such as a classifier or similarity-based
scorer. Compared with direct regression from z4 to 2., this for-
mulation provides a continuous enhancement trajectory and al-
lows the model to learn smoother transformations between dis-
torted and clean embedding distributions.

4. Experimental setup
4.1. Model Configurations
4.1.1. Language embedding extractor

To evaluate embedding-space enhancement for language iden-
tification (LID), we consider two complementary utterance rep-
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resentation extractors: an ECAPA-TDNN model' trained for
LID on VoxLingual07, and a Whisper-based extractor > that
derives language-focused features from the decoder’s initial
control-token prediction stage. These two extractors represent
substantially different paradigms. ECAPA-TDNN is a super-
vised utterance-level embedding model optimized directly for
language discrimination, whereas Whisper is a large-scale mul-
tilingual sequence-to-sequence model whose internal represen-
tations encode rich linguistic and acoustic information learned
from weakly supervised speech-text data. In both cases, the
extractor parameters remain fixed during training of the flow-
matching module. For each paired clean and distorted utter-
ance (x¢,xq), the extractor produces a corresponding embed-
ding pair (z¢, zq4). These paired embeddings form the supervi-
sion signal for the flow model. The output language embedding
dimensions of the ECAPA-TDNN model trained on VoxLin-
gual(07 and Whisper language-token-focused extractor are
256 and 768, respectively.

4.1.2. Training setup

Inspired by [36], we adopt a lightweight language representa-
tion generator from a representation diffusion model (RDM).
Each layer is composed of Layer Normalization [34], a SiLU
activation [35], and a linear transformation. The network be-
gins with an input projection that maps the representation of
2D (the concatenation of the distorted representation z4 and
Gaussian-disturbed clean embedding z;) into a hidden space of
dimension C' = 2D, followed by N fully connected blocks, and
ends with an output projection that maps the hidden representa-
tion back to its original dimensionality D. For ECAPA-TDNN
and Whisper, the dimension D is set to be 256 and 768, respec-
tively. For all baseline language recognition models, we use 12
residual fc blocks, following the same configuration as reported
in [34]. For the flow-matching module, the model was trained
using AdamW as the optimizer and a learning rate of 1 x 10~%.
Our implementation is conducted on a NVIDIA A100 GPU.

https://huggingface.co/speechbrain/
lang-id-voxlingualO7-ecapa
2https://huggingface.co/openai/whisper—small



During inference, the number of ODE solver steps was set to
50.

4.2. Datasets

URGENT2026 dataset [16] was originally employed in the UR-
GENT challenge (Universal, Robust and Generalizable speech
EnhancemeNT), which aims to build universal speech enhance-
ment models for unifying speech processing in a wide vari-
ety of conditions’. URGENT dataset mixtures are simulated
from three categories of sources: speech, noise, and room
impulse responses (RIRs). The dataset draws speech from
a broad range of public speech corpora with different condi-
tions and speaking styles, e.g., LibriVox [37], LibriTTS [38],
VCTK [39] (newspaper), EARS [40] (studio), Multilingual
Librispeech (MLS) [41] (DE/EN/ES/FR), CommonVoice [42]
(DE/EN/ES/FR/ZH), NNCES, SeniorTalk [43] (elderly), Vo-
calSet [44] (singing), ESD [45] (emotional). The noise corpus
is established by collecting noise clips from the AudioSet and
FreeSound in DNS5 Challenge, WHAM!, FSD50K, Free Music
Archive, plus simulated wind noise by the wind-noise simulator
provided in [46] and RIRs from DNSS5 / OpenSLR SLR28. This
dataset considers the following seven distortions: (1) additive
noise, (2) reverberation, (3) clipping, (4) bandwidth limitation,
(5) codec loss (MP3 and OGG), (6) packet loss, and (7) wind
noise, thereby enabling realistic domain-mismatch evaluation
beyond conventional noisy-reverberant settings.

Importantly, the speech data cover multilingual conditions
including German, English, Spanish, French, and Mandarin
Chinese, making the benchmark relevant not only for enhance-
ment robustness but also for analyzing whether enhancement
preserves information useful for downstream tasks such as lan-
guage recognition. To align the experimental setup with our
goal of improving robustness directly in the embedding space
rather than through front-end enhancement, we construct a task-
specific multilingual subset of training and test data from UR-
GENT2026. Specifically, we randomly select 10,000 utterances
from each of five languages, i.e., German, English, Spanish,
French, and Mandarin Chinese, yielding a total of 50000 ut-
terances. For each selected utterance, we use its correspond-
ing clean and corrupted versions as a paired sample, with the
clean utterance serving as the reference representation and the
corrupted utterance reflecting realistic degradation conditions.
The corrupted data is generated by combining diverse distor-
tion types defined in URGENT?2026, allowing us to evaluate ro-
bustness under environmental mismatches rather than a single
degradation condition. This design serves two purposes: (1) it
enables us to investigate whether embedding-space robustness
learning can better preserve language-discriminative informa-
tion for downstream tasks such as language recognition, and
(2) it provides a controlled setting to study the degradation of
recognition embeddings under real-world mismatch conditions,
which remain a major challenge in the deployment of practical
recognition systems.

4.3. Evaluation Metrics and Baselines

We evaluate our proposed flow-enhanced language embedding
framework using classification accuracy as the primary metric.
For each experiment, we report recognition accuracy for each of
the five target languages, along with the average across all lan-
guages. Per-language accuracy is reported because the effects

3https://urgent-challenge.github.io/
urgent2026/

332

of acoustic distortion and the effectiveness of the proposed en-
hancement method may vary across languages.

To provide reference bounds for interpretation, we first
evaluate the pretrained language identification backbones, e.g.,
ECAPA-TDNN and Whisper, directly on the clean and noisy
datasets. The clean-condition accuracy serves as an approx-
imate upper bound, reflecting the performance of the origi-
nal LID model under matched conditions, while the noisy-
condition accuracy serves as a lower-bound reference that quan-
tifies the degradation caused by the seven different distortions
introduced in Section 4.2.

We then apply the proposed flow-matching enhancement
model directly in the language embedding space and compare
the resulting accuracies against these upper-bound and lower-
bound references. This comparison allows us to measure how
effectively the proposed method restores noisy embeddings into
clean, language-discriminative representations.

Finally, we compare our method with a front-end base-
line, DiT-Flow [47], a flow-matching-based speech enhance-
ment model. DiT-Flow was trained exactly with the same data
and distortions. In this baseline, noisy speech is first enhanced
in the waveform domain and then passed to the same pretrained
LID model for inference. Unlike our approach, which directly
enhances embedding space, this baseline performs signal-level
denoising before language recognition. The comparison is in-
tended to determine whether direct enhancement in the lan-
guage embedding space is more effective than waveform-level
enhancement for robust LID, and to explore whether robustness
is better achieved by reconstructing the acoustic signal itself or
by directly refining the representation used by the downstream
language recognition system.

5. Results and discussions

Table 1 summarizes the language recognition accuracies ob-
tained with the two pretrained backbones under clean and noisy
conditions, together with the results of the proposed Flow-
Enhanced Language Embedding method and the waveform-
level DiTFlow front-end baseline.

5.1. Comparison with clean and noisy references

A direct comparison between the clean and noisy reference sys-
tems confirms that acoustic distortion affects both backbones,
though to different degrees. For ECAPA-TDNN, the overall ac-
curacy drops from 89.79% on clean speech to 69.00% on noisy
speech, corresponding to a degradation of 20.79 percentage
points. By contrast, Whisper is considerably more robust in the
noisy condition. Its overall accuracy decreases from 99.20% to
94.40%, a reduction of only 4.80 percentage points. These re-
sults indicate that the ECAPA-TDNN embedding space is much
more sensitive to distortion, whereas Whisper already provides
comparatively noise-invariant multilingual representations.

Against these two reference points, the proposed method
demonstrates an improvement. For ECAPA-TDNN, apply-
ing the proposed flow-based enhancement directly in embed-
ding space improves the overall noisy-condition accuracy from
69.00% to 86.72%, yielding an absolute gain of 17 percentage
points. For Whisper, the proposed method improves the overall
accuracy from 94.40% to 96.68%, corresponding to an abso-
lute gain of 2.28 percentage points. Although the absolute gain
for Whisper is smaller, this result can be interpreted in the con-
text of the much stronger noisy baseline and the limited room
available for further improvement.



Table 1: Language recognition accuracy on the test set under different conditions.
using the pretrained backbone on clean and noisy utterances, respectively.

“Clean” and “Noisy” denote direct inference
“Flow-Enhanced Embedding” refers to the proposed

embedding-space enhancement method, and “DiTFlow” denotes the flow-matching speech enhancement front end. Best results under

noisy-condition enhancement for each backbone are boldfaced.

Backbone Method Overall EN ES DE FR ZH
Clean reference 0.8979  0.8917 0.7781 0.9465 0.9472  0.9800
Noisy reference 0.6900  0.6931 05719 0.6957 0.7327 0.8333
ECAPA-TDNN 1y Elow front end 0.8173  0.8267 0.6688 0.8328 0.8878 0.9267
Flow-Enhanced Embedding  0.8672  0.8592 0.8188 0.9064 0.8350 0.9867
Clean reference 0.9920  0.9982 09750 0.9933 0.9934  1.0000
Whisoer Noisy reference 0.9440  0.9801 09125 0.9331 09208 0.9467
spe DiT-Flow front end 0.9453  0.9603 0.9194 09632 0.9406 0.9400
Flow-Enhanced Embedding ~ 0.9668  0.9711 0.9594 0.9866 0.9571 0.9467

5.2. Comparison with the waveform-level enhancement
baseline

The comparisons with the DiTFlow front-end baseline further
highlight the advantage of enhancing directly in the language
embedding space. For ECAPA-TDNN, DiTFlow improves the
noisy-condition accuracy from 69.00% to 81.73%, an absolute
gain of 12.73 percentage points over the noisy reference. How-
ever, the proposed method reaches 86.72%, outperforming DiT-
Flow by 4.98 percentage points. A similar trend is observed for
Whisper. DiTFlow yields only a marginal improvement over the
noisy reference, increasing the overall accuracy from 94.40%
to 94.53%, whereas the proposed method achieves 96.68%,
exceeding DiTFlow by 2.15 percentage points. These results
suggest that direct refinement of the representation used by the
downstream language recognition model is better aligned with
the task objective than waveform-level denoising followed by
frozen feature extraction.

5.3. Backbone-dependent behavior

Both backbones exhibit different response patterns to the pro-
posed enhancement strategy. For ECAPA-TDNN, the gain is
large and consistent, indicating that the distorted language em-
beddings can be effectively transported toward a cleaner and
more discriminative manifold. Since ECAPA-TDNN is ex-
plicitly optimized for utterance-level language classification, its
embedding space appears well suited to post-hoc denoising in
latent space. For Whisper, the improvement is more moderate
in absolute terms, but still meaningful given the already high
noisy-condition baseline. This demonstrates that the proposed
framework is not limited to task-specific LID encoders, but can
also complement large-scale pretrained multilingual represen-
tations.

5.4. Implications for representation-level robustness

Overall, these results support the central hypothesis of this
work: that directly enhancing the language embedding space
is generally more effective than first enhancing the waveform
and then extracting embeddings with a frozen LID backbone.
Waveform-level enhancement is typically optimized for signal
fidelity or perceptual quality, which does not necessarily coin-
cide with maximizing downstream language recognition accu-
racy. By contrast, the proposed method operates directly on the
compact utterance-level representation used for classification,
allowing the learned flow to focus on removing nuisance vari-
ability that is irrelevant to language identity while preserving
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language-discriminative structure. The consistent improvement
over the waveform-level baseline, therefore, suggests that task-
oriented latent-space refinement is a promising direction for ro-
bust language recognition under adverse acoustic conditions.

5.5. Per-language analysis

For ECAPA-TDNN, the proposed method improves all five lan-
guages relative to the noisy reference. The largest gains are ob-
served for Spanish from 57.19% to 81.88% and German from
69.57% to 90.64%, followed by English, Chinese, and French.
The proposed method outperforms DiTFlow for four of the
five languages, with French as the only exception, where DiT-
Flow reaches 88.78%. For Whisper, the strongest gains are ob-
tained for German, Spanish, and French. In contrast, English
decreases slightly from 98.01% to 97.11%, while Chinese re-
mains unchanged at 94.67%. This indicates that the benefit of
embedding-space transport is language-dependent, and that lan-
guages, which are already robust in the original representation,
offer less room for improvement.

6. Conclusions

In this work, we introduce an embedding-level flow matching-
based framework for language embedding refinement un-
der domain mismatch, applicable to any frozen LID embed-
ding extractor, which uses a label-free training strategy with
clean—augmented embedding pairs and a lightweight residual
architecture for efficient regeneration. The proposed flow-
Enhanced language embedding method demonstrates improved
LID robustness under mismatched acoustic conditions. Besides,
the improvement is significant for ECAPA-TDNN, whose em-
bedding space is more strongly affected by distortion, but the
method also remains beneficial for Whisper despite its already
strong robustness. Direct enhancement in language embedding
space is generally more effective than waveform-level flow-
matching speech enhancement, indicating that representation-
level refinement provides a more task-relevant form of robust-
ness improvement for LID.

7. References

[1]1 D. Snyder, D. Garcia-Romero, A. McCree, G. Sell, D. Povey, and
S. Khudanpur, “Spoken language recognition using x-vectors,” in
Proceedings of the Speaker and Language Recognition Workshop
(Odyssey 2018), 2018, pp. 105-111.

[2] J. Valk and T. Alumie, “VoxlingualO07: A dataset for spoken lan-
guage recognition,” arXiv preprint arXiv:2011.12998, 2021.



[3]

[4]

[5]

[6]

[7]

[8]

[9]

[10]

(1]

[12]

[13]

[14]

[15]

[16]

[17]

(18]

A. Babu, C. Wang, A. Tjandra, K. Lakhotia, Q. Xu, N. Goyal,
K. Singh, P. von Platen, Y. Saraf, J. Pino, A. Baevski, A. Con-
neau, and M. Auli, “Xls-r: Self-supervised cross-lingual speech
representation learning at scale,” in Proc. Interspeech 2022, 2022,
pp. 2278-2282.

B. M. Abdullah, T. Avgustinova, B. Mdobius, and D. Klakow,
“Cross-domain adaptation of spoken language identification for
related languages: The curious case of slavic languages,” in Proc.
Interspeech 2020, 2020.

W. Kang, M. J. Alam, and A. Fathan, “Deep learning-based
end-to-end spoken language identification system for domain-
mismatched scenario,” in Proceedings of the Thirteenth Language
Resources and Evaluation Conference. Marseille, France: Euro-
pean Language Resources Association, 2022, pp. 7339-7343.

P. S. Frederiksen, J. Villalba, S. Watanabe, Z.-H. Tan, and N. De-
hak, “Effectiveness of single-channel blstm enhancement for lan-
guage identification,” in Proc. Interspeech 2018, 2018, pp. 1823—
1827.

D. Baby and S. Verhulst, “Sergan: Speech enhancement using rel-
ativistic generative adversarial networks with gradient penalty,” in
ICASSP 2019-2019 IEEE international conference on acoustics,
speech and signal processing (ICASSP). 1EEE, 2019, pp. 106—
110.

A. A. Nugraha, K. Sekiguchi, and K. Yoshii, “A flow-based deep
latent variable model for speech spectrogram modeling and en-
hancement,” IEEE/ACM Transactions on Audio, Speech, and Lan-
guage Processing, vol. 28, pp. 1104-1117, 2020.

X. Bie, S. Leglaive, X. Alameda-Pineda, and L. Girin, “Unsuper-
vised speech enhancement using dynamical variational autoen-
coders,” IEEE/ACM Transactions on Audio, Speech, and Lan-
guage Processing, vol. 30, pp. 2993-3007, 2022.

J. Richter, S. Welker, J.-M. Lemercier, B. Lay, and T. Gerkmann,
“Speech enhancement and dereverberation with diffusion-based
generative models,” IEEE/ACM Transactions on Audio, Speech,
and Language Processing, vol. 31, pp. 2351-2364, 2023.

J.-M. Lemercier, J. Richter, S. Welker, and T. Gerkmann, “Storm:
A diffusion-based stochastic regeneration model for speech en-
hancement and dereverberation,” IEEE/ACM Transactions on Au-
dio, Speech, and Language Processing, vol. 31, pp. 2724-2737,
2023.

B. Lay, J.-M. Lermercier, J. Richter, and T. Gerkmann, “Single
and few-step diffusion for generative speech enhancement,” in
ICASSP 2024-2024 IEEE International Conference on Acoustics,
Speech and Signal Processing (ICASSP). 1EEE, 2024, pp. 626—
630.

Y. Lipman, R. T. Chen, H. Ben-Hamu, M. Nickel, and
M. Le, “Flow matching for generative modeling,” arXiv preprint
arXiv:2210.02747, 2022.

A. Tong, K. Fatras, N. Malkin, G. Huguet, Y. Zhang, J. Rector-
Brooks, G. Wolf, and Y. Bengio, “Improving and generalizing
flow-based generative models with minibatch optimal transport,”
arXiv preprint arXiv:2302.00482, 2023.

Z. Wang, Z. Liu, X. Zhu, Y. Zhu, M. Liu, J. Chen,
L. Xiao, C. Weng, and L. Xie, “Flowse: Efficient and high-
quality speech enhancement via flow matching,” arXiv preprint
arXiv:2505.19476, 2025.

C. Li, W. Wang, M. Sach, W. Zhang, K. Saijo, S. Cor-
nell, Y. Fu, Z. Ni, T. Fingscheidt, S. Watanabe et al., “Icassp
2026 urgent speech enhancement challenge,” arXiv preprint
arXiv:2601.13531, 2026.

R. T. Chen, Y. Rubanova, J. Bettencourt, and D. K. Duvenaud,
“Neural ordinary differential equations,” Advances in neural in-

formation processing systems, vol. 31, 2018.

Y. Yuan, X. Liu, H. Liu, M. D. Plumbley, and W. Wang, “Flowsep:
Language-queried sound separation with rectified flow matching,”
in ICASSP 2025-2025 IEEE International Conference on Acous-
tics, Speech and Signal Processing (ICASSP). 1EEE, 2025, pp.
1-5.

334

[19]

[20]

[21]

[22]

[23]

[24]

[25]

[26]

[27]

(28]

[29]

(30]

(31]

[32]

[33]

[34]

[35]

[36]

[37]
[38]

S. Mehta, R. Tu, J. Beskow, E. Székely, and G. E. Henter,
“Matcha-tts: A fast tts architecture with conditional flow match-
ing,” in ICASSP 2024-2024 IEEE International Conference on
Acoustics, Speech and Signal Processing (ICASSP). 1EEE, 2024,
pp. 11341-11345.

C. Jung, S. Lee, J.-H. Kim, and J. S. Chung, “Flowavse: Efficient
audio-visual speech enhancement with conditional flow match-
ing,” arXiv preprint arXiv:2406.09286, 2024.

P. C. Loizou, Speech enhancement: theory and practice.
press, 2007.

T. Gerkmann and E. Vincent, “Spectral masking and filtering,”
Audio source separation and speech enhancement, pp. 65-85,
2018.

M. Kim and J. W. Shin, “Improved speech enhancement consid-
ering speech psd uncertainty,” IEEE/ACM Transactions on Audio,
Speech, and Language Processing, vol. 30, pp. 19391951, 2022.

CRC

Y. Ephraim and D. Malah, “Speech enhancement using a
minimum-mean square error short-time spectral amplitude esti-
mator,” IEEE Transactions on acoustics, speech, and signal pro-
cessing, vol. 32, no. 6, pp. 1109-1121, 1984.

H. Song, M. Kim, and J. W. Shin, “Speech enhancement using
mlp-based architecture with convolutional token mixing module
and squeeze-and-excitation network,” IEEE Access, vol. 10, pp.
119283-119 289, 2022.

Y. Hu, Y. Liu, S. Lv, M. Xing, S. Zhang, Y. Fu, J. Wu,
B. Zhang, and L. Xie, “Dccrn: Deep complex convolution re-
current network for phase-aware speech enhancement,” arXiv
preprint arXiv:2008.00264, 2020.

K. Tan and D. Wang, “Learning complex spectral mapping with
gated convolutional recurrent networks for monaural speech en-
hancement,” IEEE/ACM Transactions on Audio, Speech, and Lan-
guage Processing, vol. 28, pp. 380-390, 2019.

K. Tan, J. Chen, and D. Wang, “Gated residual networks
with dilated convolutions for monaural speech enhancement,”
IEEE/ACM transactions on audio, speech, and language process-
ing, vol. 27, no. 1, pp. 189-198, 2018.

Q.-S.Zhu, J. Zhang, Z.-Q. Zhang, and L.-R. Dai, “Joint training of
speech enhancement and self-supervised model for noise-robust
asr,” arXiv preprint arXiv:2205.13293, 2022.

T. Ochiai, K. Iwamoto, M. Delcroix, R. Ikeshita, H. Sato,
S. Araki, and S. Katagiri, “Rethinking processing distortions: Dis-
entangling the impact of speech enhancement errors on speech
recognition performance,” arXiv preprint arXiv:2404.14860,
2024.

R. Duroselle, M. Sahidullah, D. Jouvet, and I. Illina, “Modeling
and training strategies for language recognition systems,” in IN-
TERSPEECH 2021, 2021.

R. Duroselle, D. Jouvet, and I. Illina, “Metric learning loss func-
tions to reduce domain mismatch in the x-vector space for lan-
guage recognition,” in Proc. Interspeech 2020, 2020, pp. 447—
451.

——, “Unsupervised regularization of the embedding extractor
for robust language identification,” in Odyssey 2020-The Speaker
and Language Recognition Workshop, 2020.

J. L. Ba, J. R. Kiros, and G. E. Hinton, “Layer normalization,”
arXiv preprint arXiv:1607.06450, 2016.

S. Elfwing, E. Uchibe, and K. Doya, “Sigmoid-weighted linear
units for neural network function approximation in reinforcement
learning,” Neural networks, vol. 107, pp. 3—11, 2018.

T. Li, D. Katabi, and K. He, “Return of unconditional generation:
A self-supervised representation generation method,” Advances
in Neural Information Processing Systems, vol. 37, pp. 125441—
125468, 2024.

J. Kearns, “Librivox: Free public domain audiobooks,” 2014.

H. Zen, V. Dang, R. Clark, Y. Zhang, R. J. Weiss, Y. Jia, Z. Chen,
and Y. Wu, “Libritts: A corpus derived from librispeech for text-
to-speech,” arXiv preprint arXiv:1904.02882, 2019.



[39]

[40]

[41]

[42]

[43]

[44]

[45]

[46]

(471

J. Yamagishi, C. Veaux, and K. MacDonald, “Cstr vctk cor-
pus: English multi-speaker corpus for cstr voice cloning toolkit
(version 0.92),” The Rainbow Passage which the speakers read
out can be found in the International Dialects of English
Archive:(http://web. ku. edu/” idea/readings/rainbow. htm).,2019.

J. Richter, Y.-C. Wu, S. Krenn, S. Welker, B. Lay, S. Watan-
abe, A. Richard, and T. Gerkmann, “Ears: An anechoic fullband
speech dataset benchmarked for speech enhancement and derever-
beration,” arXiv preprint arXiv:2406.06185, 2024.

V. Pratap, Q. Xu, A. Sriram, G. Synnaeve, and R. Collobert,
“Mls: A large-scale multilingual dataset for speech research,”
arXiv preprint arXiv:2012.03411, 2020.

R. Ardila, M. Branson, K. Davis, M. Kohler, J. Meyer, M. Hen-
retty, R. Morais, L. Saunders, F. Tyers, and G. Weber, “Com-
mon voice: A massively-multilingual speech corpus,” in Proceed-
ings of the twelfth language resources and evaluation conference,
2020, pp. 4218-4222.

Y. Chen, H. Wang, S. Wang, J. Chen, J. He, J. Zhou, X. Yang,
Y. Wang, Y. Lin, and Y. Qin, “Seniortalk: A chinese conversa-
tion dataset with rich annotations for super-aged seniors,” arXiv
preprint arXiv:2503.16578, 2025.

J. Wilkins, P. Seetharaman, A. Wahl, and B. Pardo, “Vocalset: A
singing voice dataset.” in ISMIR, 2018, pp. 468-474.

K. Zhou, B. Sisman, R. Liu, and H. Li, “Seen and unseen emo-
tional style transfer for voice conversion with a new emotional
speech dataset,” in ICASSP 2021-2021 IEEE International Con-
ference on Acoustics, Speech and Signal Processing (ICASSP).
IEEE, 2021, pp. 920-924.

J.-M. Lemercier, J. Thiemann, R. Koning, and T. Gerkmann,
“Wind noise reduction with a diffusion-based stochastic regen-
eration model,” in Speech Communication; 15th ITG Conference.
VDE, 2023, pp. 116-120.

T. Cao, H. Wang, A. Frummer, Y. Sieradzki, A. Arbel, L. M.
Velazquez, J. Villalba, O. Gal, T. Thebaud, and N. Dehak, “Dit-
flow: Speech enhancement robust to multiple distortions based
on flow matching in latent space and diffusion transformers,”
2026. [Online]. Available: https://arxiv.org/abs/2603.21608

335



