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Abstract
This paper evaluates Probabilistic Linear Discriminant Anal-
ysis (PLDA) scoring for robust speaker verification using the
ECAPA-TDNN as speaker embedding extractor in both auto-
matic speaker verification (ASV) and tandem spoofing-robust
ASV (SASV). We tested ECAPA-TDNN with cosine similar-
ity scoring and various PLDA-based backends. We propose a
joint optimization approach, in which the ECAPA-TDNN em-
bedding extractor and a discriminative PLDA backend are fine-
tuned end-to-end. On the ASVspoof2019 evaluation set, co-
sine similarity achieved the best minimum normalized a-DCF
across the tested SASV systems; however, several PLDA-based
configurations reached comparable performance levels. Fur-
thermore, certain PLDA-based configurations slightly outper-
formed the cosine baseline in terms of the minimum normalized
t-DCF across the tested SASV systems.
Index Terms: Automatic speaker verification (ASV), PLDA,
calibration, spoofing-robust ASV (SASV)

1. Introduction
Automatic speaker verification (ASV) systems determine
whether two speech utterances originate from the same speaker.
Speaker embeddings can be extracted using the aid of deep neu-
ral networks (DNNs) [1–3] and other frequency- or time-based
techniques [4–6]. Then, a scoring backend evaluates the simi-
larity between embeddings using a simple measure such as co-
sine similarity, or a probabilistic measure, such as Probabilistic
Linear Discriminant Analysis (PLDA) [7]. When necessary, a
calibration stage converts raw similarity scores into calibrated
scores [8].

ASV systems that use cosine similarity as a scoring mech-
anism have been shown to be effective in contexts involving
highly discriminative embeddings that are trained with large-
margin loss functions, and under conditions of matched train-
ing and testing conditions [9]. Conversely, PLDA employs a
probabilistic framework that explicitly models variability both
between and within speakers. This enables PLDA to more ef-
fectively account for variability caused by channel differences,
recording conditions, and utterance duration, which are not di-
rectly addressed by cosine scoring. Consequently, PLDA fre-
quently demonstrates enhanced robustness under challenging or
mismatched conditions [10], particularly when training and test
data exhibit disparities in acoustic characteristics or speaker dis-
tributions. Typically, PLDA is trained to differentiate between
speakers present in the training data by modeling inter-speaker
and intra-speaker variability across a set of known speakers.
However, during the evaluation phase, test trials utilize speakers
who were not observed during the training or calibration phases.
It is hypothesized that the scoring backend accurately general-

izes to both unseen speakers and unknown acoustic conditions.
However, its validity is frequently demonstrated to be question-
able in practical applications [10, 11]. Moreover, the objective
of PLDA training is to model speaker separation rather than to
directly minimize similarity between embeddings of different
speakers in verification trials. Consequently, although PLDA
provides an effective scoring framework, its training objective
is not fully aligned with the pairwise verification task encoun-
tered at test time [12–14]. In the event that the population of the
test deviates from the training population or in the presence of
other domain mismatches, such as noise, reverberation or chan-
nel mismatch, calibration becomes imperative.

The calibration stage is trained separately, where logis-
tic regression (LR) parameters are estimated to minimize the
cross-entropy between calibrated scores and ground-truth la-
bels [8, 10, 15, 16]. This step assumes that the embedding ex-
tractor and the scoring backend already produce scores that are
well-structured for calibration, an assumption that may not hold
under mismatched conditions or domain shifts [10, 16–18].

Training each component in isolation implicitly assumes
that the other stages are already optimized for the verification
task. Nevertheless, this strategy of optimizing each compo-
nent independently can result in suboptimal performance, as
the objectives of the individual components are not completely
aligned with the final end-to-end verification criterion [13, 14].
This observation is the motivation behind various discrimina-
tive approaches. Common methods prioritize the optimization
of PLDA scoring [12,19] or the joint training of the entire scor-
ing backend, including calibration [10, 15, 20]. More integrated
alternatives involve targeted refinement of the embedding ex-
tractor [16] or full back-propagation through the entire system
for an end-to-end verification criterion [13, 14, 21, 22].

The limitations of independently optimized ASV systems
become even more critical in the presence of spoofing attacks,
such as synthetic speech, voice conversion, and replayed au-
dio. Conventionally, countermeasure (CM) systems were engi-
neered as discrete modules to screen out spoofed trials prior to
their progression to the ASV stage. Spoofing-robust automatic
speaker verification (SASV) has emerged as a framework that
integrates ASV and CM, improving both speaker verification
accuracy and robustness against spoofing attacks.

In this work, we evaluate two tandem SASV systems de-
signed to handle target, non-target, and spoofed speech tri-
als, following the ASVspoof 2019 evaluation framework [23].
In both configurations, the ASV system is based on ECAPA-
TDNN [3] speaker embeddings. The first tandem system fol-
lows the framework presented in [24]. It integrates the ASV
system with a CM that utilizes waveform probability mass func-
tion (PMF) embeddings in a tandem architecture. Furthermore,
distinct decision thresholds are optimized for male and female
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subsets. The second tandem system combines the ASV model
with a ResNet34-based CM that employs large context kernels
in the first convolutional layer [25]. The experimental results in-
dicate that, for both tandem systems, the optimal performance in
terms of the tandem detection cost function (t-DCF) is achieved
by fine-tuning ECAPA-TDNN in combination with a PLDA
backend. Conversely, when considering the agnostic detection
cost function (a-DCF), the cosine similarity backend attains the
best results. Driven by the imperative to better align the ASV
pipeline with the verification objective, this work undertakes a
joint discriminative optimization of the ECAPA-TDNN embed-
ding extractor and the discriminative PLDA backend. The effi-
cacy of the proposed model is evaluated in the context of ASV
tasks and tandem SASV scenarios. To the best of our knowl-
edge, no other work has presented a joint optimization that uses
a DNN embedding extractor without requiring the construction
of a specialized end-to-end architecture. This approach ensures
that the entire pipeline is aligned with the requirements of the
ASV task, thereby enhancing the overall verification perfor-
mance.

The remainder of this paper is organized as follows: Sec-
tion 2 provides a brief overview of previous research on PLDA-
based scoring. Section 3 describes the PLDA backend config-
uration, including its initialization from generative parameters
and its subsequent integration into a discriminative and then
end-to-end frameworks. Section 4 describes the experimental
setup, including the datasets, embedding extraction, preprocess-
ing techniques, and the proposed adaptation strategy. Section 5
presents a comprehensive performance evaluation on the Vox-
Celeb1 and ASVspoof2019 datasets. Section 6 discusses the
observed results and concludes the paper with a summary of
our findings.

2. PLDA-based Scoring
The PLDA scoring backend models the generation of an em-
bedding as a combination of a speaker-specific mean, channel-
induced variability, and residual noise [7]. By decomposing the
total variability into latent inter-speaker and intra-speaker sub-
spaces [4], this generative framework enables the computation
of a log-likelihood ratio (LLR) for verification trials while ac-
counting for session-to-session mismatches [26].

The transition from generative to discriminative PLDA
training marked a significant shift in backend optimization. Dis-
criminative PLDA was introduced in [12], where the quadratic
PLDA scoring function was optimized directly using labeled
verification trials via logistic regression or SVM objectives.
This approach was further formalized in [27], providing a ro-
bust framework for pairwise discriminative verification in the
i-vector space. To address the issue of overfitting in discrim-
inative models with high-dimensional inputs, [19] proposed a
structured parameterization of the PLDA covariance matrices
using orthonormal and diagonal components, enabling intuitive
regularization while optimizing the entire model.

Dimensionality reduction and whitening are critical pre-
processing stages designed to align extracted speaker embed-
dings with the Gaussian assumptions required by PLDA back-
end [10,20,26]. Linear discriminant analysis (LDA) is a widely
used technique for this purpose, used to reduce the dimension-
ality of embeddings while simultaneously suppressing within-
speaker variability and emphasizing speaker-specific informa-
tion [4, 9]. This projection contributes to the “Gaussianization”
of the data [10], a process that is further enhanced by length
normalization. Similarly, principal component analysis (PCA)

is often used to reduce the dimensionality of high-dimensional
speaker embeddings before backend modeling using PLDA, as
described in [28].

Neural speaker embeddings, such as x-vectors [1],
prompted a research shift toward integrating PLDA-based scor-
ing within deep learning frameworks. Early end-to-end systems
were optimized using neural embeddings with PLDA-like scor-
ing losses integrated directly into the objective function [14].
However, fully end-to-end optimization often leads to overfit-
ting. This has prompted the development of constrained archi-
tectures that mimic the classical i-vector and PLDA pipeline
while regularizing neural parameters toward proven generative
baselines [13, 29].

Further developments incorporated PLDA scoring directly
into neural architectures as differentiable layers. Neural PLDA
formulations implemented preprocessing and quadratic scoring
as neural layers optimized with task-specific costs, such as a
smooth approximation of the minimum detection cost function
(min DCF) [20]. Other approaches, such as MagNetO [16], in-
troduced quality-aware mechanisms by estimating embedding
magnitudes to improve both discrimination and calibration.

Finally, maintaining robustness under unseen evalua-
tion conditions remains a critical challenge. Discriminative
condition-aware backend presented in [10] address this by in-
tegrating adaptive calibration parameters that depend on speech
duration and side-information vectors extracted from the em-
beddings. This approach aligns with the theoretical frame-
work of [18], which critiques modern metrics like expected cal-
ibration error (ECE) for failing to account for discrimination
performance. It instead promotes the use of expected proper
scoring rules (EPSRs) and calibration loss as principled diag-
nostic tools, building upon the application-independent evalua-
tion standards originally established by [8]. Related extensions
in [11, 15] further developed verification backends designed to
maintain reliable calibration across varying acoustic environ-
ments. Notably, several of these works identify the joint end-to-
end fine-tuning of the embedding extractor and the discrimina-
tive backend as a key frontier for achieving optimal verification
performance [10, 18, 20].

While most studies either restrict optimization to the back-
end components while keeping the embedding extractor fixed
[10, 20], or require the construction of specialized end-to-end
architectures to achieve full system integration [13, 14, 21], our
approach follows a strategy pioneered for i-vector extractors
in [22]. In this work, we extend this approach to neural ar-
chitectures by performing a joint discriminative optimization of
ECAPA-TDNN extractor and a discriminative PLDA backend.

3. Discriminative Optimization
This section delineates the formulation of the PLDA backend,
its initialization from a generative model, and the subsequent
discriminative fine-tuning process applied to the entire verifica-
tion pipeline.

3.1. Discriminative PLDA Fine-Tuning

The PLDA score is defined as a quadratic function of the em-
beddings ϕ1, ϕ2:

s(ϕ1, ϕ2) = 2ϕ⊤
1 Λϕ2+ϕ⊤

1 Γϕ1+ϕ⊤
2 Γϕ2+(ϕ1+ϕ2)

⊤c+k,
(1)

where Λ,Γ, c, and k are the trainable backend parameters.
The matrices Λ and Γ encapsulate the inter-speaker and intra-
speaker covariance structures, respectively. The linear term c
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and the scalar k act as bias components that compensate for
the global mean of the embeddings and the log-prior ratio, re-
spectively. These parameters are initially computed and initial-
ized based on the parameters of the generative PLDA model as
shown in [12,27]. To produce calibrated posterior probabilities,
the score is mapped to a logit z and passed through a LR layer:

σ(s) =
1

1 + e−(w·s(ϕ1,ϕ2)+b)
=

1

1 + e−z
, (2)

where w and b are the calibration scaling and bias, respectively.
Following [15, 29], we optimize the system by minimizing

the binary cross-entropy loss over N labeled trials. Let sn de-
note the PLDA score for the n-th trial, computed as s(ϕn

1 , ϕ
n
2 ).

The loss is then defined as:

L =
1

N

N∑
n=1

[−tn ln(σ(sn))− (1− tn) ln(1− σ(sn))]

=
1

N

N∑
n=1

Ln,

(3)

where Ln represents the individual loss contribution of the n-th
trial and tn ∈ {0, 1} is the ground-truth label for the n-th trial.

3.2. Optimization and Gradient Derivation

We optimize the system using gradient-based methods. Apply-
ing the chain rule as done in [22] , the partial derivations for the
backend and calibration parameters are obtained:
• LR weight w and bias b:

∂Ln

∂w
= (σ(sn)− tn)sn,

∂Ln

∂b
= (σ(sn)− tn) (4)

• PLDA parameters (Λ,Γ, c):

∂Ln

∂Λ
= (σ(sn)− tn)w(ϕ1ϕ

⊤
2 + ϕ2ϕ

⊤
1 ) (5)

∂Ln

∂Γ
= (σ(sn)− tn)w(ϕ1ϕ

⊤
1 + ϕ2ϕ

⊤
2 ) (6)

∂Ln

∂c
= (σ(sn)− tn)w(ϕ1 + ϕ2) (7)

The value of k is neglected from the score as it is a constant and
non-informative in this discriminative setup.

3.3. End-to-End DNN Adaptation

To further align the system with the verification task, we propa-
gate the error through the DNN extractor. This procedure treats
the entire pipeline from the DNN extractor to the scoring back-
end as a single differentiable network. For any DNN parameter
v, the partial derivation for both embeddings must be calculated
and their sum back-propagated:

∂Ln

∂v
=

∂Ln

∂σ

∂σ

∂z

∂z

∂s

[
∂s

∂ϕn
1

∂ϕn
1

∂v
+

∂s

∂ϕn
2

∂ϕn
2

∂v

]
(8)

Substituting the explicit expressions:

∂Ln

∂v
= (σ(sn)−tn)w

[(
2Λϕn

2 + (Γ + Γ⊤)ϕn
1 + c

) ∂ϕn
1

∂v

+
(
2Λϕn

1 + (Γ + Γ⊤)ϕn
2 + c

) ∂ϕn
2

∂v

]
(9)

This adaptation allows the DNN and PLDA parameters to be
better tuned to the ASV task, ensuring scores are calibrated and
the entire system is optimized for verification.

4. Experimental Setup
In this section, the experimental framework is outlined. This
framework includes the system configurations, datasets, and
evaluation protocols employed in the study.

4.1. Dataset

All training stages in this work are conducted on the Vox-
Celeb1 training set [30], including PLDA training, PLDA fine-
tuning, and ECAPA-TDNN adaptation. Performance is evalu-
ated across two distinct benchmarks:

VoxCeleb1 Test Set: The VoxCeleb1 test set was utilized for
the ASV evaluation. In accordance with the official verifica-
tion protocol [30], this set comprises of genuine speaker trials
and does not incorporate any spoofed data. For the purpose of
model calibration, a subset of 10% of the evaluation speakers
was selected for the training of the calibration model, while the
remaining 90% were utilized for the testing phase.

ASVspoof2019 Evaluation Set: The SASV system was eval-
uated using the ASVspoof2019 evaluation set [23]. This dataset
encompasses both genuine and spoofed utterances.

4.2. Embedding Extraction and Preprocessing

Speaker embeddings are extracted using a pre-trained ECAPA-
TDNN model [3], which was trained with AAM-Softmax loss
using VoxCeleb1 [30] and Voxceleb2 [31] training datasets and
is implemented in the SpeechBrain toolkit [32].

In order to align the high-dimensional embeddings with the
Gaussian assumptions of the PLDA backend, five different pre-
processing strategies were evaluated :

1. No preprocessing: Using the raw ECAPA-TDNN embed-
dings as extracted, without any additional transformations.

2. ℓ2 norm: Normalize each embedding to a unit length. This
was found to be beneficial for “Gaussianization” [26], which
is important because PLDA assumes a Gaussian embedding
distribution.

3. Mean-center and ℓ2 norm: Applying global mean subtrac-
tion to center the embedding distribution followed by the ℓ2
normalization.

4. LDA-based Pipeline: A 4-step sequence consisting of: (i)
LDA projection to reduce dimensionality (i.e., 192 → 150)
while maximizing class separation; (ii) Mean centering; (iii)
Whitening; and (iv) Length normalization to the unit hyper-
sphere.

5. PCA-based Pipeline: A 4-step sequence similar to the LDA
pipeline, but initiated with mean centering followed by PCA
projection for dimensionality reduction (i.e., 192 → 150),
preserving maximum variance. The process is completed
with whitening and length normalization.

Whitening is a linear transformation that decorrelates the data
and normalizes the variance of each dimension to 1. In
our implementation, we use zero-phase component analysis
(ZCA) whitening [33], defined by the transformation W =
V D−1/2V T , where V and D are the eigenvectors and eigen-
values of the covariance matrix, respectively.

4.3. Backend Training and Implementation

PLDA is trained on embeddings extracted from the VoxCeleb1
training split. First, a generative PLDA model is estimated us-
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Figure 1: Overview of the SASV system structure and the back-
end configurations evaluated in the experiments.

ing the EM algorithm [34]. Discriminative fine-tuning is then
performed using labeled verification trials constructed from the
same split using the Adam optimizer and a binary cross-entropy
loss. Fine-tuning is conducted in two stages. In the first stage,
only the LR parameters are optimized for 100 epochs with a
learning rate of 10−5 while keeping the PLDA scoring param-
eters fixed. In the second stage, the full set of scoring parame-
ters is jointly optimized together with the LR parameters for 78
epochs. This stage utilizes a learning rate of 10−6 and weight
decay of 10−2 for PLDA parameters, while the LR parameters
are maintained at 10−5. Although our approach is similar to the
two-stage training concept described in [15], we use a different
sequence. First, we establish a calibration baseline, and then we
optimize the full model. In addition, we use the same training
split for both stages to maximize discriminative performance.

To ensure efficient verification, a fast PLDA scoring im-
plementation is used. Rather than computing the quadratic
LLR in the full embedding space for every trial pair, the scor-
ing computation is reformulated so that it is performed in a
reduced speaker space and partially precomputed in advance.
This method ensures the preservation of the precise PLDA score
while concurrently effecting a substantial reduction in the com-
putational cost during the evaluation process [26, 35, 36].

4.4. System Adaptation and Joint Optimization

Subsequent to the initial backend optimization, two strategies
for augmenting system performance are investigated: sequen-
tial and joint adaptation. As illustrated in Figure 1, the pro-
posed system’s overall architectural flow integrates the ECAPA-
TDNN extractor with various scoring backends, including the
fine-tuned stages. Figure 1 presents the six distinct models
examined throughout our experiments. In this particular con-
text, the FT blocks are indicative of discrete fine-tuning stages
within the pipeline. FT (A) block signifies the fine-tuning of
the ECAPA-TDNN extractor in isolation to adapt the embed-
dings. FT (B) block is indicative of the joint fine-tuning of the
system. In this regard, the previously fine-tuned PLDA backend
and the pretrained ECAPA-TDNN are optimized together as a
single differentiable unit.

In the sequential adaptation (model 5), the discriminatively
trained PLDA backend is kept fixed, and the ECAPA-TDNN pa-
rameters are updated using verification pairs and binary trial la-
bels. This model fine-tunes the pre-trained ECAPA-TDNN us-
ing the VoxCeleb1 training split with a binary cross-entropy loss
to align the embedding space with the discriminative logic of
the PLDA model. Specifically, to maintain model stability, all

extractor layers are frozen except for the final fully-connected
(FC) layer. This layer is trained using the Adam optimizer with
a learning rate of 10−5 and a batch size of 32 for 62 epochs.

To achieve full system integration, we propose a joint op-
timization approach (model 6). This model trains both the
ECAPA-TDNN final FC layer and the discriminative PLDA
model end-to-end within the same training loop for 25 epochs.
By allowing gradients from the binary cross-entropy loss to flow
through both components simultaneously, the embedding space
and the scoring function are co-adapted.

4.5. SASV Evaluated Systems

In this work, two tandem SASV systems are evaluated. The first
follows the framework presented in [24], where the ASV sys-
tem is combined with a spoofing countermeasure using a tan-
dem architecture. This system operates in a gender-dependent
(GD) configuration, in which distinct decision thresholds are
optimized for male and female subsets. This CM is based on
waveform’s PMF-based embeddings. The second tandem sys-
tem integrates the evaluated ASV models with the CM system
proposed in [25]. The system is based on ResNet34 with large
context kernels in the first layer.

4.6. Evaluation Metrics

ASV performance is evaluated using a comprehensive suite of
metrics that capture both discrimination and calibration capabil-
ities. The primary evaluation metrics include equal error rate
(EER) and min DCF, which provides a cost-based optimization
over all possible thresholds. Furthermore, the log-likelihood ra-
tio cost (CLLR) is reported to assess the calibration quality of
the system’s LLRs [8, 37] .

For the purpose of SASV assessment, the minimum nor-
malized a-DCF [38] and the minimum normalized t-DCF are
employed [39].

5. Experiments and Results
This section presents the performance evaluation of the con-
ducted experiments.

Following the methodology proposed in [10], we reserve
10% of the VoxCeleb1 test set speakers as a held-out develop-
ment set to estimate calibration parameters. The ASV perfor-
mance is then evaluated on the remaining 90% of the speakers,
as shown in Tables 1 and 2. This separation ensures that cali-
bration is assessed on unseen data, allowing for a rigorous eval-
uation of how well the system’s scores represent true posterior
probabilities. Results are presented in terms of EER, min DCF,
and CLLR to capture both discrimination and calibration per-
formance, with all scores computed after applying S-norm [40].
For the PLDA-based systems, CLLR is reported as two values:
Uncalibrated/Calibrated scores. In each table, the best results
are highlighted in bold, while the second-best results are under-
lined. The first column in Tables 2 and 3 denotes the model
numbering as shown in Figure 1.

Table 1 compares the preprocessing strategies described in
Section 4 as applied to ECAPA-TDNN embeddings prior to
PLDA scoring. The evaluation compares the cosine-similarity
baseline with different preprocessing configurations integrated
into either generative or fine-tuned PLDA backends. The re-
sults presented in Table 1 reveal several key insights regard-
ing the interaction between embedding preprocessing and back-
end choice. First, the projection-based methods, specifically
LDA and PCA followed by whitening (configurations 5 and
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Table 1: Performance evaluation of ECAPA-TDNN based ASV
system with various embedding preprocessing techniques on
VoxCeleb1 test set (90% evaluation speakers and 10% calibra-
tion speakers)

# Preprocessing Method EER (%) min DCF CLLR

1 Cosine similarity 0.76 0.0926 0.0976

2 No preprocessing → 1.45 0.2540 0.1262
PLDA /0.0566

No preprocessing → 1.04 0.1326 0.1191
PLDA-FT /0.0399

3 ℓ2 norm → PLDA 1.47 0.2425 0.5792
/0.0574

ℓ2 norm → PLDA-FT 1.55 0.2634 0.5961
/0.0597

4 Mean-center → 1.47 0.2453 0.5758
ℓ2 norm → PLDA /0.0572

Mean-center → 1.54 0.2635 0.5942
ℓ2 norm → PLDA-FT /0.0597

5 LDA → mean-center 1.39 0.2291 0.6112
→whitening→
ℓ2 norm → PLDA

/0.0548

LDA → mean-center 1.47 0.2292 0.6120
→whitening→
ℓ2 norm → PLDA-FT

/0.0565

6 Mean-center → PCA 1.25 0.1808 0.6212
→whitening→
ℓ2 norm → PLDA

/0.0484

Mean-center → PCA 1.38 0.1914 0.6192
→whitening→
ℓ2 norm → PLDA-FT

/0.0519

6), yield improved performance in terms of EER and min DCF
when compared to the No preprocessing setup for the generative
PLDA backend. For example, PCA with whitening reduces the
EER of the generative PLDA from 1.45% to 1.25%. This indi-
cates that these linear transformations compensate for the gen-
erative model’s limitations by projecting the embeddings into a
more isotropic space where the Gaussian assumptions of PLDA
are better satisfied.

In contrast, simpler normalization techniques such as ℓ2-
normalization and the combination of mean-centering with ℓ2-
norm (configurations 3 and 4) fail to provide any significant
gains. In terms of EER and min DCF, these methods lead to a
slight degradation in performance, indicating that basic normal-
ization alone is insufficient to enhance the discriminative power
of the already robust ECAPA-TDNN embeddings.

Notably, regarding the discriminative fine-tuning (PLDA-
FT) process, we observe that No preprocessing technique im-
proves upon the raw embedding configuration. The lowest EER
(1.04%) and min DCF (0.1326) for any PLDA-based backend
are achieved using the No preprocessing setup.

Regarding the calibration performance, we analyze the
CLLR metric, which quantifies the quality of the scores as
LLRs. As shown in Table 1, the system using PLDA-FT without
preprocessing achieves the best calibration performance, pro-
ducing the lowest CLLR of 0.0399 after calibration. This sug-
gests that for fine-tuned PLDA backends, preserving the origi-
nal embedding manifold without additional linear projections or

Table 2: Performance comparison of ASV models on the Vox-
Celeb1 test set (90% evaluation speakers and 10% calibration
speakers)

# ASV Model EER(%) min DCF CLLR

1 ECAPA-TDNN 0.76 0.0926 0.0976
cosine similarity

2 ECAPA-TDNN 1.45 0.2540 0.1262
PLDA /0.0566

3 ECAPA-TDNN 1.04 0.1326 0.1191
PLDA-FT / 0.0399

4 ECAPA-TDNN-FT 1.25 0.2314 0.0779
PLDA /0.0522

5 ECAPA-TDNN-FT 1.15 0.1309 0.0864
PLDA-FT /0.0444

6 ECAPA-TDNN 0.98 0.1181 0.1109
PLDA-FT − Joint FT / 0.0391

normalization constraints allows the calibration process to more
effectively map the output scores to true posterior probabilities.

Consequently, since the raw embedding space already pro-
vides the most effective representation for the fine-tuned back-
end, the No preprocessing configuration is selected for all sub-
sequent experiments (Tables 2 and 3).

Table 2 shows the ASV performance for the six different
models that were examined. The results compare a cosine simi-
larity baseline with various combinations of embedding extrac-
tor and PLDA backend configurations.

As shown in Table 2, cosine similarity achieves the best
overall discrimination performance in terms of EER and min
DCF. This suggests that under matched conditions, the pre-
trained ECAPA-TDNN embeddings are inherently discrimina-
tive, allowing a simple similarity-based backend to achieve op-
timal separation. The loss function employed for pre-trained
ECAPA-TDNN was also designed to optimize the cosine score,
thereby underscoring the reliability of the obtained results.

In addition, we can observe that among all PLDA-based
backends, the most prominent result is achieved by the Joint
FT approach, where the ECAPA-TDNN extractor and the dis-
criminative PLDA are optimized end-to-end. This configura-
tion outperforms all other PLDA-based systems across all met-
rics, reaching an EER of 0.98%, a min DCF of 0.1181, and
the lowest calibrated CLLR of 0.0391. The superiority of Joint
FT stems from the co-adaptation of both components; unlike
sequential fine-tuning, joint optimization ensures the extrac-
tor and backend remain synchronized, allowing the embedding
space to adapt specifically to the PLDA’s discriminative logic
for more reliable scoring.

Table 3 summarizes both ASV and tandem SASV perfor-
mance on the ASVspoof2019 evaluation set. The ASV perfor-
mance is reported using EER and min DCF, calculated on the
genuine subset of the evaluation set. The SASV performance
for the two tandem SASV systems evaluated using minimum
normalized t-DCF and minimum normalized a-DCF on the full
ASVspoof2019 evaluation set, which includes both genuine and
spoofed trials. The corresponding results for the first GD SASV
system are reported in the left columns of the SASV metrics.
The results obtained for ResNet34-Based SASV are reported in
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Table 3: Performance comparison of ASV and Tandem SASV models on ASVspoof2019 evaluation set

# ASV Model EER(%) min DCF min norm t-DCF min norm a-DCF

SASV GD [24] SASV
ResNet [25]

SASV GD [24] SASV
ResNet34 [25]

1 ECAPA-TDNN 0.80 0.0046 0.2693 0.0550 0.1216 0.0260
cosine similarity [0.47,1.18] [0.002,0.007] [0.2573,0.2808] [0.0520,0.0580] [0.0904,0.1619] [0.0159,0.0386]

2 ECAPA-TDNN 2.11 0.0122 0.2657 0.0539 0.1435 0.0403
PLDA [1.92,2.33] [0.0103,0.0135] [0.2550,0.2764] [0.0509,0.0567] [0.1119,0.1818] [0.0281,0.0549]

3 ECAPA-TDNN 2.08 0.0093 0.2702 0.0557 0.1403 0.0351
PLDA-FT [1.88,2.26] [0.0078,0.0106] [0.2589,0.2813] [0.0525,0.0587] [0.1079,0.1795] [0.0238,0.0486]

4 ECAPA-TDNN-FT 1.89 0.0109 0.2642 0.0535 0.1395 0.0376
PLDA [1.69,2.09] [0.0090,0.0128] [0.2536,0.2747] [0.0505,0.0563] [0.1071,0.1773] [0.0264,0.0516]

5 ECAPA-TDNN-FT 1.96 0.0100 0.2675 0.0544 0.1375 0.0356
PLDA-FT [1.73,2.18] [0.0081,0.0115] [0.2566,0.2784] [0.0514,0.0573] [0.1052,0.1771] [0.0246,0.0489]

6 ECAPA-TDNN 1.36 0.0071 0.2693 0.0548 0.1319 0.0318
PLDA-FT joint FT [1.21,1.53] [0.0057,0.0082] [0.2582,0.2804] [0.0518,0.0577] [0.0978,0.1714] [0.0196,0.0448]

the right columns of the SASV metrics. The values reported in
square brackets correspond to 95% confidence intervals (CIs).
The CIs are computed using bootstrap resampling with 1000
iterations and a 5% significance level, following [41].

The results in Table 3 show that for standalone ASV eval-
uation on the genuine subset, cosine similarity continues to
achieve the best EER (0.80%) and min DCF (0.0046), con-
firming its robust discrimination under clean conditions. How-
ever, among the PLDA-based backends, the Joint FT approach
demonstrates clear superiority, emphasizing the results on Vox-
Celeb. This is also valid for the tandem SASV evaluation, where
the Joint FT model yields the best min norm a-DCF among all
PLDA systems, while cosine score based ASV still outperform
all the PLDA-based systems. These results further validate that
optimizing the extractor and the backend simultaneously creates
a more robust pipeline, even when facing spoofing attacks un-
der the evaluated ASVspoof2019 setup. However, further eval-
uation on additional spoofing datasets is required.

Interestingly, the optimal backend choice for SASV appears
to depend on the evaluation metric. While Joint FT and cosine
similarity perform best in a-DCF, the lowest min norm t-DCF
is achieved by the ECAPA-TDNN-FT with a generative PLDA.
However, all the t-DCF scores are very close and do not demon-
strate statistical significance.

Moreover, in the SASV setting, discriminative PLDA-FT
does not consistently outperform its generative counterpart.
While it slightly improves the EER and more significantly the
min DCF in standalone ASV evaluations, as well as the min
norm a-DCF for SASV systems, it does not provide similar im-
provements in the min norm t-DCF.

6. Discussion
Our results on the VoxCeleb1 dataset (Table 1) demonstrate that
complex preprocessing pipelines, such as LDA or PCA with
whitening, do not necessarily yield benefits when using DNN-
based extractors. The best performance was obtained without
preprocessing, suggesting that ECAPA-TDNN produces em-
beddings that are already well-conditioned for the PLDA back-
end. In this case, additional linear transformations may lead to

information loss or overfitting [9, 16].
A key finding of this work is the superior performance

of the joint discriminative optimization. By fine-tuning the
ECAPA-TDNN extractor and the PLDA backend simultane-
ously, the system outperforms all other PLDA-based config-
urations across all primary metrics. This improvement likely
occurs because joint optimization ensures that the two com-
ponents remain synchronized during training. Unlike sequen-
tial fine-tuning, where the backend is restricted to a fixed em-
bedding space, this integrated approach allows the extractor to
adapt specifically to the requirements of the PLDA model. As a
result, the system achieves better overall performance and pro-
duces more reliable verification scores.

Across both datasets, cosine scoring remains highly com-
petitive in all discrimination metrics, especially under matched
conditions. PLDA backends, especially the Joint FT model,
provide improved calibration properties. The results further
demonstrate that improvements in standalone ASV discrimi-
nation do not always correlate with improvements in tandem
SASV cost metrics, emphasizing the importance of evaluating
systems under task-specific operating conditions.

Overall, the findings reinforce the trade-off between sim-
plicity and probabilistic modeling: cosine similarity benefits
from the strong representational power of ECAPA-TDNN em-
beddings, while PLDA offers structured likelihood modeling
that becomes more relevant when calibration and deployment
robustness are considered.

It is also worth to mention that ECAPA-TDNN loss was
initially designed for cosine scores. It will be important to ex-
amine end-to-end full training with binary cross entropy loss of
the ECAPA-TDNN with PLDA backbone.
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and O. Glembek, “End-to-end dnn based text-independent speaker
recognition for long and short utterances,” Computer Speech &
Language, vol. 59, pp. 22–35, 2020.

[14] D. Snyder, P. Ghahremani, D. Povey, D. Garcia-Romero,
Y. Carmiel, and S. Khudanpur, “Deep neural network-based
speaker embeddings for end-to-end speaker verification,” in 2016
IEEE spoken language technology workshop (SLT). Ieee, 2016,
pp. 165–170.

[15] L. Ferrer and M. McLaren, “A discriminative condition-aware
backend for speaker verification,” in ICASSP 2020-2020 IEEE In-
ternational Conference on Acoustics, Speech and Signal Process-
ing (ICASSP). IEEE, 2020, pp. 6604–6608.

[16] D. Garcia-Romero, G. Sell, and A. Mccree, “MagNetO: X-vector
magnitude estimation network plus offset for improved speaker
recognition,” in Proc. Odyssey 2020, 2020, pp. 1–8.

[17] M. K. Nandwana, L. Ferrer, M. McLaren, D. Castan, and A. Law-
son, “Analysis of critical metadata factors for the calibration
of speaker recognition systems.” in INTERSPEECH, 2019, pp.
4325–4329.

[18] L. Ferrer and D. Ramos, “Evaluating posterior probabilities:
Decision theory, proper scoring rules, and calibration,” Transac-
tions on Machine Learning Research, 2025. [Online]. Available:
https://openreview.net/forum?id=qbrE0LR7fF

[19] B. J. Borgström, “Discriminative training of PLDA
for speaker verification with x-vectors,” Department of
Defense Under Air Force. URL: https://www. ll. mit.
edu/sites/default/files/publication/doc/discriminative-PLDA-
speakerverification-borgstrom-121037. pdf [accessed 2024-02-
27], 2020.

[20] S. Ramoji, P. Krishnan, and S. Ganapathy, “Nplda: A deep neural
PLDA model for speaker verification,” in Proc. Odyssey 2020,
2020, pp. 202–209.

[21] G. Heigold, I. Moreno, S. Bengio, and N. Shazeer, “End-to-end
text-dependent speaker verification,” in 2016 IEEE international
conference on acoustics, speech and signal processing (ICASSP).
IEEE, 2016, pp. 5115–5119.

[22] O. Glembek, L. Burget, N. Brümmer, O. Plchot, and P. Matejka,
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