Odyssey 2026
23-26 June 2026, Lisbon, Portugal

Privacy in Spoken Interaction: An Overview of Inferable Attributes

Eline Bijmoldl, Anastasiia Korenevskaia?, Martha Larson

2

'Faculty of Social Sciences, Radboud University, Netherlands
2Faculty of Science, Radboud University, Netherlands

eline.bijmold@ru.nl,

Abstract

When people engage in conversations, their interactions can
reveal potentially privacy-sensitive information that might not
be apparent from isolated speech. However, current attribute-
based privacy research tends to focus on a single person speak-
ing, overlooking attributes that can be inferred from spoken in-
teraction data. This paper presents an overview of inferable at-
tributes in conversational speech, grounded in both existing lit-
erature and current applications. The paper also explores prop-
erties of spoken interaction that make it possible to infer these
attributes, highlighting how interaction itself enables new forms
of inference. By broadening the scope of speech privacy to in-
clude conversational dynamics, this work aims to support future
research and systems that more fully account for privacy risks
in real-world spoken interactions.

Index Terms: privacy, attribute inference, spontaneous speech,
dialogues

1. Introduction

Our voices can be analyzed to reveal certain personal attributes,
including emotional states and health conditions [1, 2]. These
attributes are implicit in the discriminative aspects of our voices,
including pitch, rhythm, timbre, speaking rate, prosody, and ac-
cent and can be inferred using machine learning techniques.
Advances in attribute inference have been accompanied by
growing concern for the privacy threats of classifiers that are
able to infer speaker attributes [3, 4]. Until now, however, such
studies have been focused on speech of a single speaker, often
speaking in isolation.

The starting point of our paper is the observation that the
focus of speech privacy on individual speakers is too narrow.
In the past decade, analysis of spoken interaction, i.e., when
more than one speaker is engaged in a conversation, dialogue, or
multi-party situation, is becoming more widely studied [5, 6, 7].
This research is motivated by the fact that these types of inter-
actions better reflect natural communication and offer richer in-
sights into human behavior. Moreover, some attributes become
observable only when a person is engaged in conversation (e.g.,
dominance), suggesting the need to examine interactional data.
In light of such research, it is natural that the study of speech
privacy should expand to include privacy in spoken interaction.

This paper aims to increase awareness among researchers of
the attributes inferable from conversational data, so that associ-
ated privacy risks can be studied and addressed. We present an
overview of speaker attributes that can be inferred from spoken
interaction. It is intended as a guide to the types of attributes
that, based on existing research, can be extracted from conver-
sations between two or more speakers, and that may, in certain
contexts, be considered privacy-sensitive.
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The overview was created on the basis of a scoping review
of existing literature. It organizes inferable attributes by cat-
egories, providing key papers in each category, and links the
attributes to the distinctive characteristics of speech interaction
that enable their inference.'

Our underlying motivation is the emergence of real-world
applications (e.g., Al meeting assistants) that infer attributes
from conversations. For instance, Al tools such as ReadAl* ana-
lyze meetings to infer metrics related to engagement, charisma,
and sentiment of meeting participants; Fireflies AT’ provides
such features as automatic speaker recognition and sentiment
analysis of the conversation. The fact that attribute inference
from spoken interaction is making its way into mainstream tech-
nology makes the privacy question particularly pressing.

2. Background and Related Work

In this section, we make a connection between existing work
and our own. We preface this discussion by noting that the in-
ference of personal attributions from conversational data is not
limited to speech. While this work focuses primarily on infer-
ence risks in spoken interaction, many of the same interactional
features also appear in text-based dialogue. Previous research,
such as that of Tigunova et al. [10], Welch et al. [8], Pope et
al. [15], and Liu et al. [14], has shown that different kinds of
personal attributes can be inferred from written conversations,
using data such as private messages, movie scripts, and online
discussions. These studies use patterns in language use, turn-
taking, and interaction structure to draw inferences. Moreover,
existing research often rely on visual activity, gaze information
or body positioning, making use of visual modality and spatial
information in conversations [34, 35, 36]. This suggests that
the risks discussed here apply not only to speech, but to multi-
modal forms of dialogue.

2.1. Speech privacy

Traditionally, speech privacy research has focused on biomet-
rics and identity [37, 38, 39]. However, more recently this focus
has been expanded beyond re-identification to include the infer-
ence of speaker characteristics such as age, gender, emotion, or
health status [3]. Note that these characteristics also go beyond
traditional biometrics. The expansion has been motivated by the
observation that even when a speaker’s identity is anonymized
or obscured, the combination of different inferred attributes can
still be used to build a detailed profile of the speaker. Such pro-
files may support re-identification. However, another important
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Table 1: Overview of inferable individual attributes in speech data that captures spoken interaction. The left column contains the
attributes and the right column contains the speech characteristics that we found have been used in the literature to infer them (including

references).

Individual Attributes

\ Speech Characteristics

Identity and Demographics
(e.g., Profession, Age, Gender, Family Status,
Native Country, Race, Work, Expertise,
Membership)

- Turn taking patterns (interruptions, timing, pauses) [8, 9]
- Entrainment (linguistic mirroring, style matching) [8]
- Interactive word patterns (utterances, sequences, repair) [9, 10, 11]

Personality Traits
(e.g., Openness, Conscientiousness, Extraversion,
Agreeableness, Neuroticism)

- Turn-taking patterns (temporal patterns, interruptions, floor grabs, etc.) [12, 13]
- Interactive word patterns (utterances, replies, influence) [14]

Social Roles and Hierarchy
(e.g., Dominance, Influence, Social Hierarchy )

- Turn-taking patterns (speaking time, interruptions, overlap, feedback behavior,
pacing, etc.) [15, 16, 17]

Engagement

- Turn-taking patterns (turn length, times of taking turn, length of silence,
times of being silence) [18]
- Entrainment [19]

Social Emotions
(e.g., emotional reactions, empathy, mutual attraction)

- Interactive word patterns (utterances, sequences, repair, replies, influence,
anticipation) [20, 21, 22, 23]
- Entrainment [24]

Table 2: Overview of inferable group attributes in speech data that captures spoken interaction. The table is organized in the same

manner as Table 1.

Group Attributes

\ Speech Characteristics

Group Characteristics
(e.g., group gender, group performance,
group cohesion, group satisfaction)

- Turn-taking patterns (temporal patterns, interruptions,

floor grabs, etc.) [25, 26, 27]

- Group and individual activity (laughs, number of words, non-words) [27]
- Conversation content [27]

- Entrainment [28, 29]

Conversational Dynamics
(e.g., conflict escalation, emotion evolution,
opinion change, predicting influential statements,
shared understanding)

- Turn-taking patterns (duration of turns, individual speaking time,
amount of overlap, speech to pause ratio, etc.) [30], [31]
- Conversation content [32, 33]

privacy concern is that these profiles allow for the evaluation,
categorization, or targeting of a person in ways that may feel
intrusive or are actually harmful.

Spoken interaction offers additional opportunities for infer-
ring attributes since it includes not only individual voice infor-
mation, but also information about speakers’ interaction pat-
terns. Just as in single-speaker speech, attribute privacy in spo-
ken interactions is also important [4, 40, 41]. For instance, even
when there is no need for anonymity in a meeting, a speaker
may still wish to prevent the automatic inference of sentiment,
engagement, or charisma scores. These inferred metrics may
impact how a person is perceived or evaluated, regardless of
their accuracy. People may feel that such analysis is invasive
simply because it is being done, regardless of how precise or
technically developed the methods are. This highlights the need
to study and address these technologies and their implications,
even at early stages of development.

2.2. Privacy Threats

The risks associated with attribute inference are connected to
a broader class of privacy threats, including reconstruction at-
tacks, where an adversary already knows the identity of the
speaker and attempts to infer sensitive attributes about them.
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Research in this area shows that even releasing summary data
can lead to successful inferences [42]. These findings high-
light similar risks for systems that analyze conversations to in-
fer speaker attributes, pointing to a common privacy challenge
across different types of data.

Despite the privacy-sensitive nature of attribute inference,
generally, research in the area of attribute inference from spo-
ken interaction data does not directly address privacy concerns.
The basis for the overview presented by this paper is a literature
review of this area, which is discussed further in Section 3. In
the review we found relatively few papers that explicitly men-
tion privacy in terms of spoken interactions. To give one exam-
ple, Tigunova et al. [10] discuss the use of a Personal Knowl-
edge Base (PKB) to provide transparency and user control when
inferring personal attributes for dialogue agents. They suggest
that such a structure could allow users to view and consent to the
information stored about them. Palmero et al. [43] discuss the
results of ChalL.earn LAP Challenges on Self-Reported Person-
ality Recognition and Non-Verbal Behavior Forecasting During
Social Dyadic Interactions. They recognize ethical pitfalls of
the tasks: personality computing may become a new channel of
psycological assessment, thus privacy in this regard should be
enforced. Welch et al. [8], on the other hand, mention privacy



only in the context of their research methodology, noting that
access to personal message content was restricted to the orig-
inal user. However, they do not explore broader implications
for user privacy in real-world systems. Overall, we observe that
most studies focus on developing or evaluating inference tech-
niques without going into the ethical or privacy-related issues
of their work.

2.3. Studying Personal and Group Attributes

While some personal and group attributes might not be consid-
ered privacy-sensitive in a strict legal sense (perhaps because
the data used is not directly linked to an identifiable person or
the attribute itself is not explicitly protected), there are still sev-
eral reasons to be concerned about them, stemming from po-
tential harms, ethical considerations, and the broader impact on
individuals and society [44]. Even if an inferred attribute is
not legally classified as sensitive, this information can be used
for profiling and micro-targeting that leads to discrimination.
For instance, individuals inferred to belong to a certain socioe-
conomic group might be offered different prices for the same
products or services, or their inferred preferences might be used
to tailor targeted political messages [4, 44].

While the initial attribute might not seem important, the ac-
tual use of the inference can lead to unfair outcomes. Similarly,
information inferred in one context can be applied in another,
changing its meaning and potentially leading to informational
injustice [44]. Additionally, when inferences are made about
individuals and decisions are based on these inferences with-
out their knowledge or consent, it can undermine their moral
autonomy. So, while the legal definition of privacy and privacy-
sensitive data provides a baseline for protection, we also need
to worry about inferences of seemingly non-sensitive personal
attributes, as the ethical implications extend beyond strict legal
definitions.

3. Methodology

In this section, we present the methodology that was used to
create the overview of attributes that can be inferred from multi-
speaker spoken interactions.

3.1. Overall approach

This overview was created on the basis of a scoping review,
which was carried out following the framework proposed by
[45]. The goal of our review is to identify the major categories
of attributes that related work has demonstrated can be inferred
from spoken interaction and to provide representative papers for
each categories. We do not aim for an exhaustive list of all
papers on inferrable attributes, but rather on covering the key
papers that will allow speech researchers to understand the at-
tribute categories and the characteristics of conversational data
used to infer attributes in the category.

To guide our exploration of the topic, we defined two re-
search questions:

1. What speaker attributes are revealed or significantly en-
hanced by the interactive nature of conversation, and are not
readily observable in monologues or isolated speech?

2. What group-level attributes specifically pertaining to groups
(of two or more speakers) can be inferred from a recorded
conversation?

Based on these research questions, we conducted a literature
search. The process of collecting and reviewing papers is de-
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scribed in the following subsections.

Additionally, we formulated the third research question,
which helped us to examine the status of voice privacy in spo-
ken interaction.

3. What privacy harms or risks are identified in the literature
concerning attributes inferred from spoken interactions?

Papers that we identified as addressing this research question
served as the basis for Section 2; for this reason, this research
question is not mentioned further below.

The scoping survey was carried out using two approaches:
first, conventional queries on standard search engines, and sec-
ond, Al-based search on Google Scholar Labs. Papers found
with both approaches were combined and filtered with an in-
clusion criterion. Then, we identified major clusters of at-
tributes and categories within these clusters, which structured
our overview, presented in Section 4. For each category, we
selected key papers to include in the overview discussion.

3.2. Query-based survey

For each research question, we developed a set of queries re-
flecting its core concepts. The queries corresponding to each of
the two main research questions, respectively, are listed below:

1. speaker attributes inferred from conversations / from spoken
interactions / in dialogues / in polylogues;

2. group attributes inferred from spoken conversations / spoken
interactions / speech;

We used these queries to search the collections indexed by
Google Scholar®, the ACM Digital Library®, and IEEE Xplore®.
For each query, we retained relevant publications from the first
thirty results to form the initial version of our literature base.

3.3. Al-based survey

After the query-based survey, we searched for additional papers
using Google Scholar Labs’—an experimental framework in-
tegrated with Google Scholar that employs Al to answer schol-
arly research questions by retrieving related papers. We submit-
ted our research questions directly on the Google Scholar Labs.
First, we checked whether the search returned relevant results.
This served as a validation step for the phrasing and quality of
our research questions: if the results were largely irrelevant, we
refined the question and repeated the process until convergence.
After successful validation—typically achieved in one or two
iterations—we saved the first ten results returned by the search,
thereby expanding our literature base. We observed that the
Google Labs results not only overlapped with those obtained
through traditional querying but also provided new, useful ref-
erences that contributed to this review.

3.4. Inclusion criteria

To filter out irrelevant papers, we established inclusion criteria
that helped us focus on the most relevant publications. Based on
each abstract, we determined whether a paper met the criteria or
should be excluded. For the first and second research questions,
the inclusion criteria were nearly identical and are listed below.
The paper or the setting it describes:

1. must involve interaction between speakers;

“https://scholar.google.com/
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2. must involve human-to-human interaction;

3. must focus on attributes that are difficult or less observable
in a single-speaker scenario;

4. must be available through open access or institutional sub-
scriptions;

5. must describe speaker or group attributes inferred from
speech (rather than text), though multi-modal approaches
(e.g., text+speech or video+speech) are included.

Based on the abstracts, we decided whether a paper met
the inclusion criteria and should be included in the final list of
sources. After the filtering process, we read the selected papers
to identify attributes (as described by the research questions)
and group them into categories. Ultimately, we identified two
major clusters of attribute categories that can be inferred from
spoken interactions. The first cluster covers personal attributes
of individual participants and is presented in Table 1. The sec-
ond cluster describes group-level attributes that emerge during
conversation and is presented in Table 2.

3.5. Reproducibility

We compared the results of our scoping survey with a previous
semi-structured literature survey that we carried out indepen-
dently during the preliminary phase of this work. The semi-
structured survey first identified key papers frequently cited in
foundational and recent work on speech-based inference. Then,
the search was expanded using targeted keywords and by fol-
lowing citations within the identified papers. Both surveys re-
sulted in the same categories of attributes forming the same
cluster. The main difference is that the importance of attributes
of groups emerged more strongly in the scoping survey de-
scribed in Section 4. Because of the overlap between the two
surveys, we are confident that researchers repeating our survey
would find high agreement with our categories.

4. Overview of Inferrable Attributes

In this section, we present the results of our scoping survey in
the form of an overview of attributes that can be inferred from
spoken interaction. Categories of attributes fall into two clus-
ters, described in turn: personal attributes and group attributes.

4.1. Personal attributes

Table 1 presents personal attributes, which fall into five broad
categories. The categories are ordered based on their persis-
tence or stability, from stable traits like identity and demograph-
ics to more dynamic states like social emotions. For each at-
tribute, the overview also identifies the conversational and inter-
actional characteristics, such as turn-taking patterns and align-
ment in speech patterns, that have been shown in both exist-
ing research and current Al applications to support its infer-
ence. Together, these components provide a foundation for un-
derstanding how natural spoken interaction can reveal a wide
range of personal information and how different conversational
properties contribute to that process.

We explicitly mention that among the key papers reviewed
for this study, some infer personal attributes by utilizing not
only the interactional speech characteristics that we list in Ta-
bles 1 and 2, but also acoustic features (like pitch, rhythm,
prosody, and vocal timbre) and other speech properties. These
features play an important role in attribute inference and have
been shown to effectively enable inference of attributes such as
emotion and health conditions [1, 2, 46]. However, they have
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already been well explored in existing work. Moreover, some
research successfully makes use of video cues in order to infer
personal and group attributes, which also goes beyond the scope
of our work. We do not place emphasis on these features in this
paper. Instead, our focus shifts toward less explored aspects of
speech that may still carry risk, but have not been studied with
the same level of in-depth or consistent investigation in current
literature.

The following sections provide a detailed discussion of
each attribute category, including the conversational character-
istics that support its inference, and the research studies or ap-
plications that have demonstrated these inferences in practice.

4.1.1. Identity and Demographics

Identity, profession, age, and gender are among the most sta-
ble attributes that can be inferred from speech data that cap-
tures spoken interaction. While acoustic features of individual
speakers have been proven to enable inference of these types
of attributes in existing literature [3, 47], interactional charac-
teristics provide new patterns for identifying demographic and
identity related attributes.

Among these characteristics is turn-taking. Turn-taking
refers to how speakers coordinate speaking turns in conver-
sation, including when they speak, how long they pause, and
whether they interrupt others. These patterns are not just struc-
tural, but they are socially meaningful and often tied to identity
and different kinds of demographics. For instance, Stokoe et
al. [9] demonstrates how these patterns are used to construct
and signal social categories, while Welch et al. [8] use them as
informative cues for inferring attributes such as gender and re-
lational status.

Another informative characteristic of speech is entrainment
(or linguistic mirroring), which refers to the phenomenon where
speakers adapt to each other’s speaking styles over the course of
a conversation. Welch et al. [8] show that this kind of linguistic
mirroring can correlate with relational roles. Their model also
incorporates entrainment features alongside linguistic content
to classify attributes like gender, status, and native country.

Finally, beyond the actual content of the interaction, inter-
active word patterns can also provide strong signals for inferring
identity and demographics. When a speaker responds to an-
other, what they say often depends on what came before, mak-
ing the interactional structure itself a key part of attribute infer-
ence. Thus, these patterns include how speakers respond to each
other, how they manage misunderstandings or clarification (re-
pair), and how category-relevant language emerges in dialogue.
Stokoe [9], Kitzinger and Mandelbaum [11], and Tigunova et
al. [10] show how speakers actively orient to social categories
through these patterns, illustrating that these interactional pat-
terns can reveal attributes such as profession, expertise, or social
membership.

4.1.2. Personality Traits

Personality traits can also be inferred from patterns in multi-
speaker conversation. These attributes emerge across interac-
tions and can be modeled through conversational behavior.
Turn-taking patterns offer insight into personality through
how speakers manage the flow of conversation over time. Un-
like the demographic-related signals seen in the previous sec-
tion, here the focus is more on temporal dynamics and consis-
tency across conversations. Su et al. [12] use features such as
interruptions, floor grabs, and temporal evolution of turn-taking
to model personality traits like extraversion or agreeableness.



Interactive word patterns are also used to infer personal-
ity. Unlike demographic inference, which emphasizes category-
relevant language, this approach focuses on how a speaker’s re-
sponses are influenced by the ongoing conversation. Liu [14]
analyzes sequences of utterances in dyadic conversations,
specifically looking at how speakers respond, influence each
other, and express traits like openness or conscientiousness.
Their model considers not only the speaker’s word patterns but
also the contextual influence of the preceding message.

4.1.3. Social Roles and Hierarchy

Conversational speech also conveys information about social
roles and hierarchy, such as who is dominant, influential, or
central in a group. Unlike identity, these attributes are not fixed;
they can shift depending on the context of the conversation, the
dynamics between speakers, or the particular group involved.

Turn-taking patterns, previously discussed in the context of
both identity and personality, here reflect power and influence
through behaviors like speaking time, interruptions, and topic
control. Hung et al. [16] show that dominance in meetings can
be inferred from speaking length and energy, with more domi-
nant participants taking longer turns and speaking more force-
fully. Rienks et al. [17] focus on topic initiation and uptake as
signals of influence. They measure how often a participant in-
troduces topics that others later return to, using this metric to
rank influence levels in small-group meetings. Similarly, Pope
et al. [15] found that interruptions, topic control, and persuasive
patterns reveal the hierarchy within the group, demonstrating
who is influential and how subgroups interact.

4.1.4. Engagement

Engagement reflects the degree to which participants are in-
volved, attentive, and socially connected during interaction.
This attribute can vary throughout the interaction depending on
factors like turn-taking or topic relevance.

For inferring engagement, turn-taking patterns are analyzed
with a greater emphasis on their timing and intensity. Here, fea-
tures like turn length, silence duration, and frequency of taking
or yielding the floor indicate how actively a participant is con-
tributing to the interaction. Hsiao et al. [18] show that these pat-
terns strongly correlate with social engagement levels in dyadic
conversations. To represent engagement as an evolving, observ-
able social signal, their model analyzes how consistently and
responsively a person participates in the exchange.

Entrainment, examined through linguistic style matching,
shifts from signaling social alignment (as seen in identity) to
reflecting attentiveness and mutual responsiveness. Niederhof-
fer and Pennebaker [19] introduce the coordination-engagement
hypothesis, showing that individuals who match each other’s
use of function words more closely over time tend to be more
engaged in the interaction. This perspective suggests that align-
ment is not merely a sign of social connection but also of sus-
tained and active participation.

4.1.5. Social Emotions

Social emotions, such as empathy, emotional reactions, or mu-
tual attraction, are highly dynamic and emerge from subtle pat-
terns of interaction. These emotions are shaped by how speak-
ers respond to each other and can change throughout the course
of a single exchange or shift over multiple interactions.
Interactive word patterns play an important role in infer-
ring these emotions. In previous categories, these patterns were
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used to find personal attributes through structured responses
or lexical choices. However, in this context, they help us fol-
low emotional alignment and how responsive people are during
a conversation. Li et al. [20] and Xu et al. [21] model how
emotional states evolve and spread between turns, showing that
emotions are influenced not just by what is said, but by the way
responses develop from previous utterances. Wu [22] and Alam
et al. [23] focus specifically on empathy, demonstrating that re-
pair sequences, hedging, and formulations (e.g., summarizing a
conversational partner’s experience) are central to how empathy
is shown and perceived in interactions. These patterns signal an
active and evolving emotional connection between participants.

Entrainment, in this context, reflects a stronger emotional
connection between speakers. Ireland et al. [24] show that lin-
guistic style matching, which in this case refers to people un-
consciously matching each other’s use of function words, can
be used to predict romantic attraction and relationship stability.
Here, linguistic style matching reflects more than just coordina-
tion. It captures subtle similarities in speech that reflect mutual
involvement and emotional alignment, suggesting not only en-
gagement, but shared emotional involvement.

4.2. Group attributes

Table 2 presents group attributes, that fall into two categories.
As with Table 1, we start with the attributes that are more per-
sistent or stable.

4.2.1. Group Characteristics

Inferrable group characteristics include static properties of the
group and sustained social patterns among interlocutors. As for
the static properties, Shen et al. [25] infer group gender (same
or mixed) from anonymized data based on turn-taking patterns.
They extensively rely on the turns and interruptions statistics
and find them beneficial for identifying evidence of gender di-
versity. As for social patterns, turn-taking analysis of conversa-
tional speech may also reveal group cohesion and satisfaction.
In addition to collecting speech, pause, and interruption statis-
tics, Hung et al. [26] propose encoding turn-taking information
in the form of a “WhoSpeaksNext” matrix to capture informa-
tion about the group in general and not only about separate par-
ticipants. Besides turn-taking information, Lai et al. [27] ana-
lyze group and individual activity to assess group satisfaction.
They count the total number of laughs and words, and the laugh
rate. For individual features, the number of laughs, non-words,
and words is also employed.

In the case of group characteristics, conversational content
cannot be left out of consideration, as it often provides substan-
tial information, for instance, about emotional weather in the
group. Lai et al. [27] also make a wide use of the transcripts for
the same task of predicting group satisfaction. They compute
average GloVe vectors of the sentence and compare them to as-
sess lexical cohesion. Additionally, they utilize bag-of-words
representations of popular words, SUBTL scores of the words,
bag-of-tags representations of part-of-speech tags, etc. Murray
et al. [48] leverage similar linguistic features for the task of
group performance prediction.

Entrainment, in this context, is used to identify coordination
and alignment among group members. Similar to the identity
category, where mirroring suggests relational closeness, here
linguistic style matching is treated as an indicator of group co-
hesion and role stability. Gonzales et al. [28] show that higher
linguistic alignment predicts stronger group cohesiveness and
better group performance. Yu et al. [29] extend this by demon-



strating that entrainment strengthens over time in teams, reflect-
ing stable internal structures.

4.2.2. Conversational Dynamics

During spoken interaction, a group’s emotional and collabora-
tive state changes over time. Even though audio cues on their
own may not be sufficient for tracking conversational dynamics,
when combined with textual or visual information, they could
expose numerous dynamic group attributes.

Conversational content on its own provides substantial in-
formation about the emotional state of the group. Wang et al.
[32] compare Large Audio Language Models’ abilities to ana-
lyze emotion evolution and opinion change during the conver-
sation. Huber et al. [33] utilize ASR transcripts of the meetings
to tag sentences as containing information sharing or shared un-
derstanding. Their findings also point out that group satisfaction
correlates with the total number of words in the conversation.

Turn-taking information plays an important role in tracking
conversational dynamics. To detect conflict escalation, Kim et
al. [30] aim to capture conversational structure. They exploit
the duration of turns, individual speaking time, amount of over-
lap, and other turn-taking patterns. They report that the total
amount of overlap and conflict escalation labels is highly corre-
lated.

5. Spoken-Interaction Privacy: Next Steps

In the remainder of this section, we discuss the next steps that
are needed to study privacy in spoken interaction, namely, the
definition of threat models and the development of defenses.
We finish with a short discussion on human-AlI interaction in
the context of privacy research.

5.1. Defining threat models

Future work should focus on developing descriptions of spe-
cific potential threats based on the inferable attributes discussed
in this paper. Specification schemes, such as the Scenario of
Use Scheme [40], support explicit description of the attackers
that might attempt attribute inference on spoken interactions,
including their objectives and the resources at their disposal.
Different types of attackers may target various types of infor-
mation. Having clear and well-defined specifications of poten-
tial threats makes it possible to prioritize protection efforts on
various inference risks. It is important to track how Al is used
in commercial applications to infer speaker attributes from spo-
ken interactions. Real-world applications of the technology can
help inform research priorities.

5.2. Developing defenses

Defenses against these inference attacks should be developed on
the basis of the threat specification. Future work should explore
the limitations of sensitive inferences in ways that preserve the
utility of the speech data. An example of preliminary work on
maintaining utility while protecting privacy in spoken interac-
tion is Bijmold et al. [49]. The work fits into the “Social Roles
and Hierarchy” dimension of the Table 1 and investigates pro-
tecting dominance in spoken interactions while aiming to retain
the spoken content and temporal alignment of the data. The
development of defenses must be accompanied by the develop-
ment of evaluation pipelines and protocols capable of assessing
the degree to which privacy is protected and utility is preserved.
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6. Conclusion and Outlook

We have presented an overview of attributes that can be inferred
from spoken interaction in order to broaden the scope of re-
search on speech privacy. The overview is based on a scop-
ing review that surveyed the existing literature and distilled two
clusters of inferable attributes: those related to speakers and
those related to groups. For each attribute, we have reported
key papers and the speech characteristics used for inference.
Our overview provides a basis for future work that will define
threat models and develop defenses against attribute-inference
attacks on conversational data. We close by mentioning two key
areas in which our understanding of spoken interaction data and
the privacy risks it presents should be extended.

6.1. Group privacy

Our overview includes two categories of attributes that can be
inferred about groups 2, Group Characteristics and Conversa-
tional Dynamics. Some lines of research have already opened
the question of protection of groups of people [50, 51]. We
point out that our focus here has been on groups constituted
by people in conversation with each other. Future work should
also consider groups for which the speakers are also members
of a specific, or legally-protected, sub-population and the at-
tributes that can be inferred about these sub-populations. For
instance, Yakushkina [52] investigated gender as performed in
turn-taking organization in a foreign language classroom set-
ting. Similarly, Ghilzai et al. [7] examined gender differences
with reference to the turn-taking phenomenon to empirically as-
sess the accuracy of gender difference stereotypes. In contrast,
Rochanavibhata and Marian [53] observed cross-cultural differ-
ences in conversation styles.

6.2. Human-Al spoken interactions

We are currently witnessing more people conversing with smart
speech technology in the same manner that they would with
other people. Privacy research must try to keep pace. Aloufi
et al. [54] propose an additional privacy layer to protect
the speaker’s emotional state before speech is uploaded to
the cloud. Researchers have identified the constant listening
and analysis of information by smart devices or conversational
agents as problematic. Further, when engaged in a conversa-
tional interaction style, people let down their guard. For exam-
ple, Shim et al. report that [55] emotional conversations with
Al agents are prone to the potential risk of disclosing sensitive
information combined with emotions, moods, and sentiments.

Given Al’s capabilities, we cannot rule out that conversa-
tional agents might steer discussions to provoke specific spoken
signals that reveal private attributes like identity or personality.
Larson et al. [56] raise a concern about such steering, especially
involving word patterns and content. They note that in conver-
sational Al, the system is trained to meet certain objectives, and
the intermediate inferences about the speaker may never be ex-
plicitly stored, making it very difficult to audit for responsible
use of sensitive attributes.
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