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Abstract
In recent years, Deep Neural Network (DNN) architectures have
successfully been applied to Text-Independent Speaker Ver-
ification (TI-SV), bringing impressive performance improve-
ments. Despite its broad field of application and strong com-
mercial interest, Text-Dependent Speaker Verification (TD-SV)
has seen limited research effort. This paper presents our attempt
to take advantage of DNN architectures to improve TD-SV sys-
tems, through linguistic verification (LV) followed by speaker
verification (SV). For LV, we introduce an original attention
mechanism based on activation sequence alignment. For SV,
a standard ResNet trained on speaker classification task is used.

Evaluation of the Common Voice and DeepMine datasets
demonstrates the effectiveness of the proposed approach.

1. Introduction
Over the past few years, Deep Neural Networks (DNNs) have
greatly improved Text-Independent Speaker Verification (TI-
SV) performance, but no notable improvements have been ob-
served in Text-Dependent Speaker Verification (TD-SV).

Different factors can substantially degrade the perfor-
mances of TI-SV systems. Among them, recording conditions
(background noise, room acoustics, microphone quality, and
other environmental factors), enrolment and verification con-
tent duration, and linguistic variability are known to have the
most impact. TD-SV removes linguistic content variability and
can offer good accuracy even with short-duration verification
contents and unfavorable acoustic conditions.

Moreover, utilizing TD-SV alongside secret passphrases in-
troduces an additional layer of security to the identification pro-
cess by incorporating both the ”who you are” and the ”what
you know” factors. TD-SV has hence many qualities to build
powerful commercial applications. This work focuses on a TD-
SV scenario where each speaker can choose his secret phrase.
However, the concept of the personal passphrase introduces new
difficulties, as passphrases can be of any form, grammatically
or lexically correct or not, and in any language. This is a spe-
cific TD-SV subtask that may require specific solutions. Mod-
ern literature related to TD-SV shows three different strategies
allowing to leverage of both speaker and linguistic verification
in an identification process. The first approach consists of train-
ing an ad-hoc backend (generally PLDA [1]) that integrates lin-
guistic information to compute a final decision score. PLDA

processes embeddings extracted from a DNN architecture such
as ResNet [2], ECAPA-TDNN [3] [4] or MFA-Conformer [5].
PLDA is here trained using classes whose Ids are defined by a
pairs <spk ID, utt ID> (respectively speaker ID and utter-
ance ID) instead of only the speakers IDs [6]. PLDA was origi-
nally designed to compensate for unwanted acoustic variability
[1].

The second approach consists of using phonemes classifica-
tion as an auxiliary task to force the preservation of the linguis-
tic information [7]. The phonemes classification auxiliary task
is performed at the frame level, whereas the speaker classifica-
tion is done at the segment level. For each frame, the phonemes
classification module provides the speaker classification module
with a vector of phonemes posterior probabilities. The latter is
used in an attention mechanism incorporating a part of phonetic
information in the embedding extraction process. This strat-
egy works well if the system is trained and used over a set of
pre-defined utterances. In [7] a set of 30 utterances is used for
training and testing. We aim for a TD-SV system that lets the
user choose freely his or her passphrase, without any retraining
or adaptation.

The third approach simply consists of dividing the TD-SV
task into two sub-tasks. The first one concentrates on verifying
the speaker, while the second is committed to linguistic verifi-
cation [8]. Linguistic recognition can be achieved by a speech
recognition system, but this implies additive significant deploy-
ment costs and may introduce language dependencies.

The main contribution of this paper lies in providing
a lightweight linguistic verification system, language and
utterance-independent. We propose a system composed of two
sub-systems, the first one is dedicated to the linguistic verifi-
cation task, the second one is dedicated to the speaker verifi-
cation task. The work in this paper mainly concerns the lin-
guistic sub-system. The speaker verification sub-system, for its
part, uses a classical approach but benefits from improvements
brought by the linguistic sub-system. The proposed linguistic
verification system aims to leverage the use of temporal infor-
mation contained in both enrollment and test utterances. We
begin by extracting temporal features from a ResNet trained on
utterances (phrases) classification task, capitalizing on its abil-
ity to model and capture complex high-level abstractions from
the audio data. These temporal features are extracted just before
the pooling layer in the ResNet model. The obtained prepooling
temporal features serve as the foundation of the proposed lin-
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guistic verification system. We address the inherent variability
in speech duration and speed with the use of a sequence align-
ment algorithm. Hence Dynamic Time Warping (DTW) algo-
rithm is applied, known for its simplicity and efficiency [9], for
sequence alignment. Finally, we incorporate a new attention
mechanism using the aligned sequences to estimate attention
weights. The speaker verification sub-system used is the well-
known ResNet 34 architecture described in [10].

This paper will be organized as follows: First, we will ex-
plain the experimental setup, detailing the data used for training
and testing and explaining why we believe these datasets are
well-suited for this study. Next, we will present our baseline
approach along with the associated results. Subsequently, we
will describe our novel approach, discussing the innovations it
brings and how they synergize. Following that, we will present
the overall results and engage in a discussion. Finally, we will
conclude by summarizing the approach, and its results, and out-
lining future directions.

2. Experimental setup
2.1. Task description

In the context of TD-SV, each trial consists of a pair of record-
ings that can fall into one of the following categories:

• Target Incorrect (TI): The two recordings are from the
same speaker, but the passphrases differ.

• Target Correct (TC): The two recordings are from the
same speaker, and the passphrases are identical.

• Impostor Correct (IC): The two recordings are from
different speakers, but the passphrases are the same.

• Impostor Incorrect (II): The two recordings are from
different speakers, and the passphrases are not the same.

We chose not to include II trials in the system evaluation as they
are easily identified by the linguistic system and do not provide
a representative measure of the system’s overall performance.

2.2. Datasets description

Experimental results presented here are based on the three fol-
lowing publicly available datasets: DeepMine (DM) [11], Vox-
celeb (VX) 1 and two subsets of the English and French corpus
of the Mozilla Common Voice corpus (CV) 2. We have used a
first subset of the English Common Voice dataset to train the lin-
guistic verification system. Validation of the robustness of our
model across different languages is given by conducting tests
on a second subset of the English CV corpus, and a French CV
subset as well as the Farsi and English part of DeepMine.
Table 1 and 2 give information over all used corpus.

2.2.1. Train datasets description

As our system contains 2 sub-systems, one for LV and one for
SV, we need separate datasets to train both sub-systems. The LV
sub-system was trained using a subset of the English Common
Voice corpus (LV-train). We have used about 6.7k utterances,
each of them having over 20 repetitions. The SV sub-system
was trained using Voxceleb2 (SV-train).

1https://www.robots.ox.ac.uk/ vgg/data/voxceleb/
2https://commonvoice.mozilla.org/

2.2.2. Test dataset description

Tests for LV evaluation were conducted over three languages:
English, French, and Farsi.

The DeepMine (DM) dataset contains utterances in Per-
sian and English. Utterances are pronounced by more than 900
speakers across 1800 hours of audio. DM contains five differ-
ent pass-phrases per language. We have randomly selected 100
speakers to define the test corpus DM-Test.

The Common Voice (CV) dataset contains multiple lan-
guages. In this paper, we will focus on English and French. The
CV English subset for LV evaluation was defined using 1740
utterances. The French CV evaluation subset is smaller having
225 utterances.

2.3. TD-SV Evaluation protocols

For TD-SV evaluation we have only used the DM corpus as we
were not able to find several occurrences of the same utterances
uttered by the same speaker in CV. DM protocols contain 50%
of positive trials (TC) and 50% of negative (non-target) trials.
The negative trials are further divided equally between IC errors
and TI errors, each constituting 50% of them.

Corpus Purpose nb files utterance Dur (s)
CV EN LV 365k 6.7k 3.25
VX-2 SV 5.1M 6k chunk(3)

Table 1: Train corpus description. LV: Linguistic verification,
SV: Speaker verification

Corpus Purpose Trials utterance Dur (s)
CV EN LV 268k 1740 3.25
CV FR LV 381k 225 3.47
DM EN LV & TD-SV 27k 5 2.30
DM FA LV & TD-SV 25.4k 5 1.9
VX-1 SV 37k / chunk(3)

Table 2: Evaluation corpus description. TD-SV: Text-
dependent Speaker Verification.

We have used two different performance metrics for TD-SV
trials: EER and tandem-EER (t-EER). EER was first chosen be-
cause it is widely used and accepted in the field, even if it is not
perfectly adapted for a task like passphrase speaker verification.
And, as our use case adheres to the tandem system definition
described in [12], t-EER has proven to be a more effective eval-
uation metric for our approach.

3. Baseline system description
This section describes the proposed baseline system. It is com-
posed of 2 sub-systems: the sentence verification system (or lin-
guistic system) and the speaker verification system. Both sys-
tems use the same network architecture and the same acoustic
features: magnitude of 61 Fourier Spectrum Filter Bank coeffi-
cients. The coefficients are extracted over a sliding window of
25 ms every 10 ms. Features extraction includes Coefficients
Mean Variance Normalization (CMVN) over blocks of 30 filter
banks vectors. Filter Bank features are extracted using Kaldi.
[13].

We have used the same ResNet 34 [10] architecture for both
sub-systems. As shown in Fig.1, it is composed of two parts, the
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Figure 1: Linguistic and Speaker verification ResNet 34 archi-
tecture. (see paragraph 1 in section 3)

first part is called the generator. It applies a series of convolu-
tion blocks (4 blocks) followed by an Attentive Statistic Pooling
layer (ASP) [14] and a fully connected layer (FC256). The gen-
erator computes an embedding called X-vector (XV). The XV
is generally used with a PLDA or cosine similarity back-end
to obtain the trial score, in our case, we apply cosine similar-
ity. During the training phase, XV is forwarded to the speaker
classifier. All the system parameters are optimized by using the
Additive Angular Margin Loss (AAM) [15] over a speaker clas-
sification task (training speakers).

3.1. Linguistic verification system

The linguistic verification system uses the ResNet architecture
described in section 3 where the target class is the sentence ID.
Parameters of the system are trained over the training subset of
the English sub-corpus of Common Voice. The training subset
is defined by selecting 6736 unique sentences pronounced at
least 20 times by different speakers. This leads to a total of
365′052 utterances (329 hours). The amount of available data
makes it possible to train the linguistic system from scratch.

Table 3 shows performances of the linguistic verification
system on 4 different protocols: The French and Farsi test sub-
sets of DeepMine and the English and French test subsets of
Common Voice (CV).

DM EN DM FA CV EN CV FR
0.21% 2.2% 0.28% 2.4%

Table 3: EER of the linguistic validation task system evaluation
performances on DeepMine and Common Voice for the linguis-
tic verification task.

As shown in table 3 performances of the sentence validation
system are very good. As expected and since the model was
trained only using English utterances, accuracy is better over
the English protocols. For French and Farsi, not only were the
test sentences never used during the training of ResNet, but also
no sentences from these two languages were used during train-
ing. The results obtained for these two languages show good
generalization properties of the proposed approach over unseen
languages and utterances.

3.2. Speaker verification system

The speaker verification system is based on the ResNet de-
scribed in 3. It is trained using the VoxCeleb2 database [16].
This system is evaluated on DeepMine and Voxceleb1 (see ta-
ble 4).

Voxceleb1 DM EN DM FA
1.59% 7.2% 4.5%

Table 4: Baseline ResNet 34, Speaker Recognition EER results
on Voxceleb1 and DeepMine protocols.

3.3. Overall baseline

TD-SV results are obtained (see table 5) by combining both lin-
guistic and speaker verification systems. The linguistic system
is used as a filter and all trials rejected by this system are not
going through to the speaker verification system. Doing so al-
lows for obtaining a more reliable EER threshold estimation on
the speaker task. It is important to notice that the degree of im-
provement brought by the linguistic system greatly depends on
the distribution of trial types. In our case 75% of the trials have
the same linguistic content, therefore the overall TD-SV perfor-
mance is less impacted by the linguistic filtering process than
by the speaker verification system. Despite this unbalanced tri-
als scenario and as seen in table 5 (compared to results in table
4), the overall baseline is showing notable improvements (due
to the linguistic filtering) compared to the speaker verification
system: 53% relative gain for English and 33% relative gain for
Persian.

Model/EER DM EN DM FA
ResNet Ling + ResNet Spk 3.37% 3.26%

Table 5: Overall baseline EER performance on DeepMine pro-
tocols (see table 2 both in English and Farsi).

4. Proposed approach for TD-SV
In this section, we describe a new approach aimed at improv-
ing the sentence verification sub-system. We first present the
linguistic verification sub-system that uses an original attention
mechanism. We will carry out the sentence verification system
of an original attention mechanism, based on the alignment of
two sequences.

4.1. Comparative attentive aligned system

We introduce here a new workflow that considers the pre-
pooling activation sequence (output of Block N on Fig.1) to
generate a new embedding computation mechanism. The pro-
posed linguistic verification approach uses the pre-pooling acti-
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vation sequence extracted from the baseline linguistic verifica-
tion system. The premise is that we capitalize on the linguistic
ResNet’s ability to capture high-level abstractions from data.
We believe that the sequence at this level of the network con-
stitutes the best temporal/linguistic representation. Just before
the pooling layer, the linguistic ResNet generates a sequence of
activation vectors (we call this the pre-pooling sequence) which
embodies the linguistic content of the input utterance while pre-
serving its temporal structure (see Fig 1).

The pre-pooling sequence consists of a matrix of dimension
[n,m], where n is the feature dimension (in the prepooling
space) and m is the number of frames. Two trial utterances
will have the same feature dimension but a different number
of frames. Dynamic Time Warping algorithm (DTW) [17] is
applied to identify the optimal alignment for the two activation
sequences. When a frame is aligned with multiple frames
from the other utterances, we duplicate the frame to ensure
both utterances have the same length. We then stack both
aligned sequences to form a super-sequence tensor that jointly
represents both utterances (see Fig.2).

Figure 2: Input pre-process using DTW alignment, apply on a
pair of extracted temporal features from the linguistic ResNet.

The super-sequence is the input for the new proposed lin-
guistic validation system. The shape of the super-sequence is
[2, n,m], (see Fig.4). As shown in Fig. 3 the super-sequence
is then firstly processed by the proposed attention system, the
Comparative Attentive System (CAS) which uses feature val-
ues and temporal properties to weight the super-sequence. CAS
uses a similar mechanism to ASP to compute the attention
weights however it uses a 2D TDNN instead of a 1D TDNN.
This allows computing attention weights by jointly integrat-
ing both sequence characteristics in terms of features and tem-
poral matching. This creates a weight matrix of dimension
[n,m] which is then applied to both sequences within the super-
sequence. This process is possible thanks to the alignment of
the two activation sequences. The process of the CAS is de-
scribed in Fig.4 and 5.

Figure 3: Full linguistic approach, CAS refers to Comparative
Attentive system.

As shown in Fig.3, the two sequences are then fused into a
single sequence thanks to another 2D TDNN layer. This fused
sequence carries frame-by-frame information over matching
properties of the two input utterances.

We ultimately employ an ASP mechanism for both the
pooling process and the computation of the final embedding.
This embedding is then reduced using a fully connected layer
to a single value. The decision score is then obtained using a
sigmoid activation function (see Fig. 3).

Figure 4: CAS process part 1: attention weights computation.
TDNN2D reduces the dimensions from [2,n,m] to [n,m]

Figure 5: CAS process part 2: attention weights application to
each sequence. Recombination of both weighted sequences.

This approach improved the linguistic verification EER per-
formance from the baseline (See Table.6). For the Common
Voice protocol, this approach doubled the performances when
compared to the baseline. Furthermore, for DeepMine this ap-
proach is less impactful achieving similar results. However, the
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Model/EER% Common Voice EN Common Voice FR DeepMine EN DeepMine FA
ResNet ling 0.28 2.4 0.21 2.43
DTW/CAS 0.14 0.9 0.25 2.2

Optimal linguistic score combination:
ResNet ling + DTW/CAS 0.09 0.7 0.10 1.79

Table 6: Linguistic verification systems EER. Linguistic score combination is an additive process of multiple systems scores. The
scores are used to determine a new threshold for the EER.

Model Protocol concurrent t-EER %
ResNet ling / ResNet spk DeepMine EN 4.63

DeepMine FA 4.39
(DTW/CAS) / ResNet spk DeepMine EN 4.43

DeepMine FA 4.17
Optimal linguistic score combination:
(ResNet ling + DTW/CAS) / ResNet Spk DeepMine EN 4.43

DeepMine FA 4.04

Table 7: t-EER TD-SV results on both DeepMine EN and FA. Score combination is the process of adding the score of multiple models
and finding the optimal threshold with this additive score.

combination of both systems improves the EER performance
for all protocols.

5. Results
5.1. Linguistic results

Using the proposed approach, we can achieve great linguis-
tic results (see Table.6). They are independent from the pro-
nounced sentence and lean toward language independence.
While the results for other languages, specifically French and
Persian, are worse than those in the trained language, we be-
lieve the current results demonstrate that such a system can be
effectively used for other languages.

5.2. Overall scores

We are keeping the speaker model unchanged from the baseline.
We want to see the implication of the linguistic filter on the
overall TD-SV performances. Having a better linguistic filter
will lead to a more accurate threshold estimation for the SV
system since it is computed based on matching linguistic pairs.

Model/EER DM EN DM FA
ResNet Ling + ResNet Spk 3.37% 3.26%

DTW/Attention + ResNet Spk 3.39% 3.18%
score combination + ResNet Spk 3.34% 3.09%

Table 8: TD-SV EER performance of the baseline and the pro-
posed approach. Modifying only the linguistic verification filter
system.

Table 8 demonstrates that the performance does not change
much when using the EER metric. This is due to multiple
factors. First, only 25% of the trials in the test protocols
are linguistically different. Therefore the linguistic system
contributes less to the overall performance compared to the
speaker verification system. This demonstrates the EER
metric’s limitation and explains why we are interested in the
new t-EER approach.

In this paper, we are interested in two types of performance

verification. The first is a standard tandem system EER ap-
proach where the first system is a filter for the second. Secondly,
we are using a recent novelty called tandem equal error rate (t-
EER)[12]. The t-EER was made to better represent the perfor-
mance of tandem architectures[18]. For this reason, we believe
leaning toward t-EER to benchmark our approach is crucial.

5.3. tandem-EER results

Tandem-EER is a modified version of EER designed for tan-
dem systems, i.e. systems that contain 2 successive classifiers.
Tandem-EER was first introduced for a tandem system involv-
ing spoofing detection followed by speaker verification[12].
Tandem-EER considers the false alarm error rate from both the
first and second systems (respectively LV and SV systems here).
Tandem-EER further introduces ρ, the proportion of linguistic
negative examples within all negative examples. ρ = 1 indi-
cates that the negative class is made up of trials with the wrong
utterance (TI). Therefore, the system will try to reject it as much
as possible. On the other hand, ρ = 0 indicates the negative
class is only made up of trials with the wrong speaker (IC). The
decision threshold is adjusted depending on this variable. The
following formula (1) is used to determine for each speaker ver-
ification threshold the Linguistic Validation system threshold.
This ensures an optimal threshold for the LV system given one
SV system threshold and ρ.
Given Pfa, sv is the false alarm error rate due to speaker ver-
ification error and Pfa, lv is the false alarm error rate due to
linguistic validation error, T-EER then requires the definition of
the total tandem false alarm Pρ,miss as a convex combination
of Pfa, sv and Pfa, lv.

Pρ,miss = (1− ρ)Pfa, sv + ρPfa, lv (1)

T-EER is computed for different SV decision thresholds and
different ρ. This allows us to find the concurrent T-EER point
that finally gives us an overall performance metric for the sys-
tem. Concurrent T-EER is the point where all T-EER paths de-
pending on ρ intersect. This ensures the following formula (2).
Concurrent T-EER is shown in the table.7

Pmiss = Pfa, sv = Pfa, lv (2)
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Fig.6 and 7 represent the distribution of the test data us-
ing speaker and linguistic scores. We have three different la-
bels. Target corresponds to TC, non-target is IC, and finally,
the spoof is TI. The different t-EER paths are represented by
the blue curves and the intersection of those curves represents
the concurrent t-EER.

Figure 6: t-EER paths, on linguistic content ResNet and speaker
verification ResNet for DeepMine EN.

Fig.6 shows the slim threshold separating matching and
non-matching linguistics. Small variability could impact dra-
matically the performance.

Figure 7: t-EER paths, on score combination of ResNet linguis-
tic scoring and our approach in addition to the speaker verifica-
tion ResNet for DeepMine EN.

In fig.7, We observe a distinct demarcation between linguis-
tic content that matches and non-matching content. While this
system demonstrates similar EER performance we believe that
variability will be less impactful and therefore lead to a more
robust system.

6. Conclusion
In this article, we presented a new method to provide solu-
tions to the TD-SV problem. The proposed approach works
in tandem: first, a linguistic verification is done followed by
speaker verification. The linguistic verification is based on a
ResNet trained on phrase classification, followed by a DTW
alignment and an attention system applied to the two aligned
sequences (enrollment/test). The DTW was applied in the pre-
pooling space. Very good results were obtained with the pro-
posed linguistic system. Filtering trails with different linguistic
contents considerably improve the performance of the TD-SV.
The experimental results have shown great progress in terms
of robustness with better discrimination. T-EER brought a new

perspective and visualization of tandem system performance.
While it was shown a relatively small performance increase us-
ing traditional EER, we were able to see thanks to T-EER the
effectiveness of the proposed approach. In this paper, the pro-
posed approach only aimed at verifying the linguistic content.
In future work, we wish to experiment with this approach to im-
prove the discrimination between two different speakers having
pronounced the same sentence.
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