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Abstract

Dysarthria, a speech disorder stemming from difficulties in con-
trolling the relevant muscles, presents formidable challenges to
effective communication. This study proposes an Automatic
Speech Recognition (ASR) system that uses the encoder of
Whisper model to extract features from audio files containing a
single utterance of word and passes it to the classifier model for
identification. This transfer learning approach builds a speaker-
independent dysarthric ASR system by employing features ob-
tained from the Whisper encoder module into three classifier
models - LSTM, Bi-LSTM, and Bi-GRU. The whisper feature
set achieved high accuracy of 71.55% when used with BIGRU
model, surpassing relatively the best average accuracy achieved
by speaker-adaptive ASR system of Speech Vision. Robustness
of these models was analyzed against AWGN and babble noise
at various SNR levels. The performance degradation is signif-
icantly less for proposed Whisper features than state-of-the-art
wav2vec2.0 model.

1. Introduction

Dysarthria is a common speech disorder that affects the muscles
associated with the production of comprehensible speech, re-
sulting in difficulty in producing natural speech. This can make
it difficult for the patient to make himself understood. This dis-
order can occur due to a vast range of conditions ranging from
brain injury, brain tumor, stroke, and nervous system disorders
to cerebral palsy, Parkinson’s disease, or Amyotrophic Lateral
Sclerosis (ALS) [1].

Individuals suffering from dysarthria are often limited by
their physical movements, as a result, they are not only limited
by communication but also in accessing and interacting with
technological interfaces, such as mouse, keyboard, and smart-
phone. With the help of assistive technologies, such as ASR,
their spoken words can be converted into text, which can be eas-
ier for others to understand. This allows dysarthric patients to
express themselves more effectively and participate in conver-
sations. Moreover, integrating ASR technology into Internet of
Things (IoT) devices would lead to a more seamless experience
for dysarthric individuals [2].

ASR systems have been divided into three categories based
on the speaker’s characteristics, namely, speaker-dependent
(SD), speaker-independent (SI), and speaker-adaptive (SA). Un-
like an SD ASR, which is trained to recognize an individual
speaker’s speech, a SI ASR is one wherein the system can rec-
ognize any speaker’s utterance. When developing a speaker-
dependent ASR system, the data scarcity problem results in a
sharp decline in accuracy with the increase in vocabulary size
[3], [4]. The SA ASR trains a speaker-independent ASR to learn
features for the specific speaker.

A novel approach was proposed in [5] for SI ASR systems
that utilize a hybrid adaptation, based on maximum a posteri-
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ori (MAP) estimation and maximum likelihood linear regres-
sion (MLLR) technique, to enhance the Hidden Markov Model
(HMM) [6] in the baseline ASR using MFCC features along
with A and AA features. However, the HMM-based approach
for dysarthric ASR often yields poor performance. This is at-
tributed to the significant variability present in dysarthric speech
and the scarcity of available data to train the ASR system effec-
tively.

Recent ASR systems have been focused on speaker adap-
tive systems’ potential to learn basic acoustic-visual features
of words in the vocabulary in a speaker-independent manner
and then refine their knowledge when presented with dysarthric
spectrograms of individual speakers [7]. Speech Vision was de-
veloped by leveraging the visual features of words through a 2-
dimensional Spatial Convolutional Neural Network (S-CNN),
which was learned from speech data of normal speakers [8].

From a practical viewpoint, a speaker-dependent or
speaker-adaptive ASR, which requires speech data of the spe-
cific speaker possesses a little utility to be scaled, keeping in
mind the large data required to train such systems, and the
difficulties faced by individuals suffering from dysarthria. In
this study, we propose an end-to-end pre-trained Whisper trans-
former encoder, using a transfer learning approach to build a
speaker-independent ASR system.

The rest of the paper is organized as follows: Section 2 pro-
vides the details of the proposed Whisper model and the transfer
learning approach. Section 3 gives details about the experimen-
tal setups. Section 4 follows with an analysis of the results and
related discussions. Finally, Section 5 concludes the paper with
potential future research directions.

2. PROPOSED WORK
2.1. Introduction to Whisper

Whisper is an open-source pre-trained “weakly supervised
model” trained on user-generated weak labels, recently released
in September 2022 [9]. Unlike wav2vec 2.0 [10] and HuBERT
[11], which are pre-trained on large amounts of unlabelled au-
dio data, the Whisper model is pre-trained on a vast amount
of labeled audio data. The Whisper model is trained to per-
form numerous tasks ranging from voice activity detection, lan-
guage identification, translation, and transcription. Whisper es-
sentially underscores that training on a vast labeled dataset sig-
nificantly achieves competitive performances in zero-shot trans-
fer learning, without the need for fine-tuning [12]. This im-
portant feature of the Whisper model can be very effective for
dysarthric ASR, as no need for fine-tuning eliminates the need
for extra held-out data.

The Whisper model is an encoder-decoder style transformer
architecture as described in [13]. The input audio is pre-
processed and divided into chunks of 30 seconds and padded
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if necessary before being resampled at 16 kHz. An 80-channel
Log-Mel Spectrogram representation is produced using a win-
dow of 25 ms with a stride of 10 ms, as described in [9]. Whis-
per is trained on a dataset containing 680,000 hours of tran-
scribed audio data, which includes 170,000 hours of other lan-
guages and 125,000 hours of translations to English [9]. Being
trained on such a diversified dataset certainly helps result in a
model trained with high robustness.

Noise is an unavoidable component that is caught while
capturing audio signals in real-world circumstances. Any un-
desired or random sound that contaminates the intended audio
stream during the recording is referred to as noise. Environmen-
tal variables (e.g., background talk, road noise, air condition-
ing), electronic interference, microphone sensitivity, or even the
inherent electrical noise in recording equipment can all cause
it. Regardless of the efforts taken, completely eliminating all
sources of noise during audio recording is difficult. Hence, in
this study, the proposed ASR system is also tested for noise
robustness by augmenting noise to clean UA-Speech data. In
addition, due to the Whisper model’s training on a broad and
extensive dataset, we hypothesize that it would exhibit robust
performance under noisy conditions. To investigate this hy-
pothesis, we performed multiple experiments by adding noise at
different Signal-to-Noise Ratio (SNR) levels. The results were
also compared with another encoder model, namely, wav2vec
2.0[14].

2.2. Whisper Models

There are 5 different models of Whisper, namely, tiny, base,
small, medium, and large. These models differ in the number
of transformer encoder-decoder layers, and the number of train-
able parameters as shown in Table 1. The Whisper encoder fea-
tures are fixed-dimensional vectors obtained at the end of the
encoder module with sizes of 1 x 1500 x 384, 1 x 1500 x 512,
1 x 1500 x 768, 1 x 1500 x 1024, 1 x 1500 x 1280 for the tiny,
base, small, medium, and large models, respectively. In Section
4, we analyze the effect of different Whisper models, namely,
the tiny, base, and small on the performance of the ASR system.

Table 1: Whisper Models. After [9].

Whisper Model | Layers | Width | Heads | Parameters
Tiny 4 384 6 39M
Base 6 512 [ 74M
Small 12 768 12 244M
Medium 24 1024 16 769M
Large 32 1280 20 1550M

2.3. Transfer Learning
We hypothesize that the whisper encoder module captures rel-
evant features required for building an ASR system. To test
this hypothesis, this study proposes the use of a transfer learn-
ing approach. Transfer learning is a machine learning approach,
which uses the knowledge of one task to improve performance
and speed up the learning of a related new task. During transfer
learning, some of the hyperparameters that have been already
learned are kept frozen, preserving the information that has al-
ready been learned [15].

The proposed training pipeline of our work is shown in Fig.
1. The input audio signal is preprocessed and made ready to
be given as input to the Whisper encoder block. The input
passes through two convolutional layers before the sinusoidal
positional encoding is applied. The processed signal is passed
on to the Whisper encoder, which returns a fixed-dimensional
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feature set depending on the size of the Whisper model used,
which is used to train the classifier model. The Algorithm 1
describes the algorithm for the proposed work. The weights of
the Whisper encoder are kept frozen during the training of the
model, only updating the weights of the classifier used. Thus,
the Whisper encoder features are saved beforehand to prevent
running the same code to extract features multiple times, while
training the classification model.

Algorithm 1 Transfer Learning with Whisper Encoder Features
Input: Audio File

Require: whispModel = Load Pretrained Whisper Model
Require: processor = Load Whisper processor

procedure WHISPER_MODEL(x)
return whispModel.encoder(x)
end procedure

whisper_model = WHISPER_MODEL()

for z: Loop(Audio Files[ ]) do
sample, sampling_rate = load_file(x)
input = processor(sample)
whisp_features = whisper_model(input)
save(whisp_features)

end for

procedure CLASSIFIER_MODEL(parameters)
return model
end procedure

model = CLASSIFIER_MODEL(parameters)

for itr < num_epoch do
for input in whisp_features do
outputs = model(input)
Minimize loss(outputs, labels)
Update parameters
end for
end for

3. EXPERIMENTAL SETUP
3.1. Evaluation Data Used

We have employed the well known and statistically significant
Universal Access Dysarthric Speech (UA-Speech) corpus in
this study [16]. Data from 15 dysarthric speakers with cerebral
palsy, and 13 healthy speakers make up the UA-Speech corpus.
There are 10 numerals (one, two, three, etc.), 26 international
radio alphabets (alpha, bravo, charlie, etc.), 19 computer in-
structions (line, enter, command, etc.), and 100 common words
(the, and, of, etc.) in the dataset. There are 155 distinct words
available for categorization in all. Additionally, each speaker
has recorded each word three times. The dataset is grouped on
the basis of words, and hence, it consists of 155 classes of dif-
ferent words.

3.2. Generating Noisy Dataset

In this study, the noise robustness of the proposed Whisper En-
coder model features is evaluated. This objective was achieved
by generating noisy datasets from the clean UA-Speech dataset.
Two types of noise were added to the clean UA-Speech dataset,
namely, Additive White Gaussian Noise (AWGN), and non-
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Figure 1: Functional block diagram of proposed whisper encoder transfer learning pipeline in fandem with BiGRU, BiLSTM, and

LSTM classifiers.

stationary babble noise. Furthermore, these noises were added
at four different Signal-to-Noise Ratio (SNR) levels, namely, -5
dB, 0 dB, 5 dB, and 10 dB, to create 4 datasets for each type
of noise, to assess the noise power impact on the model. The
effects of noise on the log-Mel spectrogram of the spoken word
command in Fig. 2 can be clearly seen in Fig. 3, in particular,
as the SNR level decreases, it is very difficult (if not impos-
sible) to detect the pattern of variation of spectral energy den-
sity and thus, posses a real practical technological challenge for
dysarthric ASR system.

3.3. Details of Feature Sets Used

In this study, the performance of the whisper-encoder features
is compared with the two most often considered self-supervised
neural-based encoder models for ASR, namely, wav2vec 2.0
[17] and HuBERT [11]. The features extracted from these mod-
els were used as input to different classification models. The
output of the whisper encoder for each audio file is a tensor of
equal length, i.e., 1 X 768 x 1500 (for whisper-small). Whereas,
the output length of the wav2vec2.0 and HuBERT depends on
the length of the input file. From Fig. 4, it can be observed that
audio files in UA-speech corpus vary in length with the mini-
mum being 1s, and the maximum length of 56s. However, it
is quite clear that the majority of the audio files lie in the cate-
gory below 10s. Therefore, the extracted features were reshaped
to a length corresponding to 10s length of audio. The whisper
model, by its architectural design, takes the input in chunks of
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30s [9], it gives a fixed length output. When the Mel spectro-
gram of these output features was visualized, the 20s worth of
features in the later part of the spectrum were simply blank and
carried no information. Hence, in our work, the output of the
whisper-encoder was truncated for 10s, which made the feature
shape 1 x 768 x 500 (for whisper-small). In order to tackle the
problem of variable length wav2vec2.0 and HuBERT features,
we added padding to those feature files that are less than 10s and
attenuated those above 10s to bring them to the agreed shape of
1 x 1024 x 400 that corresponds to 10s of the audio file.

3.4. Models Used for Classification

The output from the encoder model, which extracts the seman-
tic features from the audio files, is transferred to the classifier
model, which categorizes the speech into 155 classes, each for
one word. In this work, three classifier models are used, namely,
Long Short-Term Memory (LSTM) [18], Bidirectional LSTM
(Bi-LSTM) [19], and Bidirectional Gated Recurrent Units (Bi-
GRU) [20]. A detailed comparison has been made between the
results of these RNN models. The dataset of extracted features
was divided into 3 blocks, namely, B1, B2, and B3. The classi-
fier models were trained using the data from blocks B1 and B2
(2179 utterances), and they were tested on block B3 (1085 ut-
terances). The ADaptive Moment estimation (Adam) optimizer
with a learning rate of 0.001, and the categorical cross-entropy
loss function were used for training the model [21].
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Figure 3: Log-Mel spectrograms of the spoken word, “com-
mand”, after addition of (Panel I) Babble noise, and (Panel II)
AWGN noise for different SNR levels of 10 dB, 5 dB, 0 dB, and
-5 dB from top to bottom.

3.4.1. Long Short-Term Memory (LSTM)

LSTM is a type of recurrent neural network (RNN) architec-
ture that is particularly effective in processing and analyzing
sequential data. LSTM networks are designed to overcome the
limitations of traditional RNNs, such as the vanishing gradient
problem, which makes it difficult for RNNs to learn long-term
dependencies in sequences of data samples [18]. For this study,
an LSTM model with 2 layers was used, each consisting of 256
LSTM cells, with a dropout of 25.5% at the end of each layer.
Finally, a dense layer of 155 units and a softmax activation func-
tion was used as the output layer for classification.

3.4.2. Bidirectional Long Short-Term Memory (Bi-LSTM)

The Bi-LSTM model consists of two LSTMs, one processing
the input sequence in the forward direction, and the other pro-
cessing it in the backward direction as proposed in [19]. By
processing the sequence in both directions, the model is able
to capture not only the past context but also the future context
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Figure 4: Histogram of the entire UA_Speech corpus.

of each input element. The outputs from both LSTM layers
are typically concatenated at each time step to produce the final
output of the Bi-LSTM model. The two LSTMs used in the Bi-
LSTM model have the same internal setup as defined for LSTM
in sub section 3.4.1.

3.4.3. Bidirectional Gated Recurrent Unit (Bi-GRU)

GRU is also a type of RNN similar to LSTM but has fewer
parameters, and can capture short-term dependencies more ef-
fectively [20]. Also, they are computationally efficient due to
the simpler architecture compared to LSTM [22], [23]. From
the comparisons of LSTM and Bi-LSTM, it is observed that the
bidirectional nature of Bi-LSTM helps in a better prediction of
the correct class for the words as seen in Fig. 5 and Fig. 6.
Hence, it would be fair to choose Bi-GRU for the same, as it is
a simpler version of the Bi-LSTM model.

3.5. Performance Evaluation

We employed several frequently used performance metrics, in-
cluding the F1-score [24], Jaccard’s Index, which assesses the
similarity and dissimilarity of two classes [25], Mathew’s Cor-
relation Coefficient (MCC), which quantifies the degree of cor-
relation between two classes [26] and Hamming loss, which is
based on the number of samples that are incorrectly predicted, is
used to quantify the degree of correlation between the predicted
and actual class [27].

4. EXPERIMENTAL RESULTS

In this study, rigorous experiments were conducted to evaluate
the robustness of the suggested approach by training three dis-
tinct transfer learning architectures, namely, LSTM, Bi-LSTM,
and Bi-GRU. Furthermore, to evaluate the efficacy of the pro-
posed Whisper features, we evaluated the same models against
wav2vec2.0 and HuBERT features and compared their perfor-
mances.

4.1. Effect of Size of Whisper Models

We used the encoder features obtained from tiny, base, and
small models of whisper in each of the three pipelines using the
LSTM, Bi-GRU, and Bi-LSTM models. It is noticeable from
Fig. 5 that irrespective of the pipeline used, the testing accuracy
increases with the increase in the number of trainable param-
eters with the increase in model size. The significant increase
in the testing accuracy in the case of LSTM, when the whis-
per small features are used in place of the whisper tiny features
signifies the importance of the whisper features. Notably, the
whisper small features achieved the best results, and are thus,
used for the comparisons presented in the rest of the experi-
ments reported in this paper.
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4.2. Effect of Different Classifiers

In this study, we used three different classifiers, firstly attempt-
ing to leverage the advantages of knowledge of future chunks in
the BILSTM model over the LSTM model. These advantages
can be clearly observed in the significant increases in test accu-
racy recorded by the BILSTM models. Secondly, we evaluate
the performance by the reduction in training parameters by us-
ing the BiGRU model. It is observed that the BiGRU model
outperforms the BiLSTM model by 6.02% on average.

4.3. Comparison with Different Feature Sets

We replaced the whisper encoder features in our pipeline with
wav2vec2.0 and HuBERT features and obtained the classifica-
tion test accuracy (as shown in Fig.6) on LSTM, BiLSTM, and
BiGRU models. It can be clearly observed from the results ob-
tained in Fig.6 that the proposed transfer learning outperforms
recent encoder-decoder models of wav2vec2.0 and HuBERT,
which can be used in place.
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Figure 6: Comparison of performance with other existing fea-
ture sets of pre-trained encoder-decoder models.

The proposed model also outperforms wav2vec2.0 and Hu-
BERT encoder feature sets on widely accepted statistical pa-
rameters, such as Fl-score, Jaccard’s index, MCC score, and
Hamming loss, as observed in Table 2.
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Table 2: Performance Evaluation of Feature Sets

Feature Set | Fl-score | Jaccard index | MCC | Hamming loss
wav2vec2.0 0.60 0.44 0.60 0.39
HuBERT 0.69 0.54 0.68 0.31
Whisper Small 0.71 0.57 0.71 0.28

4.4. Analysis of Confusion Matrix

When we analyzed the pair of words that were wrongly clas-
sified for the most number of times as seen in Table 3, it was
found that these pairs of words were homophonous. Such
similar-sounding words produce similar acoustic features and
hence, contribute naturally to increasing the word-error rate.
The whisper model converts the audio file into its Log-Mel
spectrogram before extracting the features. From Fig. 7, it can
be observed that the words ‘two’ and ‘to’ have an almost similar
spectral pattern, which leads to their possible misclassification.
Further, similar inferences can be seen from the other pairs as
well.

Table 3: Top misclassified pairs in confusion matrix

Actual Class | Predicted Class | Wrong Predictions Count
To Two 72
Their There 54
Write Right 47
Word Would 36
It Its 33
Four For 31

4.5. Performance Comparative Study

It can be observed from Fig. 10, that the proposed SI ASR
system not only outperforms the performances of the SA ASR
system proposed by speech vision [8] which uses synthetic data
for speakers with mild and high speech intelligibility but also
matches the performances of the system without synthetic data
for speakers with low and very low speech intelligibility.

4.6. Robustness for Signal Degradation Conditions

In this study, we explore the impact of additive noise on the pro-
posed Whisper encoder feature set. The proposed pipeline was
used to conduct the tests on various additive noise for different
SNR levels. The results shown in Fig. 8 and Fig. 9 show that
the performance disparity between the proposed Whisper en-
coder features and the wav2vec 2.0 encoder features suggested
widens as the power of noise increases, indicating that the pro-
posed features are more noise-robust than the latter.

Notably, the proposed feature set performs at par under both
the AWGN noise and the babble noise, which is unlike the case
for the wav2vec 2.0 encoder features, which tend to perform
poorly in the case of babble noise. It can be observed from
Fig.3 that the augmented noise increasingly distorts the log-Mel
spectrogram of the spoken word as we decrease the SNR of the
speech signal, more so, when even visually it becomes very
difficult to discriminate spectrographic patterns of dysarthric
speech with the decrease in SNR level (as demonstrated in Fig.
3). Despite this fact, the whisper-encoder model is success-
fully able to extract and retain desired features from the speech
signal. This characteristic renders the whisper-encoder fea-
tures more appropriate for real-world dysarthric ASR systems,
wherein a babble noise is more likely to be expected in crowded
places, hospital environments, home environments, etc.
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sets on UA_Speech dataset for different SNR levels of additive
babble noise.

S. SUMMARY AND CONCLUSIONS

In this study, we investigated the significance of Whisper en-
coder features for developing dysarthric ASR system an impor-
tant assistive speech technology. The robustness of the tran-
scribed audio data on which the Whisper model is trained, al-
lows it to extract meaningful features that are invariant to the
differences in the dysarthric speech. The proposed transfer
learning method outperforms encoder features of other popu-
lar encoder-decoder models of HuBERT and wav2vec 2.0 that
are widely used in recent ASR systems. These results have been
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noise.

supported by a comparison of three pipelines utilizing BiGRU,
BiLSTM, and LSTM and several experimental evaluation fac-
tors. Moreover, among LSTM and Bi-LSTM, the latter showed
much better classification results. Since the Bi-LSTM has
knowledge of both, the past and the future chunks of data, even-
tually, it is able to predict the class more accurately than LSTM.
Hence, a similar Bi-GRU model was selected. In our study, the
Bi-GRU model outperformed the Bi-LSTM model irrespective
of any encoder model used to extract the features. Furthermore,
an examination of the influence of noise on the proposed feature
set demonstrates its robustness and applicability in real-world
applications under signal degradation conditions. The Whisper
model can capture a wide range of speech features and changes
because of the very large and diverse dataset used to train it,
making it more adaptive to different acoustic situations and mi-
crophone configurations. As a result, the Whisper encoder fea-
tures perform better in noise-robust speech applications, such
as dysarthric ASR. Due to limited computational resources, it
was difficult to evaluate the results for the Whisper medium and
Whisper large models. Looking ahead, our future research will
focus on building on these results using data augmentation tech-
niques to overcome the problem of scarcity of dysarthric speech
training data [28].

To our best knowledge, the current voice assistants are not
able to recognize dysarthric speech (more so, for very low
speech intelligibility i.e., high severity) and thus, the very pur-
pose of assistive speech technology for dysarthric ASR is de-
feated [29]. Addressing this issue remains a socially relevant
open research question. Our future research will be to ex-
tend this work on the TORGO dataset [30]. Further, the two
standard corpora, namely, UA-Speech and TORGO, consist of
speech recordings of mostly spastic dysarthric types, such as
Flaccid, Ataxic, Hypokinetic, Hyperkinetic, and mixed type
remains an open research problem. Hence, there is a gen-
uine need to build a new database with various dysarthric types
(along with dysarthric severity-level in order to invoke severity-
specific dysarthric ASR model), a large number of speakers,
for example, a recent initiative by Google’s Euphonia project to
build a dysarthric ASR [31].

Furthermore, dysarthric speech being a seriously private
data, the development of Application Programming Inter-
faces(APIs) along with real-time dysarthric speech acquisition
for dysarthric ASR remains an open research question. In or-
der to protect the privacy of such sensitive medical data em-
ploying, a recent approach of federated learning to transmit the



Very Low intelligibility

Low intelligibility

Mid intelligibility

High intelligibility

M12

Word Recognition Accuracy (%)

Whisper + BiGRU
1 Speech Vision(With Synthetic data)
8 Speech Vision(Without Synthetic data)

44.65
5

Mo7

FO2

M11

FO4

M09

75.12

M08

FO5

Figure 10: Proposed Whisper model’s WRAs vs. Speech Vision

dysarthric ASR model parameters than the actual speech data
from the edge devices (such as mobile, sensors, etc.) to the
cloud server remains another open research question.
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