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Abstract
Modern text-to-speech synthesis systems usually consist of an
acoustic model generating speech features, e.g., mel spectro-
grams, and a vocoder converting them into speech waveforms.
The vocoder is typically trained with ground-truth features but
receives features from the acoustic model during inference,
leading to a mismatch between training and inference. To ad-
dress this issue, previous work proposed employing generative
postprocessing models to make the synthetic features appear
more natural. While such systems can produce speech nearly in-
distinguishable from real speech when sufficient training data is
available, their performance degrades with limited data. To mit-
igate this limitation, we propose a training data generation pro-
cedure using a subsampling strategy and multiple acoustic mod-
els. We evaluate it through listening tests, demonstrating con-
sistent improvements in the naturalness of the synthetic speech
across different postprocessing models and low-resource target
speakers.
Index Terms: text-to-speech synthesis, data generation, gener-
ative models, low-resource speech synthesis

1. Introduction
Modern text-to-speech (TTS) synthesis systems typically com-
prise a neural acoustic model that converts symbolic text in-
puts to speech features, such as mel-scaled spectrograms, and a
vocoder that transforms these speech features to speech wave-
forms [1]. The acoustic model is trained using corpora con-
taining ground-truth speech features extracted from real speech
recordings and their corresponding transcripts. This train-
ing usually employs a discriminative approach by minimiz-
ing a reconstruction loss, which results in the so-called “over-
smoothing” effect [2], which means that the generated spectro-
grams lack fine-grained noise-like texture present in real spec-
trograms. Since vocoders are usually trained with ground-
truth speech features, there is a discrepancy between train-
ing (where the vocoder is exposed to ground-truth speech fea-
tures) and inference (where the vocoder receives synthetic over-
smoothed speech features), which induces artifacts in the gen-
erated speech waveforms.

An early approach to circumvent this issue was to train the
vocoder with synthetic spectrograms instead of real spectro-
grams [3]. However, this solution is expensive since it requires
retraining the vocoder each time the acoustic model is updated.
Since acoustic models typically train much faster than vocoders,
having a universal vocoder [4] trained with real spectrograms
independent of specific acoustic models is preferable.

As an alternative strategy to compensate for the over-
smoothing issue, several studies investigated generative post-
processing blocks for enhancing the acoustic model output, for

example, utilizing restricted Boltzmann machines or deep belief
networks [5], generative adversarial networks (GANs) [6–8],
or normalizing flows [9]. These models are trained with cor-
responding pairs of synthetic spectrograms from the acoustic
model and ground-truth spectrograms. Then, they can enhance
the naturalness of the synthetic spectrograms when sufficient
training data (e.g., 5 hours or more) is available for a particular
speaker, referred to as a high-resource speaker in the follow-
ing. However, such systems perform poorly when only limited
training data (e.g., less than 15 minutes) for the target speaker
is available, denoted by a low-resource speaker in the follow-
ing. The decline in performance is primarily due to two rea-
sons: First, the acoustic model produces more pronounced arti-
facts for the low-resource speaker, and, second, the generative
postprocessing model is exposed to only a few training pairs to
learn how to compensate for such strong artifacts.

Please note that the over-smoothing problem may not be
as pertinent for modern fully-generative TTS systems [10, 11].
Nonetheless, traditional discriminative systems remain signifi-
cant due to their superior resource efficiency, in terms of time
and hardware, during training and inference. Additionally, these
systems perform better with limited training data, making them
preferable for applications where these aspects are critical.

In this paper, we propose a training data generation strategy
to improve the performance of generative postprocessing mod-
els for low-resource speakers. Our approach increases the num-
ber of training samples, having characteristics typical of those
generated by acoustic models trained on low-resource speaker
data, by utilizing multiple acoustic models trained on different
subsets of the training dataset. In our experiments, we apply
this approach to two different generative postprocessing mod-
els, one based on GANs [8] and another on conditional flow
matching (CFM) [12]. In both settings, we test both female
and male low-resource target speakers. Across both generative
postprocessing models and target speakers, our approach con-
sistently yields an increased speech naturalness. Consequently,
our proposed approach offers a robust improvement for low-
resource TTS applications across diverse system configurations.

2. Training Data Generation

In this section, we outline the standard approach to curate
the training data for generative postprocessing models in Sec-
tion 2.1 and our proposed approach in Section 2.2. Both ap-
proaches support any number of high-resource single-speaker
datasets in addition to a low-resource single-speaker dataset.
However, for clarity, we illustrate the procedures using two
high-resource single-speaker datasets.

Interspeech 2025
17-21 August 2025, Rotterdam, The Netherlands

2470 10.21437/Interspeech.2025-854



(a) (b)

Acoustic 
model

train

generate

Low-resource 
dataset

High-resource 
dataset

High-resource 
dataset

Generative 
model

train(c)

Figure 1: Overview of the standard approach to train a gen-
erative postprocessing model, comprising (a) data sources,
(b) acoustic model training, and (c) generative model training.

2.1. Standard Procedure

In the standard approach, as illustrated in Figure 1, we use
two high-resource single-speaker datasets H1 and H2 and one
low-resource single-speaker dataset L1 (Figure 1a) to train an
acoustic model. Afterward, using the ground-truth transcrip-
tions from each dataset, the acoustic model generates corre-
sponding synthetic speech features, resulting in H synth

1 , H synth
2 ,

and Lsynth
1 (Figure 1b). Finally, we build pairs of corresponding

real and synthetic speech samples to train the generative post-
processing models (Figure 1c).

Note that the low-resource characteristic of L1 will cause
stronger artifacts in Lsynth

1 compared to the ones in H synth
1 and

H synth
2 . Furthermore, there are significantly fewer samples in

pLsynth
1 , L1q than in the other pairs. Consequently, there is a

high risk that the generative model may not learn well how to
compensate for the stronger artifacts of the low-resource target
speaker.

2.2. Proposed Procedure

In our proposed training procedure, we simulate several low-
resource speakers based on the high-resource speakers to train
several acoustic models, which then generate the training data
for the generative postprocessing model. This approach is illus-
trated in Figure 2. To prepare the training data for the acoustic
models, we first subsample our high-resource datasets H1 and
H2, yielding the simulated low-resource datasets H 1

1 and H 1
2,

respectively, each having approximately the same total dura-
tion as the actual low-resource dataset L1 (Figure 2a). Then,
we train three multi-speaker acoustic models A1, A2, and A3,
using the original data for A1 and one of the simulated low-
resource datasets for A2 and A3, respectively (see Figure 2b).
In particular, we use L1, H1, and H2 for A1; L1, H 1

1, and H2

for A2; and L1, H1, and H 1
2 for A3. Next, we use the acoustic

models to generate low-quality speech features as training data
for the generative model. For this purpose, we employ the cor-
responding acoustic model for the respective dataset that was
previously used in its low-resource variant to train the model.
In particular, we use A1 to generate speech features for L1 de-
noted by Lsynth

1 , A2 for H1 denoted by Hsynth
1 , and A3 for H2

denoted by Hsynth
2 . We pair the synthesized speech features

(Lsynth
1 , Hsynth

1 , and Hsynth
2 ) with the ground-truth speech fea-

tures from the corresponding datasets (L1, H1, and H2). Then,
we can train a single generative model on this compound train-
ing data, which learns to improve the acoustic model output for
low-resource voices (see Figure 2c). Combining A1 and the
generative model yields an acoustic model of improved quality
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Figure 2: Overview of the proposed approach to train a gen-
erative postprocessing model, comprising (a) data sources,
(b) acoustic model training, and (c) generative model training.

compared to A1 alone.
Our approach requires that the synthetic and real examples

in the training set for the generative model are as similar as
possible except for their naturalness. Thus, we enforce the same
prosody (pitch, speech rhythm, energy) in synthetic and real
examples by employing an acoustic model with explicit prosody
control [13–16], where we use ground-truth prosody features
derived from the real examples to generate the corresponding
synthetic examples.

Another aspect that influences the performance of our pro-
posed approach is the sampling procedure to simulate low-
resource sets from the high-resource sets. One option is to use
random sampling without any restrictions. However, due to this
naive approach, the durations of the sampled recordings might
be significantly different from those of the actual low-resource
set. Ideally, the simulated low-resource sets should be as similar
as possible to the actual low-resource set. To this end, we use an
improved sampling strategy, where we estimate the probability
density function (PDF) of the low-resource dataset’s recording
durations by applying a kernel-density estimate using Gaussian
kernels. Then, we evaluate this PDF on the durations from a
given high-resource dataset and use the obtained probabilities as
weights in a weighted sampling procedure without replacement
such that a sample cannot be drawn multiple times. The sam-
pling process continues until the total duration of the simulated
low-resource set approximates that of the actual low-resource
set.

3. Experimental Setup
3.1. Training

For our experiments, we selected three speakers from the Hi-
Fi TTS dataset [17] as high-resource speakers and two speak-
ers from the PTDB-TUG dataset [18] as low-resource speak-
ers, as listed in Table 1. Since the Hi-Fi TTS dataset provides
more data than needed for the high-resource speakers, we uti-
lized a subset of about 15 hours for each speaker. This sub-
set was compiled as follows: We initially trained a preliminary
acoustic model using all data from the three Hi-Fi TTS speak-
ers. Then, after training, we retained only the samples with
the lowest spectral reconstruction loss, which amounted to 15

2471



Table 1: Overview of the data used in the experiments. The 30
validation samples from PTDB-TUG, which we excluded from
training, are included here.

Dataset Speaker Gender Duration Samples

Hi-Fi TTS [17] 92 female 15:00:00 18 899
Hi-Fi TTS [17] 6097 male 15:00:00 19 904
Hi-Fi TTS [17] 9017 male 15:00:07 13 703
PTDB-TUG [18] F05 female 00:13:11 221
PTDB-TUG [18] M03 male 00:14:25 221

hours. This approach also served as a data-cleaning method,
effectively excluding samples with incorrect phoneme annota-
tions or unusual speaking styles. As for PTDB-TUG, we used
all the data from the respective speakers but excluded 15 test
samples per speaker from the training set.

We conducted separate experiments using either the fe-
male low-resource target speaker F05 or the male low-resource
target speaker M03 (see Table 1). Each experiment involved
training a multi-speaker acoustic model using four speakers,
comprising three high-resource speakers from Hi-Fi TTS and
one low-resource speaker from PTDB-TUG. While only two
high-resource speakers were utilized for the illustrative descrip-
tion in Section 2, our experiments incorporated three high-
resource speakers, leading to four acoustic models in the pro-
posed methodology.

The employed acoustic model was an extended version of
Forward Tacotron, as described in prior work [16]. This model
features a parallel neural architecture, uses text in phoneme rep-
resentation (IPA) and a speaker identifier [19] as input, and
predicts a mel-scaled spectrogram with logarithmic magnitude
compression. The mel spectrograms in our experiments were
computed from speech recordings with a consistent sampling
rate of 22 050 Hz, using a blocksize of 46.4 ms, a hop size of
11.6 ms, and 80 mel bands with center frequencies spread be-
tween 0 and 8 kHz). The model includes semantically mean-
ingful variation predictors for pitch, energy, voicing confidence,
and phoneme durations to model prosody, similar to FastTa-
cotron [13]. The model was trained for 200K training itera-
tions using the Adam optimizer [20] with an initial learning rate
of 10´3 for the first 50K iterations and 10´4 afterwards. In
our experiments, we utilized a pre-trained version of StyleMel-
GAN [21] as the vocoder.

3.2. Models Under Test

As a baseline, the mel spectrograms from the standard Forward
Tacotron version were directly passed to the vocoder. Another
baseline involved training Forward Tacotron with noise aug-
mentation for the low-resource speaker, a method proven to
enhance the TTS quality in low-resource scenarios [22]. For
this variant, we chose a slightly different learning rate schedule,
which yielded better quality in preliminary experiments, start-
ing with a learning rate of 10´4 for the first 150K iterations and
10´5 thereafter.

The first generative postprocessing module utilized was a
GAN-based system, as described in previous work [8]. This
system uses a generator with a convolutional U-Net architec-
ture, similar to the one in the pix2pix system [23], conditioned
on the spectrogram generated by the acoustic model.

The second generative model employed was a CFM-based
system known as FlowMAC [12]. Unlike the original model
used for audio coding, we only utilized its CFM module, omit-
ting its encoder–decoder frontend. This CFM module is a

Transformer-based U-Net, also conditioned on the spectrogram
from the acoustic model. Furthermore, we adopted the same
normalization process as that used for the GAN [8], normaliz-
ing each mel band to a mean of zero and a standard deviation of
one for both the conditioning and target mel spectrogram sep-
arately, using statistics estimated over the training set. The re-
maining hyperparameters for both generative models were con-
sistent with those specified in the original publications [8, 12],
including the inference setup of the CFM-based model, using
32 steps for the ODE solver, applying the Euler method with
a factor of one for the classifier-free guidance. Several stud-
ies [24,25] have reported improved inference performance with
the introduction of a temperature parameter τ , which scales the
prior distribution. We experimented with various settings for
this parameter and determined that τ “ 0.7 yielded the best
average objective metric (described below) for a subset of 50
samples from the training data. We tested both generative mod-
els using the standard and our proposed training data generation
procedure (outlined in Section 2).

3.3. Evaluation

To objectively evaluate the effectiveness of the different ap-
proaches, we apply the SCOREQ system [26] using the model
for the synthetic domain and the reference mode. This system
has been trained to predict the distance in mean opinion score
between a reference speech signal and a test speech signal.

Additionally, we conducted a subjective multi-stimulus test
(MST) with a hidden reference similar to MUSHRA [27], for
each of our target speakers. Designed originally to compare au-
dio codecs, multi-stimuli tests with hidden references are also
commonly utilized to compare TTS systems [21, 28–32]. In
the MST, the participants were provided with a reference signal
derived by vocoding the ground-truth mel spectrogram from a
hold-out test sample. Then, they were asked to rate the overall
quality of several synthetic versions of the same utterance on
a discrete scale from 0 to 100. Among these versions, a hid-
den reference signal was included, and the participants were in-
structed to assign it a score of 100. In total, 41 participants took
part in the test for speaker F05, while 37 participants assessed
the test for speaker M03, each rating seven different synthetic
renditions of twelve distinct texts. For our evaluation, we ex-
cluded participants who rated the hidden reference with a score
below 90 more than twice out of twelve instances, resulting in
28 and 23 participants retained for the tests of speakers F05 and
M03, respectively.1

In our informal listening impressions, we occasionally
noted that the best synthetic samples unexpectedly appeared su-
perior to the references, which can not be adequately addressed
in MUSHRA-like tests, where the reference is assumed to rep-
resent the highest quality. To further investigate potential im-
provements over the reference, we also conducted a ranking-
by-elimination (RBE) test [33]. In the RBE test, the partici-
pants were presented with the same synthetic samples as in the
MST but without an open reference. Their task was to identify
the item with the lowest overall quality among all items, which
was then removed, and to repeat this procedure until no items
were left or until all remaining items were perceived to be of the
same quality. To analyze the ratings obtained from our partici-
pants, we employed the Plackett-Luce model [34,35] to convert
the rankings into scores (or so-called worth values). A total of
15 participants took part in the test for speaker F05, while 16

1Samples available: https://www.audiolabs-erlangen.
de/resources/NLUI/2025-Interspeech-LowResGen
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Table 2: Mean and 95 % confidence intervals of different scores yielded for the approaches under test.

SCOREQ (Ó) MST (Ò) RBE (Ò)
Condition F05 M03 I F05 M03 I F05 M03 I

Reference 0.00 ˘ 0.00 0.00 ˘ 0.00 0.00 ˘ 0.00 98.4 ˘ 0.7 98.2 ˘ 0.7 98.3 ˘ 0.5 0.0 ˘ 0.2 0.0 ˘ 0.2 0.0 ˘ 0.2

Forward Tac 0.37 ˘ 0.04 0.42 ˘ 0.03 0.39 ˘ 0.03 50.2 ˘ 3.0 51.8 ˘ 3.0 50.9 ˘ 2.1 -3.1 ˘ 0.3 -3.2 ˘ 0.3 -3.1 ˘ 0.2
Noise Aug 0.45 ˘ 0.08 0.41 ˘ 0.06 0.43 ˘ 0.05 44.1 ˘ 3.1 48.1 ˘ 3.1 45.9 ˘ 2.2 -3.6 ˘ 0.3 -3.6 ˘ 0.3 -3.6 ˘ 0.2

GAN Standard 0.33 ˘ 0.04 0.34 ˘ 0.03 0.34 ˘ 0.03 67.2 ˘ 2.7 78.6 ˘ 2.2 72.3 ˘ 1.8 -1.2 ˘ 0.2 -0.9 ˘ 0.2 -1.1 ˘ 0.1
GAN Proposed 0.31 ˘ 0.03 0.34 ˘ 0.04 0.32 ˘ 0.02 71.6 ˘ 2.5 78.7 ˘ 2.3 74.8 ˘ 1.7 -0.7 ˘ 0.2 -0.8 ˘ 0.2 -0.7 ˘ 0.1

CFM Standard 0.25 ˘ 0.02 0.30 ˘ 0.03 0.28 ˘ 0.02 75.4 ˘ 2.6 83.4 ˘ 2.0 79.0 ˘ 1.7 -0.7 ˘ 0.2 -0.6 ˘ 0.2 -0.6 ˘ 0.1
CFM Proposed 0.24 ˘ 0.02 0.30 ˘ 0.03 0.27 ˘ 0.02 76.2 ˘ 2.4 84.0 ˘ 2.1 79.8 ˘ 1.7 -0.5 ˘ 0.2 -0.5 ˘ 0.2 -0.5 ˘ 0.1
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Figure 3: Violin plots for the MST scores for speaker (a) F05,
(b) M03, and (c) both combined. The violin plots include boxes
that indicate the first, second, and third quartiles.

participants assessed the test for speaker M03, with each partic-
ipant again rating seven different synthetic renditions of twelve
distinct utterances. All participants in the MST and RBE tests
were experienced with listening tests.

Our method aims to enhance the naturalness of the synthetic
audio quality, not the prosody. Therefore, we conditioned the
acoustic model on ground-truth prosody features in both objec-
tive and subjective evaluations.

4. Results
The left columns of Table 2 present statistics of the SCOREQ
results for the 15 hold-out test samples. The reference was ob-
tained by passing the ground-truth spectrograms to the vocoder.
Since SCOREQ measures the perceptual distance to this ref-
erence, the reference itself naturally yields a distance of 0.0.
The Forward Tacotron baseline (Forward Tac) achieved an av-
erage distance of 0.39. Interestingly, the noise augmentation
strategy (Noise Aug) did not lead to an improvement, yielding
an average distance of 0.43. Preliminary investigations suggest
that the noise augmentation strategy primarily benefits prosody
prediction rather than audio naturalness, which was the focus
of our evaluation. Since we used ground-truth prosody fea-
tures, this could potentially explain its lower performance in
this context. In contrast, the postprocessing GAN strongly im-
proved the performance, achieving an average distance of 0.34
with the standard approach (GAN Standard) and 0.32 with the
proposed approach (GAN Proposed). The CFM-based postpro-
cessing model further reduced the average distances to 0.28 and
0.27 for the standard (CFM Standard) and proposed approaches

(CFM Proposed), respectively. It is important to interpret these
objective scores with caution, as they serve only as estimates
for human ratings.

Figure 3 displays several violin plots that visualize the score
distributions obtained in our MST, including boxes that indicate
the first, second, and third quartiles. Figures 3a, 3b, and 3c
show the results for speakers F05, M03, and both combined, re-
spectively. Additionally, the middle columns of Table 2 present
statistics of the MST scores. Similar to the objective scores, the
reference yielded the highest average score of 98.3. The For-
ward Tacotron baseline scored lower at 50.9, while the noise
augmentation strategy resulted in a lower score of 45.9. The
standard and proposed GAN models yielded average scores of
72.3 and 74.8, respectively. The standard and proposed CFM
models yielded average scores of 79.0 and 79.8, respectively. It
is noteworthy that our proposed approach yields improvements
for both speakers and for both generative models. These im-
provements are statistically significant for the GAN and not sig-
nificant for the CFM, as determined by a Wilcoxon signed-rank
test, using a significance threshold of p ď 0.01.

The right columns of Table 2 present statistics of the log-
worth values from the Plackett-Luce model, summarizing the
ratings of our RBE test. The reference, corresponding to a worth
value of 0.0, calibrates the worth values for the other conditions.
Therefore, a positive worth value indicates a higher preference
than the reference, while negative values indicate a lower pref-
erence. Many of the tendencies of the MST are reflected here
as well. However, it is noteworthy the CFM model trained with
our proposed approach obtains a high worth value of -0.5 for
both speakers. This can be attributed to the fact that it was pre-
ferred over the reference in 26.6 % of the rankings obtained in
the RBE test, while the reference was preferred in 50.3 % of the
cases, and there was no preference in the remaining rankings.

5. Conclusion and Outlook
In this paper, we introduced a novel strategy to generate train-
ing data for generative postprocessing models in TTS systems,
aiming to enhance the naturalness of synthetic speech features
for low-resource speakers. The results from our listening tests
demonstrate that our method is robust and consistently im-
proves the perceived speech naturalness across different gen-
erative postprocessing model types and low-resource speaker
scenarios, making it a beneficial addition to various TTS setups.

For future work, the proposed method could be extended
to scenarios where many high-resource single-speaker datasets
are available, but only a few are intended to be used in the train-
ing procedure. In such cases, it could be an option to select the
speakers most similar to the low-resource target speaker, e.g.,
based on some speaker verification embedding known to cap-
ture speaker similarity [36].
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fari, J. Meyer, R. Morais, S. Olayemi, and J. Weber, “XTTS: A massively
multilingual zero-shot text-to-speech model,” in Proc. of the Ann. Conf.
of the Int. Speech Communication Association (Interspeech), Kos Island,
Greece, 2024, pp. 4978–4982.

[12] N. Pia, M. Strauss, M. Multrus, and B. Edler, “FlowMAC: Conditional
flow matching for audio coding at low bit rates,” in Proc. of the IEEE Int.
Conf. on Acoustics, Speech, and Signal Processing (ICASSP), Hyderabad,
India, 2025.

[13] D. V. Sang and L. X. Thu, “FastTacotron: A fast, robust and controllable
method for speech synthesis,” in Proc. of the Int. Conf. on Multimedia
Analysis and Pattern Recognition (MAPR), Hanoi, Vietnam, 2021.

[14] Y. Ren, C. Hu, X. Tan, T. Qin, S. Zhao, Z. Zhao, and T. Liu, “FastSpeech
2: Fast and high-quality end-to-end text to speech,” in Proc. of the Int.
Conf. on Learning Representations (ICLR), virtual, Austria, 2021.

[15] A. Łancucki, “FastPitch: Parallel text-to-speech with pitch prediction,” in
Proc. of the IEEE Int. Conf. on Acoustics, Speech, and Signal Processing
(ICASSP), Toronto, Canada, 2021, pp. 6588–6592.

[16] F. Zalkow, P. Sani, M. Fast, J. Bauer, M. Joshaghani, K. Kayyar, E. A. P.
Habets, and C. Dittmar, “The AudioLabs system for the Blizzard Chal-
lenge 2023,” in Proc. of the Blizzard Challenge Workshop, Grenoble,
France, 2023, pp. 63–68.

[17] E. Bakhturina, V. Lavrukhin, B. Ginsburg, and Y. Zhang, “Hi-fi multi-
speaker English TTS dataset,” in Proc. of the Ann. Conf. of the Int. Speech
Communication Association (Interspeech), Brno, Czech Republic, 2021,
pp. 2776–2780.

[18] G. Pirker, M. Wohlmayr, S. Petrik, and F. Pernkopf, “A pitch tracking
corpus with evaluation on multipitch tracking scenario,” in Proc. of the
Ann. Conf. of the Int. Speech Communication Association (Interspeech),
Florence, Italy, 2011, pp. 1509–1512.

[19] K. Kayyar, C. Dittmar, N. Pia, and E. A. P. Habets, “Multi-speaker text-
to-speech using ForwardTacotron with improved duration prediction,” in
Proc. of the ITG Conf. on Speech Communication, Aachen, Germany,
2023, pp. 186–190.

[20] D. P. Kingma and J. Ba, “Adam: A method for stochastic optimization,”
in Proc. of the Int. Conf. on Learning Representations (ICLR), San Diego,
USA, 2015.

[21] A. Mustafa, N. Pia, and G. Fuchs, “StyleMelGAN: An efficient high-
fidelity adversarial vocoder with temporal adaptive normalization,” in
Proc. of the IEEE Int. Conf. on Acoustics, Speech, and Signal Process-
ing (ICASSP), Toronto, Canada, 2021, pp. 6034–6038.

[22] K. K. Lakshminarayana, F. Zalkow, C. Dittmar, N. Pia, and E. A. P.
Habets, “Low-resource text-to-speech synthesis using noise-augmented
training of ForwardTacotron,” in Proc. of the IEEE Int. Conf. on Acous-
tics, Speech, and Signal Processing (ICASSP), Hyderabad, India, 2025.

[23] P. Isola, J. Zhu, T. Zhou, and A. A. Efros, “Image-to-image translation
with conditional adversarial networks,” in IEEE Conf. on Computer Vision
and Pattern Recognition (CVPR), Honolulu, HI, USA, 2017, pp. 5967–
5976.
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