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Abstract 

Talkers are identified more accurately when the language or 

accent is familiar to the listener. This is presumably due to 

access to linguistically relevant cues on top of lower-level 

acoustic information—an explanation implying that reliance on 

acoustic cues should decrease as language or accent familiarity 

increases. We tested this prediction by training Mandarin-

speaking listeners to identify talkers while listening to 

Mandarin-accented English (MAE) and Mandarin (NM) and 

English (NE) speech produced by their respective native 

speakers. Using representational similarity analysis, we 

compared the listeners’ responses with the talkers’ acoustic 

features (e.g., F0, jitter) to assess acoustic-cue reliance. Results 

showed greater reliance on acoustic cues in less familiar 

contexts, supporting the prediction. Notably, in MAE, listeners 

initially relied more on acoustic cues but later shifted to reduced 

reliance, highlighting the dynamic nature of talker 

identification strategies. 

Index Terms: talker identification, language familiarity effect, 

accented speech, representational similarity analysis, acoustic 

analysis 

1. Introduction 

Identifying a speaker by voice is essential for spoken 

communication and social interactions. This ability involves 

mapping continuous and variable speech signals onto 

meaningful and stable talker representations, a process that 

requires not only low-level acoustic cues, but potentially also 

integration of rich phonetic, lexico-semantic, and indexical 

information. In this study, we investigated the use of acoustic 

cues by Mandarin listeners as they learned to identify talkers 

speaking familiar or unfamiliar language and accent. 

Previous research has demonstrated that listeners (e.g., 

Mandarin-speaking listeners) are more accurate in identifying 

talkers in their native language than in a non-native one (e.g., 

English) [1, 2] a well-documented phenomenon labeled the 

Language Familiarity Effect (LFE) [3]. Another closely related 

phenomenon is the Other Accent Effect (OAE) [4],  in which 

talkers with the same accent as the listener are easier to 

recognize than other-accented talkers [4, 5, 6]. For example, 

native listeners of Canadian-accented English were able to 

identify talkers equally well in Canadian-accented and 

Australian-accented English, but their performance on 

Mandarin-accented English was similarly poor as it was for 

foreign Mandarin speech [5]. These effects suggest the impact 

of language and accent familiarity on enhancing talker 

identification accuracy. 

A common explanation for these effects is the increasingly 

richer set of talker identity cues as the language or accent 

becomes more familiar [1]. When the talker is speaking an 

unfamiliar foreign language, listeners may have to rely solely 

on acoustic cues such as fundamental frequency (F0). When 

this unfamiliar language carries a native-language accent, 

listeners can additionally use familiar phonetic patterns to aid 

identification. When the talker is speaking the listener’s native 

language, listeners can further exploit lexico-semantic 

information. This explanation implies that while acoustic cues 

are present in all these three scenarios, their importance is 

predicted to be highest in a foreign language context, followed 

by a same-accented foreign language context, and lowest in 

native language context. However, no studies have explicitly 

tested this prediction for acoustic-cue reliance.  

To address this gap, we conducted a training experiment in 

which Mandarin-speaking listeners learned to identify talkers in 

three different “language contexts”. These contexts include 

native English speakers speaking English (Native English; NE), 

native Mandarin speakers speaking English (Mandarin-

Accented English; MAE), and native Mandarin speakers 

speaking Mandarin (Native Mandarin; NM). We leveraged the 

representational similarity analysis (RSA) [7] to quantify the 

extent to which listeners’ talker identification behavior depends 

on the talkers’ acoustic features. RSA is a particularly useful 

tool for addressing the current question as it allows comparing 

patterns of representation across different data modalities, such 

as neural activity, behavioral responses, or computational 

models [7]. Using RSA, one can quantify the (dis)similarities 

between the talkers according to listeners’ identification 

responses and according to the talker’s acoustic features (e.g., 

F0, speech rate, jitter, harmonic-to-noise ratio, formant 

dispersion) [8]. Greater alignment between the behavioral and 

acoustic dissimilarity suggests greater reliance on acoustic 

information in talker identification. By applying RSA, we 

systematically tested whether acoustic-cue reliance follows the 

predicted hierarchy: NE > MAE > NM. 

Given that a training task was used here, a related question 

concerns if the reliance on acoustic cues dynamically changes 

over time. The MAE language context provides an interesting 

test case as it shares the language (English) with NE but the 

phonetic pattern (accent) with NM. If cue reliance remains 

stable, then acoustic reliance in MAE should remain 

somewhere between NE and NM. Alternatively, if cue reliance 

shifts dynamically during training, the reliance in MAE may 

converge toward either NE or NM, depending on whether 

listeners access familiar phonetic cues in the same-accented 

foreign language during talker identification. 
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2. Method 

2.1. Participants 

Thirty-nine native Mandarin Chinese listeners with normal 

hearing aged 18-26 years old (N = 39, M age = 20.7 years, SD 

= 2.18, 17M/22F) took part in the experiment. Participants 

completed the experiment in person on the Gorilla Experiment 

Builder [9]. They received monetary compensation for their 

participation and the experimental procedures were approved 

by the South China Normal University Institutional Review 

Board and the Joint Chinese University of Hong Kong New 

Territories East Cluster Clinical Research Ethics Committee. 

2.2. Stimuli  

Stimuli were short (1-2.6 sec) Hearing in Noise Test sentences 

from the SpeechBox corpus [12] and ALLSTAR corpus 

[11] .Four male speakers were selected from the corpus for each 

of the three language contexts (12 talkers total), with the intent 

of selecting speakers that had no immediately clear 

idiosyncrasies that would make them stand out from other 

speakers in the same language context. In the Native Mandarin 

and Native English contexts, talkers were native speakers of 

Mandarin Chinese (talker IDs: 05, 12, 32, 33) and American 

English (talker IDs: 53, 55, 61, 66), respectively, and produced 

sentences in their native languages. In the Mandarin-Accented 

English context, talkers were native speakers (talker IDs: 20, 21, 

35, 39) of Mandarin Chinese and spoke sentences in English. 

The four talkers in each context read the same set of 10 

sentences, resulting in a total of 40 recordings in each context. 

2.3. Talker identification training  

Participants wore Sennheiser HD280 Pro headphones and first 

completed a headphone screening to ensure they could hear the 

sounds in both ears [12]. Afterwards, they were informed that 

their task was to learn to recognize the voices of new talkers. 

All participants completed all three language contexts with the 

orders counterbalanced across participants. At the beginning of 

each language-context session, participants were told the 

language of the upcoming sentences (e.g., “In this task, you will 

hear sentences in English...”). At each trial, participants heard a 

sentence randomly selected without replacement from the 40 

recordings and identified the talker by choosing from four 

options, followed by feedback (Figure 1A). All participants 

were told to use the feedback to improve their performance. 

Feedback was followed by a one-second inter-trial interval. All 

instructions were presented in Chinese. In each language 

context, participants completed five training blocks, where they 

heard each of the 40 sentences (10 sentences per talker) once. 

2.4. Acoustic measurements 

We performed an acoustic analysis on the talkers’ sentence 

recordings, focusing on six features — F0 mean, F0 range, 

speech rate, jitter, harmonic-to-noise ratio (HNR), and formant 

dispersion [8]. These features were selected based on their 

known roles in distinguishing talkers perceptually [13, 14]. 

Acoustic features were extracted using the Python Parselmouth 

library [15].  

F0 contour within the range of 50–250 Hz was extracted using 

the autocorrelation method from each recording. From the 

contour we computed the mean F0 and F0 range after filtering 

out unvoiced frames and values outside the specified range. 

Speech rate was calculated as the number of full syllables per 

second. Voice quality was assessed using jitter and HNR. Jitter, 

an indicator of variations in vocal fold vibration linked to 

perceived voice creakiness [16], was measured using the five-

point period perturbation quotient algorithm and expressed as a 

percentage. This algorithm offers a robust estimate of vocal 

temporal perturbation while accounting for ongoing pitch 

dynamics in natural speech [17]. HNR reflects the ratio of 

periodic to aperiodic energy in the voice, was measured using 

harmonic-to-noise ratio algorithm, which calculates the mean 

harmonicity from the sound signal over time [18]. Lastly, 

formant dispersion, reflecting vocal tract length, with longer 

shorter tracts producing higher frequency resonances and thus 

greater frequency distance between formants [19]. Formants 

were measured using the standard settings in Praat, and values 

for the first four formants (F1–F4) were extracted across the 

entire recording. Formant dispersion was calculated as the mean 

of the differences between two consecutive formants.  

 

Figure 1. (A) Procedure of the talker identification 

training. (B) Comparison of acoustic and behavioral 

representational dissimilarity matrices (RDMs). 

2.5. Representational similarity analysis 

To assess the listeners’ reliance on the acoustic cues, we 

conducted a representational similarity analysis [7] comparing 

the talkers’ acoustic features and the participants’ behavior. The 

acoustic measures were averaged across the 10 sentences for 

each talker and z-transformed across all talkers for each 

measure. The transformed values of the six measures were then 

used to build a representational dissimilarity matrix (RDM) 

using Euclidean distance as the dissimilarity metric. This 

acoustic RDM consisted of pairwise dissimilarities between the 

four talkers in each language context in the acoustic space 

(Figure 1B). RDMs were also derived from identification 

responses, with one RDM computed per participant for each 

block. Each RDM was populated with dissimilarity scores (D) 

computed from the corresponding confusion matrix (CM): 
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 𝐷𝑖,𝑗  = 1 −
𝐶𝑀𝑖,𝑗 + 𝐶𝑀𝑗,𝑖

2
 (1) 

where Di,j represents the dissimilarity between talkers i and j 

and CMi,j is the count of talker i being identified as j normalized 

by the total occurrences of talker i in the true labels. The 

behavioral RDMs were then compared with the acoustic RDM 

using Spearman’s correlation (ρ). A higher ρ indicates a 

stronger correspondence between behavioral confusion patterns 

and acoustic similarity, suggesting that identification responses 

were more driven by acoustic properties.  

To further explore the use of individual acoustic cues, the same 

analysis was repeated, each time using the acoustic RDM 

constructed from one measure only. Given the trends from the 

analysis including all measures (see Results), we focused on the 

change in ρ from block 1 to 5 (ρ at block 5 − ρ at block 1) and 

compared it the two English-speech contexts (Native and 

Mandarin-accented English) for each acoustic measure. 

2.6. Statistical analyses 

We analyzed response accuracy (correct or incorrect) and RDM 

similarity values using (generalized) linear mixed-effects 

regression (LMER) implemented in the lme4 package [20] in R 

[21]. For both outcome variables, the fixed effects included 

effects included Context (reference level: Native English), 

Block (continuous-valued), and their interaction. We used the 

maximal converging random-effect structure. For the RDM 

similarity model, the random effects consisted of a by-subject 

random intercept and random slopes for Context and Block. 

The accuracy model contained the same random effects plus a 

by-talker random intercept. ANOVA tests were run on the fitted 

models to assess the overall significance of the fixed effects. If 

the interaction was significant, we further inspected the model 

coefficients or performed post-hoc comparisons to determine 

how the language contexts differed in their trends over blocks. 

All p-values from post-hoc comparisons were Bonferroni-

corrected. Statistical analyses were similarly performed on the 

changes in ρ from the RSA of individual acoustic measures. The 

same LMER model as the one for the RDM similarity analysis 

except the fixed effects included Context, Measure, and their 

interaction. 

3. Results  

Figure 2A shows the mean identification accuracy by language 

context over the training blocks. Accuracy improved over 

blocks and was highest for Native Mandarin context, followed 

by Mandarin-accented English and Native English. These 

trends were confirmed by significant effects of Block (χ2(1) = 

111.332, p < .001) and Context (χ2(2) = 7.271, p = .026), 

respectively. The interaction was also significant (χ2(2) = 

27.774, p < .001). Inspection of the model coefficients revealed 

that it was due to stronger Block effects for Native Mandarin (β 

= .059, z = 2.088, p = .037) and Mandarin-accented English (β 

= .138, z = 5.267, p < .001) compared with Native English. 

Overall, the results indicated that accuracy was higher and 

improved faster when the language or accent was familiar.The 

mean similarity between acoustic and behavioral RDMs (ρ) 

across blocks and language contexts was displayed in Figure 2B. 

In general, the similarity was highest for Native English 

followed by Mandarin-accented English and then by Native 

Mandarin, as supported by the significant Context effect (χ2(2) 

= 106.636, p < .001). Block was not siginificant but its 

interaction with Context was (χ2(2) = 18.836, p < .001). The 

interaction was driven by the fact that relative to Native English, 

Mandarin-accented English showed decreasing RDM similarity 

during the training (β = −.054, z = −3.110, p = .002). Further 

post-hoc comparisons confirmed that initially at block 1, the 

Mandarin-accented English context showed higher RDM 

similarity than Native Mandarin (t = 7.216, p < .001) and did 

not differ from Native English (t = 2.555, p = .135). Yet, at 

block 5, it showed lower similarity than Native English (t = 

5.744, p < .001) and no longer differed from Native Mandarin 

(t = 2.541, p = .137), suggesting reduced reliance on acoustics 

in talker identification. 

 

 

Figure 2. Mean accuracy (A) and acoustic-behavioral 

RDM similarity (B) by language context for each block. Error 

bars indicate 95% confidence interval. 

We further explored what acoustic cues might underlie the 

change in Figure 2B by inspecting ρ values derived from RDMs 

of individaul acoustic cues. We focused on the ρ changes from 

block 1 to 5 and the two English-language contexts (Native 

English and Mandarin-accented English). Figure 3 shows the 

changes for each context and acoustic measure. For Mandarin-

accented English, the changes were mostly negative suggesting 

reduced use of the cues. In contrast, for Native English, the 

changes were close to zero or slightly positive. The ρ changes 

differed significantly between the two contexts only for F0 

mean (t = 3.147. p = .011) but not for all other measures (all ps 

> .05). Thus, the deviation of Mandarin-accented English from 

Native English in Figure 2B might be driven by a tendency for 

participants to rely less on the talkers’ overall F0 in the former 

context but more on this cue in the latter context. 
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Figure 3. Mean change in acoustic-behavioral RDM 

similarity (ρ) from block 1 to 5 for each acoustic measure in 

the two English-language contexts. Bars represent 95% 

confidence interval. 

4. Discussion 

We trained native Mandarin listeners to identify talkers across 

different language contexts and examined their reliance on 

acoustic cues. By employing RSA, we compared listeners’ 

behavioral response patterns and the acoustic similarity 

between the talkers in each context. The results revealed that 

identification accuracy improved across training blocks and 

was highest for Native Mandarin, followed by Mandarin-

Accented English and Native English language context. 

Notably, the hierarchy was reversed for the similarity metric 

derived from comparing acoustic and behavioral RDMs, 

suggest more reliance on acoustic cues when the language or 

accent is less familiar. In Mandarin-Accented English context, 

reliance on acoustic cues was initially close to that in Native 

English context but diverged from it over time, suggesting a 

shift in talker identification strategies.  

Consistent with the LFE [1, 2, 3], we found higher accuracy in 

the Native Mandarin context compared to the Native English 

context. Our findings also extended previous research on the 

OAE [4] by showing that listeners improved at identifying 

talkers in a foreign English language with a native Mandarin 

accent improved faster compared to a foreign language with 

foreign American English accent. This suggests that phonetic 

familiarity in Mandarin-Accented English provides an 

advantage over purely acoustic-based talker identification in 

Native English, as listeners can draw on shared phonetic 

structures from their native language. 

More importantly, our RSA results further illustrated 

differences in acoustic-cue reliance across language contexts. 

The RDM similarity was highest for Native English context and 

lowest for Native Mandarin context. This pattern suggests that 

in unfamiliar language context, listeners relied more on acoustic 

cues, likely due to the lack of higher-level linguistic knowledge 

to aid identification. Conversely, in a familiar language context, 

where additional information beyond acoustic cues is available, 

listeners may engage top-down linguistic and cognitive 

mechanisms to support talker identification. 

The key finding is the shift in reliance on acoustic cues when 

identifying talkers in the foreign language with the familiar 

accent (Mandarin-Accented English context). Initially, listeners 

relied on acoustic cues at a level comparable to the unfamiliar 

English condition, but over time, their reliance decreased, 

resembling the familiar Mandarin condition. This shift is 

explainable within the Dual Learning System framework [22], 

which holds that learning at early stages may be dominated by 

the reflective system testing explicit rules while later stages are 

characterized by increased engagment of the procedure-based 

reflexive system [22, 23]. At the outset, our listeners in the 

Mandarin-Accented English might employ a more resource-

intensive strategy that required testing explicit acoustic cues, 

especially the mean F0 (see Figure 3); as exposure increased, 

they shifted to a more efficient ‘reflexive’ learning strategy that 

relied less on acoustic process but integrate linguistic cues from 

the Mandarin accent. 

Our results provide evidence for a hierarchical reliance on 

acoustic cues in talker identification across familiar and less 

familiar language contexts. The findings further support a 

dynamic model of talker identification, in which linguistic 

familiarity modulates identification strategies. Additionally, 

these results demonstrate the potential of RSA for assessing cue 

contributions and offer insights into facilitating human and 

machine speaker recognition in cross-cultural communicative 

settings. A limitation of the study is that we did not explicitly 

test the reliance on non-acoustic features. Further research can 

assess the importance of different types of cues during talker 

identification, using approaches such as electroencephalogram 

(EEG) experiments examining the brain’s tracking of acoustic 

and linguistic cues in speech. It is also important to further 

investigate whether the current findings effects generalize to 

other languages. 
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