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Abstract
Recent audio LLMs have emerged rapidly, demonstrating

strong generalization across various speech tasks. However,
given the inherent complexity of speech signals, these mod-
els inevitably suffer from performance degradation in specific
target domains. To address this, we focus on enhancing au-
dio LLMs in target domains without any labeled data. We
propose a self-improvement method called SI-SDA, leveraging
the information embedded in large-model decoding to evalu-
ate the quality of generated pseudo labels and then perform
domain adaptation based on reinforcement learning optimiza-
tion. Experimental results show that our method consistently
and significantly improves audio LLM performance, outper-
forming existing baselines in WER and BLEU across mul-
tiple public datasets of automatic speech recognition (ASR),
spoken question-answering (SQA), and speech-to-text transla-
tion (S2TT). Furthermore, our approach exhibits high data effi-
ciency, underscoring its potential for real-world deployment.
Index Terms: audio LLMs, domain adaptation, automatic
speech recognition

1. Introduction
In recent years, large language models (LLMs) have emerged
as general-purpose task solvers in NLP community [1], and
also have been playing an increasingly vital role in human life.
Meanwhile, the Transformer-based architecture has proven re-
markable performance for processing human speech [2] with
high sampling rate. Consequently, enabling a unified model to
handle acoustic and textual inputs has attracted surge of inter-
est in the both speech and multimodal communities, which has
given rise to notable advances in audio LLMs [3, 4, 5, 6].

However, due to the inherent variability of speech signals,
audio LLMs often experience performance degradation in spe-
cific acoustic environments, such as ASR tasks under unseen
background noise [7]. Existing solutions typically rely on col-
lecting domain-specific speech data, annotating it, and then
fine-tuning the model with supervision. Alternatively, some
methods adopt data augmentation to simulate data from the tar-
get domain [8]. Inspired by the self-improvement capabilities
exhibited by LLMs [9], this work explores a fundamental and
challenge question: Can audio LLMs achieve self-improvement
without relying on target domain annotations? In other words,
given only a pre-trained audio LLMs and a few hours or less
of unlabeled speech from the target domain, is it possible for
this model to acquire the robustness of target domain in a self-
training [10] manner.
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To address this question, we direct our focus on reinforce-
ment learning (RL), which has been demonstrated its effec-
tiveness on sequence generation optimization task in recent re-
search [11]. Typically, RL optimization is viewed as a post-
training scheme widely used in LLMs, a.k.a., reinforcement
learning with human feedback (RLHF) [12]. Instead of relying
on human feedback for annotation, we argue that the autoregres-
sive model inherently conveys information about the quality of
its generated samples during decoding, particularly when hallu-
cinations occur [13].

Inspired by this, we propose a self-improvement speech do-
main adaptation (SI-SDA) to improve the performance of audio
LLMs in multiple tasks and domains. By analyzing the infor-
mation flow in audio LLM, we find that the attention matrix of
deep Transformer layer is inherent quality indicator for sam-
ples generated by auto-regressive decoding, and SI-SDA lever-
age this information to perform group policy optimization in
a beam set. Subsequently, the model undergoes back propa-
gation by maximizing the log-probability of the those chosen
sequences, thereby improving its robustness to the target do-
main. Notably, the entire optimization process of SI-SDA re-
quires no additional annotated data and does not rely on re-
calling source domain data, as is commonly done in traditional
unsupervised domain adaptation (UDA) methods [14, 15]. In-
stead, model determines which self-generated samples should
be encouraged or suppressed through the uncertainty during
its auto-regressive decoding, which is consistent with human’s
learning process [16].

To validate the effectiveness of SI-SDA, we conduct exten-
sive experiments on three key tasks in audio LLMs: automatic
speech recognition (ASR), spoken question-answering (SQA),
and speech-to-text translation (S2TT) across multiple datasets.
In the ASR task, our method requires only a few hours of data
to enhance audio LLM performance in challenging conditions
such as background noise and speaker accents, achieving up to
an 18% relative WER reduction. Similarly, in ST and SQA, SI-
SDA improves generation quality in terms of BLEU scores in
a efficient manner. Furthermore, the promising performance of
SI-SDA validates the self-improvement ability of audio LLMs,
and pave the way for its practical application in the real world.

2. Related Work
Inspired by the success of LLMs, researchers have explored
their potential to enhance speech-to-text tasks. Early studies
focused on single tasks such as ASR [7], AST [17], and spo-
ken language understanding [18], where an audio encoder ex-
tracts semantic representations for LLM processing. Driven by
the availability of large-scale data, more audio-specific LLMs
have been developed [19, 20, 21]. These models can be cat-
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egorized based on speech representation methods: Discrete
token-based models: An audio codec discretizes speech, ex-
panding the LLM’s vocabulary to enable direct audio-text in-
teraction [22, 23]. Continuous representation-based models: A
pre-trained encoder, such as an ASR model encoder or a self-
supervised learning model, processes raw waveforms. The ex-
tracted features are then combined with LLM word embeddings
via a modality adapter, allowing seamless integration of audio
and text [24, 25].

3. Methodology
3.1. Salience Score in Audio LLM

To extract acoustic representations from time domain wave-
form, mainstream audio LLMs usually employ a pre-
trained speech encoder to obtain a audio sequence X =
{x1, x2, · · · , x3} in a Transformer-like feature X ∈ RL×D ,
where L is the length and D is dimension that needs to be
aligned with LLM’s dimension. Then X is fed into a decoder-
only Transformer for text sequence Y generation. Typically,
the next token prediction training pattern is utilized as shown in
follows:

P (Y | X) =

T∏
t=1

P (yt | Y1:t−1, X; θ). (1)

The LLM is then trained to maximize the likelihood of each pre-
dicted token yt, conditioned on both the preceding text tokens
y<t and the audio sequence X , parameterized by θ.

Despite down-sampling on audio sequence, X can be still
longer than Y due to high sampling rate of speech signal. Fur-
thermore, the aliment between X and Y is complex: in human
language, a short syllable can sometimes correspond to multiple
text tokens, leading to an imbalance in token-to-token mapping.
In this work, we utilize the saliency score to analyze the con-
tribution of X and Y0:t−1 when predicting yt in time step t.
Following common practice, we use the Taylor expansion [26]
to calculate the saliency score [27] for each element of the at-
tention matrix:

Il =

∣∣∣∣∣∑
h

Ah,l ⊙
∂L(x)
∂Ah,l

∣∣∣∣∣ . (2)

where Ah,l represents the attention matrix of the h-th attention
head in the l-th layer, and x denotes the input. The function
L(x) is the loss function for the given task, such as the cross-
entropy objective in classification problems. The saliency ma-
trix Il is computed by summing over all attention heads and tak-
ing the element-wise product with the gradient of the loss with
respect to the attention weights. The absolute value ensures that
the computed importance scores remain positive. The matrix
Il(i, j) quantifies the significance of information flow from the
j-th token to the i-th token in the speech-to-text task.

3.2. Token-level Distribution Analysis with Saliency Score

After defining the saliency score Il in Eq. (2), we first inves-
tigate whether there are systematic differences in the saliency
distribution when the model decodes a token correctly versus
incorrectly, where ASR task is taken for analysis due to the
availability of its unique ground truth. Let C be the set of time
steps at which the model outputs the correct token, and E be
the set of time steps at which the model makes an error. We
compute the saliency matrix Il(i, j) for each decoder layer l,

where i corresponds to the query position (i.e., the current to-
ken being predicted), and j indexes the key positions in either
the audio sequence X or the previously generated tokens Y<t

(including prompt tokens). To quantify how strongly a partic-
ular token position i relies on the special prompt tokens, we
sum up the saliency values over those prompt positions (such as
“<transcribe>”):

Sprompt(i)=
∑

j ∈Prompt
Il(i, j), (3)

and normalize by the total saliency over all possible j:

R(i) =
Sprompt(i)∑

j Il(i, j)
. (4)

Here, R(i) serves as an approximate measure of “prompt de-
pendence” at the i-th decoding step. We then average R(i) over
C and E :

RC =
1

|C|
∑
i∈C

R(i), (5)

RE =
1

|E|
∑
i∈E

R(i). (6)

In practice, we observe that RERC (see Section 5.1), this indi-
cates that erroneous tokens generally rely more on the prompt
region in terms of saliency, implying that the model might be
“falling back” to prompt tokens rather than aligning with the
appropriate acoustic frames or local context.

3.3. Saliency-Based Indicator for Hypothesis Quality

While the analysis above relies on comparing correct versus in-
correct tokens, in many real-world scenarios we only have hy-
potheses Ŷ without ground-truth references. We propose an
unsupervised indicator that leverages saliency distributions to
gauge the overall quality of a hypothesis at the sequence level.

Let Ŷ = {ŷ1, ŷ2, . . . , ŷT } be any candidate decoded from
X by the model. We compute the saliency matrix Il(i, j) for
each token position i ∈ {1, 2, . . . , T}, then define a “prompt
reliance” function:

R(i) =

∑
j ∈Prompt Il(i, j)∑

j Il(i, j)
, (7)

as in Eq. (4), but now applied to a single hypothesis where we
do not know which tokens are correct or incorrect. To capture
the overall dependence on prompt tokens, we aggregate R(i)

across all positions in Ŷ :

Q(Ŷ ) =
1

T

T∑
i=1

R(i), (8)

which yields a normalized scalar indicating how much, on aver-
age, the model’s saliency is tied to the prompt. Intuitively, if the
decoding is strongly influenced by the prompt rather than align-
ing with the local audio frames, Q(Ŷ ) will be larger, suggesting
a potentially lower-quality hypothesis.

In a batch of N -best hypotheses {Ŷ 1, Ŷ 2, . . . , Ŷ N} gen-
erated by beam search algorithm, we can rank these candidates
by their Q(Ŷ n) values or apply a threshold τ to reject those
with abnormally high Q(Ŷ ). Since Q(Ŷ ) is purely computed
from the model’s internal saliency maps, it requires no exter-
nal ground-truth labels and acts as an unsupervised measure of
alignment self-consistency. In later sections, we demonstrate
that this simple metric correlates with actual decoding errors
and can serve as a helpful indicator for RL-based optimization.
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3.4. Reward Design and Optimization

After obtaining Q(Ŷ ) as an unsupervised measure of hypothe-
sis quality in Eq. (8), we can further treat it as a reward signal in
a reinforcement learning (RL) setting, reminiscent of minimum
WER training [28]. Let {Ŷ 1, . . . , Ŷ N} be the N candidate hy-
potheses generated from beam search or sampling for a given
input X . We interpret the model’s decoding process as a policy
πθ(Ŷ | X) parameterized by θ, where πθ(Ŷ

n | X) = P (Ŷ n |
X; θ). We then define the reward for each hypothesis Ŷ n to be
its saliency-based quality score Q(Ŷ n).
Baseline and Advantage. To stabilize the training and reduce
variance, we adopt a baseline b, commonly taken as the average
reward over the N hypotheses, and then define the advantage
function An for each hypothesis Ŷ n as:

An = −(Q
(
Ŷ n)− Q̄), where Q̄ =

1

N

N∑
n=1

Q
(
Ŷ n). (9)

so that hypotheses with Q(Ŷ n) < Q̄ (above-average reward)
receive a positive advantage, while below-average ones receive
a negative advantage.

Following a standard policy gradient formulation, we define
the RL-style objective Lrl(θ) by weighting the log-probabilities
of sampled (or beam-searched) hypotheses with their advan-
tages:

Lrl(θ) = −
N∑

n=1

[
AnlogP

(
Ŷ n | X; θ

)]
(10)

Intuitively, hypotheses with higher reward (lower Q(Ŷ n)) than
the baseline are reinforced by increasing their log-probabilities,
whereas those with lower reward are suppressed. Minimizing
LRL(θ) encourages the model to shift probability mass towards
hypotheses whose saliency-based indicator Q(Ŷ ) suggests a
more coherent alignment with the acoustic frames, and away
from those that rely excessively on prompt tokens or exhibit
other undesirable saliency patterns.

4. Experiment
4.1. Models and Dataset

We use Qwen-Audio2 [25] as the representative audio LLM,
with ASR as the primary research task. Since Qwen-Audio al-
ready achieves strong zero-shot performance on clean datasets
(WER on LibriSpeech is 1.6), we follow the STAR set-
ting [16] and define the target datasets as those involving back-
ground noise, speaker accents, or specific application scenar-
ios. Specifically, we evaluate our approach on CHiME-4 [29],
LibriSpeech with FreeSound (0dB) [30], CommonVoice [31],
Switchboard [32], and TED3. Meanwhile, we explore the ex-
tension on S2TT task on CoVoST2 [33], and SQA task with
LibriSQA [34]. Notably, only the training set is employed for
sampling and optimization, and test set is only used for evalua-
tion.

4.2. Training, baselines, and Evaluation

Due to computational constraints, we adopt LoRA-tuning with
rank = 16 and a learning rate of 1e-5, training for 2 epochs per
dataset with Adam optimizer. All experiments are conducted on
two NVIDIA A100 (40GB) GPUs. The beam size is set as 10
and keep top 5 after de-duplication.

We compare our method against the following baselines:

• Zero-shot performance: The audio LLM’s performance on
the test set with beam search, where no adaptation method is
performed.

• Self-train: The model is trained using top-1 generated sam-
ples in a beam set, the training objective is cross-entropy loss.

• Filtering: Before self-training, we discard 20% of utterances
in training set with high diversity, as it typically indicates
model has high uncertainty on this data point [16]. The di-
versity is measured by edit distance between each other.

• Conf: Based on self-training, but with confidence-based re-
weighting applied during cross-entropy computation.

• STAR: An attention score-based re-weighting method, com-
bining with utterance filtering.

• SFT: Fine-tuning on labeled target data, typically considered
the upper bound for UDA methods. For fair comparison,
LoRA tuning is used that is consistent with proposed method.

For the ASR task, we report the performance in terms of WER
and WER reduction (WERR). For S2TT and SQA, we use
BLEU score to evaluate model performance.

5. Results
5.1. Main Results on ASR

We report the main results of SI-SDA and baselines in Table 1,
where the best results are in bold. From Table 1, it is observed
that (1) our method achieves the best performance on all test
sets except for the “car” subset. Compared to the limited im-
provements achieved by other UDA baselines, SI-SDA demon-
strates larger WER reductions across all test sets, achieving up
to 20.8% WERR on TED-3. (2) Although the zero-shot perfor-
mance varies significantly, ranging from 3.2 to 25.6, our method
consistently achieves notable improvements, demonstrating the
stability of SI-SDA across different scenarios. (3) Compared to
SFT, SI-SDA converges faster, typically requiring only 2 to 5
hours before performance on the validation set plateaus. This
is primarily because self-training samples are generated by the
model itself, rather than forcing the model to fit a new data dis-
tribution, as in SFT. On one hand, this demonstrates strong data
efficiency, only hours of unlabeled speech is required for adap-
tation. On the other hand, it highlights potential future research
directions, particularly on how to further improve performance
when large amounts of unlabeled speech data are available.

To validate the relationship between RE and RC , we report
the proportion of them on both clean LibriSpeech test set LS-
Freesound (mix LibriSpeech with different background noises)
for comparison. As visualized in Figure 1, RE are obviously
larger than RC across these for test set. This indicates that
whenever a token-level issue arises, the model tends to rely
more heavily on the prompt instruction rather than the input
sequence during decoding. From a deeper perspective, this re-
flects an adaptive yet suboptimal degradation strategy in audio
LLMs when encountering uncertain or low-confidence inputs:
the model attempts to “re-query” the global context or initial
state in search of better decoding cues.

5.2. Ablation Study on RL

Given a beam set of hypotheses with different Q-values, this ab-
lation study aims to examine the effectiveness of the adopted RL
strategy. To this end, we compare against the following base-
lines: (1) Min-Q: Uses the hypothesis with the lowest Q-value
in the beam set as a pseudo label for fine-tuning. (2) Re-Atten:
Applies attention score-based re-weighting when computing the
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Table 1: WER Main result on ASR task. The baselines are introduced in Section 4.2. The percentage values in the bottom-right corner
represent WERR. “SFT” column utilizes the same amount of labeled data and can be considered the upper bound performance.

Test set Domain Zero-shot Self-train Filtering Conf STAR SI-SDA SFT

CHiME-4 real noises 6.6 6.6 6.4 6.4 6.0 5.7−15.8% 5.0

LS-Freesound
car 3.2 3.5 3.5 3.2 2.4 2.5−21.9% 2.5

airport 11.9 11.7 11.7 11.8 11.0 10.2−14.3% 7.8
babble 25.6 23.9 24.4 23.2 22.6 20.7−19.1% 14.7

CommonVoice

Singapore 5.8 5.6 5.7 5.5 5.3 5.0−13.8% 3.9
Africa 5.6 5.5 5.4 5.5 5.2 4.9−12.5% 4.6

Australian 4.9 4.7 4.7 4.6 4.3 4.3−14.3% 3.7
Indian 6.1 6.1 6.0 5.8 5.5 5.5−9.8% 4.0

SwitchBoard telephone 11.1 10.9 11.8 10.7 9.9 9.8−11.7% 8.8

TED-3 TED talk 7.2 7.0 7.1 6.6 6.0 5.7−20.8% 5.2

Figure 1: The RE and RC comparison across clean and noise
ASR datasets. All values are normalized such that their sum
equals 1, allowing for a clearer observation of the relative pro-
portions.

Table 2: Ablation study on CHiME-4 and LS-Freesound.

Testset Min-Q Re-Atten DPO SI-SDA

CHiME-4 6.6 6.1 6.7 5.7

car 3.0 2.6 3.3 2.5
airport 11.6 11.4 11.5 10.2
babble 23.6 22.8 20.8 20.7

cross-entropy loss, which is a key component in STAR. (3)
DPO: Selects the hypotheses with the highest and lowest Q-
values for preference optimization, aiming to maximize implicit
reward proposed in [35].

From Table 2 we observed that all optimization method
achieve performance gain compared with zero-shot result,
demonstrating the significance of attention-based information
during decoding. Meanwhile, SI-SDA surpasses all other base-
lines by a large margin across different test sets, which indicate
that RL is a well-suited approach in this task, particularly be-
cause beam search naturally provides pairwise sampled results,
making it an effective foundation for optimization.

Table 3: Extension on S2TT and SQA. All resutls are reported
in terms of BLEU score.

Testset Zero-shot Conf STAR SI-SDA

en-de 29.8 29.2 30.7 30.7
zh-en 24.4 24.3 30.1 32.5
it-en 35.7 36.0 36.1 36.1

part-I 21.7 16.7 20.0 22.2

5.3. Extension on S2TT and SQA

In this experiment, we investigate the scalability of SI-SDA
speech-to-text translation and spoken question answering tasks.
Using the CoVoST2 dataset, we evaluate our method on three
distinct language pairs from CoVoST2: English to German (en-
de), Chinese to English (zh-en), and Italian to English (it-en).
For SQA, we focus on Part-I of LirbriSQA dataset, which in-
volves free-form answer generation. We maintain a beam size
of 10, but due to the significant differences between hypotheses,
we do not perform hypothesis repetition. Instead, we directly
compute the loss using Equation (10).

The results are summarized in Table 3. It is observed that
SI-SDA outperforms the baselines on all test sets. This indi-
cates that even in S2TT and SQA, where labels are not unique,
attention-based scores remain effective for evaluating sample
quality under unsupervised conditions. Moreover, this suggests
that the behavior of audio LLMs in ASR generalizes well across
different speech tasks, demonstrating its robustness and adapt-
ability.

6. Conclusion
This work focuses on improving audio LLM performance
across different target domains without using any labeled data.
Based on an analysis of audio LLM decoding behavior, we
propose SI-SDA, a RL-based approach for unsupervised do-
main adaptation that accordingly optimize the generated sam-
ples from the N-best list. Experimental results demonstrate that
our method consistently enhances performance across various
speech tasks, while its data efficiency highlights its practical
value for real-world applications, facilitating the deployment of
audio LLMs in real-world scenarios.
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