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Abstract

This study proposes a multitask learning framework with
fused attention to enhance automatic speech recognition (ASR)
for pronunciation-based transcription and mispronunciation de-
tection (MPD) in speech sound disorders (SSD). Our approach
leverages multitask learning by carrying out ASR and classi-
fication tasks concurrently. To further improve performance,
we propose a fused attention mechanism that refines hidden
states by weighting features relevant to mispronunciations. The
classification head and the attention mechanism work syner-
gistically, jointly optimizing transcription and detection perfor-
mance. Evaluated on a Korean children SSD dataset, our ap-
proach outperforms the baseline, achieving lower Character Er-
ror Rates (CER) and higher Unweighted Average Recall (UAR),
demonstrating the effectiveness of multitask learning with fused
attention for mispronunciation detection.

Index Terms: automatic speech recognition, mispronunciation
detection, speech sound disorders, audio classification

1. Introduction

Speech Sound Disorders (SSD) are complex communication
impairments that affect an individual’s ability to articulate
speech sounds clearly, often reducing speech intelligibility—the
extent to which a listener can understand the speaker [1]. Glob-
ally, SSDs affect a considerable number of children, posing
challenges to their educational progress and social mobility [2].
For example, over 50% of children with unilateral cleft lip and
palate (CLP), a common condition linked to SSDs, were found
to have below-normal speech intelligibility [3]. Another re-
search indicates that children with SSDs often exhibit poorer
speech perception accuracy compared to their typically devel-
oping peers, highlighting a connection between their pronunci-
ation impairments and their ability to comprehend spoken lan-
guage [4, 5]. These findings emphasize the need for early detec-
tion and intervention, as untreated SSDs can lead to emotional
difficulties, social isolation, anxiety, and attention issues.
Typically, an SSD diagnosis is made when a Speech-
Language Pathologist (SLP) determines that the proportion of
correctly pronounced words relative to the total number of
prompted words falls below a certain threshold [6]. However,
the limited availability of SLPs has created a growing demand
for Al-based solutions to address the shortage of speech ther-
apy services [7]. Existing research has explored classification
models for the task of SSD and other disordered speech de-
tection [8, 9, 10, 11]. Support Vector Machines (SVMs) have
been studied and found effective for disordered speech detec-
tion [12, 13, 14, 15]. One study employs text-dependent i-vector
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models to account for the linguistic content of speech, ensuring
fair comparisons in a Gaussian Mixture Models (GMM) classi-
fication framework [16]. With the emergence of powerful pre-
trained Deep Neural Network (DNN) models such as Wav2Vec2
[17], a study in dysarthria detection leveraged Wav2Vec2 to
extract features which outperformed traditional approaches us-
ing spectrograms and MFCCs [18]. While classification mod-
els show promise in identifying speech disorders, their lim-
ited clinical interpretability—Ilacking insight into speech fea-
tures, error patterns, and disorder severity that derived the deci-
sions—restricts their usefulness for diagnosis and intervention
planning.

SSDs involve subtle pronunciation errors in the form of a
phoneme replacement, and research on the detection of these
phonological errors is limited [19, 20]. Motor-based disor-
ders often share consistent features such as monotonous pitch,
tremulous voice, and reduced speech rate [21] which can be de-
tected across any portion of disordered speech when compared
with typical speech. In contrast, SSDs are more intricate, as the
correct pronunciation varies with each word and language. De-
spite the critical need for specialized diagnostic tools for SSD,
much of the existing research on speech disorders prioritizes de-
tecting consistent features [22], leaving SSD detection underex-
plored. A recent study proposed an SSD detection system that
extracts phoneme-level embeddings, compares them to refer-
ence embeddings using cosine similarity, and aggregates error
metrics for speaker-level classification [23]. Another study in
MPD [24] designed multitask learning with error detection by
phoneme and ASR. Although these approaches provide infor-
mation as to which phoneme contained an error, they are based
on forced alignment or time-aligned annotation of speech into
phonemes, limiting its practicality for generalized diagnostic
applications [20].

Replicating the real-world diagnosis of SSD using an au-
tomated system relies heavily on accurate, unaltered transcrip-
tions of speech, which we define as pronunciation-based tran-
scription in this paper. Such a system closely resembles the pro-
cess used by SLPs, offering diagnostic interpretability and en-
abling direct analysis of error types, unlike classification based
approaches that only provide the detection result. ASR sys-
tems designed for pronunciation-based transcription could ad-
dress the limitations of manual transcription performed by SLPs
or the laborious data processing steps, offering a promising al-
ternative for SSD detection. However, most previous work on
ASR for pathological speech focuses on recognizing the in-
tended speech, optimizing the character error rate (CER) or
word error rate (WER) against the target speech [25, 26, 27].
However, for diagnostic usage, the focus is on identifying de-
viations from the correct pronunciation rather than matching it
to the target. In a recent study, Wav2Vec2 is finetuned on a
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Korean SSD dataset to improve the model’s ability to generate
pronunciation-based transcription in SSD speech for diagnostic
purposes [28]. This approach prioritized optimizing the CER
but did not demonstrate whether the generated transcriptions
improved the classification accuracy for SSD speech, leaving
its diagnostic utility in question.

We aim to develop an end-to-end ASR system for
pronunciation-based transcription, enabling SSD diagnosis
without the need for phoneme-aligned annotations typically re-
quired in classification-based approaches. When diagnosis re-
lies solely on the model’s transcriptions, subtle mispronuncia-
tions encountered during testing may be transcribed as correct
pronunciations. To address this limitation, we enhance the ASR
model with a classification head that differentiates correct pro-
nunciations from various mispronunciations at the word level,
forming a multitask learning framework with joint loss opti-
mization. Additionally, we integrate a fused attention mech-
anism to emphasize the most relevant parts of the Wav2Vec2
hidden states, enhancing both classification and pronunciation-
based transcription.

2. Child SSD Speech Dataset
2.1. Dataset

We collected a 4.4-hour Korean child speech dataset from 709
Korean-speaking children, aged 2 to 10, including both those
with normal speech and those with SSD. During the record-
ing sessions, an instructor interacted with each child, prompt-
ing them to pronounce various selections from 80 target words
provided by the Assessment of Phonology and Articulation for
Children (APAC) and the Korean Articulation and Phonology
Profile (K-APP). After data cleaning and segmentation, the
dataset comprised 20,996 word-level audio samples.

2.2. Data Labeling

Each audio file is paired with a TextGrid file that contains the
target word and pronunciation-based transcription. To leverage
the ASR model to capture mispronunciations, we label our data
as follows. For the ASR task, the actual pronunciation tran-
scribed by SLPs serves as the label, as the model is intended
to transcribe pronunciation-based speech. For the classifica-
tion task, since typically developing (TD) children may mispro-
nounce words and children with SSD may sometimes produce
correct pronunciations, we label data strictly based on whether
the actual utterance matched the target text, the word they in-
tended to pronounce. The word level distribution by age and
pronunciation correctness is shown in Table 1:

Table 1: Word-level label distribution by age

Age 2 3 4 5 6 7 8 9
1785 | 2492 | 2629 | 2227 1604
2640 | 1759 | 1152 | 720 168
4425 | 4251 | 3781 | 2947 1772

Total
13694
7302

20996

o

Correct

Incorrect

Total Count

3. Proposed System Design

In this section, we describe in detail the implementation of the
proposed multitask learning framework with fused attention,
which is composed of feature extraction, fused attention, and
the multitask loss optimization. Our overall system design is
shown in Figure 1.
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3.1. Classification Head for Multitask ASR

We design a Wav2Vec2CTC model which includes a binary
classification head for multitask learning, addressing both ASR
and mispronunciation detection (MPD). The input speech is
processed by a Wav2Vec2 model finetuned on our dataset to
extract acoustic features. The extracted hidden states are then
passed through two distinct heads, ASR and classification. The
loss for both tasks is computed separately: the Connectionist
Temporal Classification (CTC) loss for ASR and binary cross-
entropy (BCE) loss for classification. These losses are com-
bined into a multitask loss, with a weight parameter «, applied
to the classification loss to balance the contributions from both
tasks. The equation gor our multitask loss is as follows:

1
Linultitask = B Z CTCLoss; +a* BCFELoss;

i=1

ey

where B is the batch size, and « is the weight parameter for
the classification loss.

3.2. Fused Attention Mechanism

When working with speech data, emphasizing key regions in the
sequence can be beneficial for identifying mispronunciations as
shown in other speech-related tasks [29]. Here we demonstrate
the hidden states transformation during the forward pass of our
proposed multitask learning model with fused attention. Our
fused attention mechanism enhances input representations by
emphasizing key sequence regions, assigning higher attention
scores to features that improve transcription and classification
performance. We describe the fused attention layer in detail in
this section.

A; = tanh(W1Hpe + b1), A; € RBXTxD @
A2:W2A1—|—b2’ As eRBXTxl (3)
~v = softmax(As,dim=1), € RBXTx1 @)

We begin by extracting the base hidden states Hpue €
RBXT*D of Wav2Vec2, where B is the batch size, T is the input
sequence length, and D is the feature size of the hidden state. In
our experiment, B, T, and D were set to 8, the length of the
longest sequence in a batch, and 1,024, respectively. Hpq en-
ters the fused attention layer, comprising two transformations
and activations to produce attention weights. The first linear
layer with W; € RP*P learns a weighted combination of the
features at each time step, and the tanh function further cap-
tures the non-linear patterns of the output. The second linear
layer maps each time step’s activation to a scalar score, which
is then softmax-normalized into the attention weight -, indicat-
ing the relevance of each part of the sequence.

Hatendea = VTHbﬁsea Hattendea € RBXD (5)

Hatended = Haendea @ 1r, Hatendea € RBXTXD (6)

Heonear = Concat(Hmh Hattended, dim = _]_)’ o
Heoncat € RE*Tx2D

Hiusea = W pHeoncar + bf7 Hiveed € RBXTxD 8)

The attention weights v are multiplied with Hpase via batch
matrix multiplication to produce Hagended, Where most relevant



Figure 1: Our overall system design describing the flow of the forward pass. The extracted hidden states enter the fused attention
mechanism to highlight relevant time-steps or error-prone regions. The fused states then enter the ASR head for transcription and

classification head for MPD to produce the multitask loss.
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parts according to y are emphasized. Repeating Haended across
all time steps infuses global context into each local represen-
tation, enriching each time step’s features with the most criti-
cal information identified by the attention mechanism. Hayended
are then concatenated with Hyae by D. The fusion layer with
W; € RP*2P and by € RP reduces Heoncar back t0 Hipase’s
dimension. This approach combines original acoustic features
with global error-focused information into a unified representa-
tion, enhancing both classification and transcription while pre-
serving sequence-wide context.

The fused hidden states serve two distinct multitask objec-
tives. 1) The ASR logits are computed from Hgyseq, which rep-
resent the probability distribution over the vocabulary for each
time step:

BXTXV
Lasr = Wproj Hiysea + bproj: Lask € R e (9)

Here, Wy € RY*P is the projection weight matrix that
maps the hidden state dimensions D to the vocabulary size V.
2) The classification logits identify mispronunciations using a
pooled representation of Hyy.d, Obtained by averaging across

all T time steps for sequence-level classification.

BxD
R

Hpooled = Mean(Hfusem dim = 1)7 Hpooled S (10)

Lac = WacHpooked + bac, Lac € RP*2 (11)

The resulting Hpoolea is then passed through a linear layer
defined by Wac € R**P to produce the audio classification
(AC) logits Lac. In this joint optimization framework, the fused
attention layer learns to assign higher scores to time steps that
contribute to reducing ASR or classification loss.

4. Experiments
4.1. Experiment Setup

We divide the dataset into an 8:2 ratio for training and testing,
and the speakers in the training and test sets are kept entirely
separate. The model is trained for 30 epochs with a batch size
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of 8 and a learning rate of 3e-4. We train the proposed multi-
task Wav2Vec2CTC model (Wav2Vec2 + MTL), and the mul-
titask Wav2Vec2CTC with fused attention model (Wav2Vec2 +
MTL + FA). With the trained models, we transcribe the 4,330
test audio samples, calculating the Character Error Rate (CER)
for ASR transcription accuracy and Unweighted Average Re-
call (UAR) for MPD accuracy as evaluation metrics. For ASR-
based detection, we use the hierarchical structure of detection
described in [30], by classifying the predictions into a true ac-
ceptance (TA), false rejection (FR), false acceptance (FA), or
true rejection (TR) based on whether the model’s transcrip-
tion matched the target text. For audio classification or AC-
based detection, we use the classification decisions made by
Wav2Vec2 + MTL and Wav2Vec2 + MTL + FA. We com-
pare our ASR-based detection with a recent prior work [28],
which trains a 3-gram KenLLM model using mispronunciations
and integrates it into the beam search decoder of the single-
stream Wav2Vec2 model. For AC-based detection, we compare
an audio classification method based on ResNet-50 [31], and
the i-vector method [16] that trains a 256-component GMM-
UBM from extracted MFCC features to derive i-vectors using
posterior-weighted means, which were classified by an SVM.
Finally, we train the single-stream Wav2Vec2 model without
fused attention as the baseline. Each experiment was conducted
with four random seeds, and results were reported with a 95%
confidence interval. The models were trained on an NVIDIA
RTX A6000 GPU.

4.2. Results

Experiment results are reported in Table 2. We categorize
the results into ASR-based and AC-based detection meth-
ods, referring to the UAR obtained from each as UAR(ASR)
and UAR(AC), respectively. In Table 3, we list the CER,
UAR(ASR), and UAR(AC) results obtained from the proposed
Wav2Vec2 + MTL + FA model with a varying weight parame-
ter . From these results, we aim to answer the following three
research questions.

RQI1: How effective is the proposed model in achieving over-



Table 2: Word-level transcription and classification results

Method Metric (Avg. + CI)
CER UAR(%)

ASR-based detection
Wav2Vec2CTC 0.1897+0.0062  72.954+0.36
‘Wav2Vec2CTC + KenLM [28] 0.1836+0.0125  68.62+5.46
‘Wav2Vec2 + MTL (Ours) 0.1813+0.0067  74.131+0.98
Wav2Vec2 + MTL + FA (Ours) 0.1677+0.0039  74.94+1.34

AC-based detection
i-vector (MFCC, GMM-256, PCA-50) [16, 23] - 53.89+1.64
Resnet-50 [31] - 53.88+1.12
Wav2Vec2 - 71.94+1.64
Wav2Vec2 + MTL (Ours) - 73.58+1.77
Wav2Vec2 + MTL + FA (Ours) - 75.18+0.64

Table 3: Results by weight parameter o
parameter Metric (Avg. + CI)

CER UAR(ASR)(%) UAR(AC)(%)
a=0.05 0.1680+£0.0129 75.21+2.17 73.77+£1.13
a=0.1 0.1703+£0.0102 74.75+1.09 74.691+0.92
a=0.15 0.1677+£0.0039 74.94+1.34 75.18+0.64
a=0.20 0.1706£0.0078 75.024+0.77 75.321+0.78
a=0.25 0.1698+0.0061 75.06+0.56 75.12+0.79

all improvements? Our proposed Wav2Vec2 + MTL + FA
model achieved a 2.2% improvement in CER and a 1.99% im-
provement in UAR compared to the single-stream model with-
out fused attention in the ASR-based method. The proposed
multitask learning framework with fused attention was effective
both in transcribing pronunciation-based speech and in classify-
ing correct pronunciations and mispronunciations. Wav2Vec2
+ MTL + FA outperformed Wav2Vec2CTC + KenLM [28] in
both CER and UAR, with a notable 6.32% gain in UAR. It also
showed a significant improvement over the AC-based Resnet-50
and i-vector methods.

Figure 2: Comparison of ASR-based detection outcomes

(higher TA, TR is better; lower FA,FR is better)
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12.6%
2234 2292

2500

2000

1500
17.9%
1057

Count

980
1000 19.1%
116.0% 634 576

4827 405

0 True Acceptance  True Rejection  False Acceptance

Prediction Categories

False Rejection

In Figure 2, we compare the ASR-based detection results
between Wav2Vec2CTC and Wav2Vec2 + MTL + FA. Over-
all, true acceptance and true rejection rates were higher, while
false acceptance and false rejection rates were lower. Notably,
true rejections increased by 77, highlighting improved sensitiv-
ity to subtle pronunciation deviations, enhancing pronunciation-
based transcription and ASR-based detection. Additionally, 58
false rejections were corrected, demonstrating the model’s abil-
ity to better distinguish correct pronunciations from various
mispronunciations.

RQ?2: Does the multitask learning result in performance im-
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Table 4: Ablation Study of Fused Attention Mechanism

Setting (ASR/AC) Metric (Avg. £+ CI)

CER UAR(ASR)(%) UAR(AC)(%)
base/base 0.1801+0.0057 74.22+1.04 74.27+1.38
base/fused 0.1738+0.0065 74.15+£1.26 74.28+1.74
fused/base 0.1705+0.0051 74.64+0.99 74.03+0.59
fused/fused 0.1677+0.0039 74.94+1.34 75.18+£0.64

provements? As shown in Table 2, Wav2Vec2 + MTL op-
timized the UAR from 72.95% to 74.13%. It also achieved
a CER of 0.1813 which was improved from 0.1897 obtained
by the single-stream model. This demonstrates improvements
in both transcription accuracy and classification. Notably, the
AC-based detection method using Wav2Vec2 + MTL achieved
a UAR of 73.58%, marking a 1.64% improvement over the
71.94% UAR of the Wav2Vec2 audio classification model. This
highlights the advantage of incorporating classification into a
multitask ASR model, as it uses information learned during
ASR training. In contrast, a standalone binary classification
model may lack access to phonetic and linguistic cues that en-
hance MPD performance. In Table 3, the weight parameter
« yielding the optimal performance in ASR-based detection
across each metric is explored. Although o of 0.15 resulted in
the best CER, values around 0.15 demonstrated similarly strong
performance, suggesting the stability of the model in slight vari-
ations in a.

RQ3: Does the fused attention mechanism result in perfor-
mance improvements? The resulting Wav2Vec2 + MTL + FA
achieved an additional 1.05% reduction in CER, leading to an
overall 2.2% improvement in transcription accuracy compared
to the baseline model. The fused attention also optimized the
UAR(ASR) further to 74.94% from 74.13%, as well as the
UAR(AC) from 73.58% to 75.18%. This suggests that fused
attention enhances MPD performance in both ASR and AC-
based methods within a multitask learning framework. The
fused attention mechanism enhances the representation of error-
prone regions by incorporating global context into each time
step, enabling the ASR to better capture subtle mispronuncia-
tions, which also aids classification. In Table 4, we compare
three metrics in four different experimental settings. The terms
‘base’ and ‘fused’ in the first and second slots indicate whether
Wav2Vec2’s base hidden states or the proposed fused states
were used for ASR and classification, respectively. The highest
UAR was achieved when the proposed fused states were used in
both, emphasizing the importance of a shared context through
the fused attention mechanism.

5. Conclusion

In this study, we proposed a novel multitask learning frame-
work with fused attention to improve both pronunciation-based
transcription and mispronunciation detection in children’s SSD.
The joint optimization framework uses shared fused represen-
tations, allowing the classification task to guide ASR in pre-
serving mispronunciations, while attended representations in-
form the classification task of error-prone regions, enhancing
the model’s ability to detect mispronunciations and improve
transcription at a fine-grained level. In addition to our proposed
method, reducing background noise and expanding our dataset
may further enhance performance. For future work, we will ex-
plore whether noise reduction techniques or data augmentation
using speech synthesis can lead to further improvements.
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