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Abstract

Emotion Recognition in Conversation (ERC) is essential for
dialogue systems in human-computer interaction. Most exist-
ing studies primarily focus on modeling contextual information
from historical interactions but often overlook the effective in-
tegration of speaker and content information. To address these
challenges, we propose the “Three Ws” concept—Who, When,
and What, representing speaker, context, and content informa-
tion—to comprehensively capture emotional cues from histor-
ical interactions. Building on this concept, we further intro-
duce a novel model for ERC. Additionally, we incorporate a
speaker similarity loss to enhance speaker information. Experi-
mental results show that our model outperforms baselines, with
each component making significant contributions—especially
context information. Additionally, the speaker similarity loss
further improves ERC performance. Notably, the “Three Ws”
concept demonstrates robustness across both single-modal and
multimodal scenarios.

Index Terms: emotion recognition in conversation, speaker
verification, human-computer interaction

1. Introduction

In recent years, dialogue systems have attracted considerable
attention within the field of human-computer interaction (HCI).
As advancements continue, research priorities have shifted from
merely ensuring response accuracy to enhancing systems’ abil-
ity to comprehend user intent [1, 2]. These evolving demands
are driving significant improvements in the effectiveness and
adaptability of HCI [3].

Emotion Recognition in Conversation (ERC) is the task of
recognizing users’ emotional states based on historical contex-
tual information from conversation [4]. Previous studies pri-
marily focused on modeling context information within con-
versations. For instance, Zhao et al. [5] proposed MuCDN,
which segments conversations into sub-conversations using a
discourse tree and captures both inter- and intra-speaker de-
pendencies through Gated Recurrent Units (GRUs). Ghosal et
al. [6] presented DialogueGCN, leveraging graph-based struc-
tures to encode intra- and inter-speaker interactions, excelling in
multi-speaker scenarios. In these approaches, speaker informa-
tion is primarily utilized to distinguish inter- and intra-speaker
dependencies within the conversation rather than being directly
incorporated as explicit speaker identity information.

In recent years, some studies have further improved ERC
accuracy by incorporating speaker information as additional
speaker identity information. For example, Kim et al. [7] pro-
posed EmoBERTa for ERC, incorporating speaker identity and
utterance delimiters to capture speaker states and contextual de-
pendencies. Li et al. [8] proposed EmoCaps, an end-to-end

framework for ERC, which leverages EmoFormer to extract
speaker-aware multimodal emotion vectors and integrate them
with contextual information. Guo et al. [9] incorporated cross-
modal attention and speaker-specific information to better cap-
ture emotional dynamics in conversations. Although prior stud-
ies have acknowledged the significance of modeling speaker
and contextual information in the ERC task, they have over-
looked the potential of independently modeling content infor-
mation as a distinct type of context. Furthermore, there remains
a lack of models that simultaneously incorporate speaker, con-
text, and content information in an integrated framework.

To address these challenges, we first propose the “Three
Ws” concept—who, when, and what—to comprehensively
model historical contextual information. Based on this concept,
we introduce a novel ERC model that explicitly integrates these
three pieces of information. Meanwhile, we enhance the repre-
sentation of speaker information by incorporating speaker sim-
ilarity loss. Specifically, first, we assess the effectiveness of the
“Three Ws” concept by analyzing the contribution of each piece
of information across different modalities. Second, we examine
the impact of speaker similarity loss on ERC performance un-
der various modalities. Finally, we investigate the robustness of
the “Three Ws” concept by evaluating the proposed model on
ERC tasks using mainstream speech and text pre-trained self-
supervised learning (SSL) representations.

The contributions of this article are summarized as below.

* We propose the “Three Ws” concept—who, when, and
what—corresponding to speaker, context, and content infor-
mation to comprehensively model historical contextual infor-
mation in conversation.

¢ We introduce the speaker similarity loss to enhance the rep-
resentation of speaker information.

* We develop a novel ERC model based on the “Three Ws”
concept. To the best of our knowledge, this is the first sys-
tematic attempt to integrate speaker, context, and content in-
formation to complement emotion-related information.

2. Proposed Method

2.1. The “Three Ws” Concept in Conversation

Fig. 2 illustrates the definition of the “Three Ws” concept in
conversation, where one speaker A and his or her interlocutor
B in the given conversation. U“ represents the utterances of
speaker A, UP represents the utterances of interlocutor B, and
T denotes the time steps associated with each speaker turn.

We define “Who” as the speaker information, representing
the speaker’s identity and can be denoted as (A); “When” as the
context information, which represents the historical utterances
from both the speaker and the interlocutor in the conversation
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Figure 1: The overall architecture of our proposed method, which comprises (a) an embedding module, (b) an information fusion

module, and (c) an emotion prediction module.
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Figure 2: Definition of the “Three Ws” concept in conversation.

By defining the "Three Ws” concept in conversation, we
aim to capture a more holistic view of how emotions arise and
evolve. Specifically, speaker information (Who) accounts for
the fact that the same emotion can manifest differently across
individuals, context information (When) reflects how prior ex-
changes shape or intensify emotional states, and content infor-
mation (What) provides the immediate expression of emotion.

2.2. Model Description

To simplify the architecture, this study adopts a context length
of two time steps. As illustrated in Fig. 1, two raw audio ut-
terances are first processed by the embedding module, which
comprises speaker and emotion encoders to extract speaker and
emotion representations, respectively. These representations are
then passed to the information fusion module, which integrates
them into the speaker, context, and content information follow-
ing the “Three Ws” concept. The fused information is subse-
quently fed into the emotion prediction module to determine
the corresponding emotion label. Additionally, a speaker verifi-
cation subtask is introduced to reinforce speaker information.
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2.3. Embedding Module
2.3.1. Emotion Encoder

To comprehensively analyze acoustic features, we employ
WavLM [10], a pretrained SSL model, as our speech emotion
encoder. We denote E'St and EST_1 as the speech emotion
representations at time steps 7" and T — 1, respectively.

To obtain comprehensive text features, we leverage
RoBERTa [11], a pretrained SSL model, as our text emotion
encoder. We denote L1 and EEL7_ as the text emotion rep-
resentations at time steps 7" and T — 1, respectively.

2.3.2. Speaker Encoder

To analyze speaker features, we utilize a pretrained SSL model,
HuBERT [12], as our speaker encoder. To obtain compre-
hensive speaker information, we finetune the encoder on the
VoxCeleb-base dataset [13]. We denote St and S7_1 as the
speaker representations at time steps 1" and 7" — 1, respectively.

2.4. Information Fusion

To effectively extract emotion-related information using the
“Three Ws” concept, the information fusion module separately
captures speaker, context, and content information from the em-
bedding module. This module primarily consists of five Mamba
blocks. The following section provides a detailed explanation of
each component.

First, four Mamba blocks are utilized to extract emotional
information from the embeddings, aiming to capture modality-
independent emotion representations.

(Mamba)(E St (or

EST(or ES_1, ELy,ELp_,) = W
ESr_1,ELr,EL1_1)).

Subsequently, we fuse the representations at corresponding time
steps to extract modality-dependent representations, as follows:

E7 = Concat(EST, ELT,)

2
E7_, = Concat(EST_1, EL_1),



where B/ and E7-_,; denote the emotion representation at T’
time step and 7" — 1 time step, respectively.

Speaker information serves as identity-specific informa-
tion to capture speaker characteristics. In this study, we use the
speaker representations St as the speaker information.

Context information serves as long-term temporal infor-
mation to capture emotional dynamics over time. In this study,
we construct the context information by combining emotion
representations from different time steps, as defined below:

Ec = (Mamba)(Concat(Er, Er_4)). 3)

Content information serves as short-term temporal infor-
mation to capture emotions at a specific time step. This study
uses the emotion representations E7 as the content information.

Finally, the final context, content, and speaker information
are concatenated and written as follows:

H = Concat(Sr, Ec, ET). 4

2.4.1. Mamba Block

To effectively capture rich emotional representation, we employ
the Mamba block to enhance long-range dependency modeling
and information aggregation capabilities [14].

Mamba block comprises fully connected (FC) layers, con-
volutional layers, SiLU activation, and a State Space Model
(SSM). The initial representation of the input A involves two
pathways, each starting with an FC layer:

hi = Wih+b1, hi = Wah+ bs, Q)
where Wi, Wy and b1, ba are the respective weight matrices
and bias vectors. The first pathway’s output, h; is then pro-
cessed by a one-dimensional convolution and SiLU activation
function, and the second pathway’s output, A} is then processed
by a SiL.U activation function:

ha = SiLU(Conv1D(h1; k)),

/ . / (6)
h2 = SlLU(h1)7

where k represents the kernel size. Further long-sequence de-
pendencies are modeled by processing ha through an SSM:

y1 = SSM(h2). @)

The final feature synthesis is performed by combining the out-
puts from the SSM and the second pathway using an FC layer
and a mean operation:

y = Mean(FC(y1 © h3)), ®)

where ® denotes element-wise multiplication.

2.5. Emotion Classification Module

Emotion classification uses the output representations H of the
information fusion module, which is passed through an FC layer
and a SoftMax activation function.

P(Yemo| H) = SoftMax(FC(H)).

where yemo 18 the predicted emotion classification.

&)
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2.6. Loss Function

In this study, the model is trained with a composite loss function
that integrates emotion classification and speaker similarity.

Emotion Classification Loss: Optimizes the prediction of
emotion classes using cross-entropy:

N C
1 N
EEmmi(m - — N Zl Zl Yic log(yic)a (10)

where y;. and ;. represent the ground truth and predicted prob-
abilities for the c-th emotion class.

Speaker Similarity Loss: Measures the alignment of
speaker information across different time steps.

We define the Euclidean distance between the speaker rep-
resentation at time steps 7" — 1 and 7" as follows:

d=|Sr-1 - Sr|. an
A binary label ! indicates whether the two time step speakers
are same (I = 1) or different (I = 0). Given a margin m, the
loss is formulated as:
Lspeaker = Ld>+(1 — 1) max(0, m —d)®,  (12)
where m is a predefined margin.
These two loss functions are linearly combined as the over-
all objective during the training stage:
Loss = &+ LEmotion + (1 - Oé) . cSpeaker, (13)

where « is the hyperparameter for adjusting the weight between
emotion classification loss and speaker similarity loss.

3. Experiments
3.1. Dataset

The Interactive Emotional Dyadic Motion Capture IEMOCAP)
database is a widely used corpus in affective computing [15].
It contains approximately 12 hours of audio-visual recordings.
Each dialog in [IEMOCAP has been segmented into utterances
with continuous labels and category labels for emotional states.
This study considers four categorical emotions consistent with
experimental protocols used in many previous studies [16, 17,
18]: neutral, happiness, sadness, and anger.

3.2. Experimental Procedure

To comprehensively investigate the effectiveness of the Three
W’s in the ERC task, we conducted three experiments. In Ex-
periment 1, we investigated the effect of the “Three Ws” con-
cept on ERC by comparing the impact of each piece of informa-
tion. In Experiment 2, we explored the effect of speaker simi-
larity loss on ERC. In Experiment 3, we further investigated the
robustness of the “Three Ws” concept on mainstream speech
and text SSL representations (Wav2vec 2.0 [19], HuBERT [12],
WavLM [10], BERT [20], DeBERTa [21], Roberta [11]).

In evaluating our results on IEMOCAP, we adopted a com-
mon strategy: leave-one-section-out cross-validation, as also
employed in previous works [22, 23, 24]. The categorical
ERC performance was assessed using the Unweighted Accu-
racy (UA) and F1 scores, which have been widely utilized
in experiments with unbalanced data to evaluate performance
[25, 26, 27].



3.3. Implementation

Our deep learning models were developed using Python 3.7 and
PyTorch 1.11.0. The models were trained and evaluated on a
single NVIDIA Tesla V100 GPU.

For the speech modality, the emotion encoder was initial-
ized with WavLM-base and the speaker encoder with HuBERT-
base, both with an embedding size of 768. For the text modality,
the emotion encoder used RoBERTa-base with a hidden size of
768. WavLM and RoBERTa were fine-tuned during training.

4. Results and Discussion

To analyze the effect of the "Three Ws” concept on ERC,
we compare the performance of each piece of information on
single- and multimodal ERC tasks, as shown in Table 1.

Table 1: The effectiveness of the “Three Ws” concept on ERC.

Modality | Information | UA (%) F1 (%)
| Content | 6850 67.59

Content + Context 70.27 69.70

Speech Content + Speaker 69.39 68.82
Context + Speaker 71.09 69.94

| Content + Context + Speaker |  72.26 71.53

| Content | 6938 69.61

Content + Context 73.37 72.76

Text Content + Speaker 72.83 72.53
Context + Speaker 76.18 75.66

| Content + Context + Speaker |  76.63 76.45

| Content | 7715 76.66

Speech Content + Context 79.22 78.33
+ Text Content + Speaker 78.00 77.56
Context + Speaker 79.92 79.17

| Content + Context + Speaker |  80.31 80.06

The results demonstrate that incorporating the “Three Ws”
concept consistently enhances performance across different
modalities. Specifically, in the speech modality, the proposed
“Three Ws” concept improves UA by 3.76% and F1 score by
3.94% compared to using only content information. Notably,
the combination of context and speaker information achieves
the most significant improvement over using only content infor-
mation, with UA increasing by 2.59% and F1 score by 2.35%.
In the text modality, the “Three Ws” concept leads to a UA im-
provement of 7.25% and an F1 score increase of 6.84% com-
pared to using only content information. Again, the combina-
tion of context and speaker information yields the highest im-
provement over content-only information, with UA increasing
by 6.8% and F1 score by 6.05%. In the multimodal scenario,
integrating the proposed “Three Ws” concept results in a UA
increase of 3.16% and an F1 score improvement of 3.4% com-
pared to using only content information.

To evaluate the effect of speaker similarity loss on ERC,
we compare the performance of the proposed model in single-
modal and multimodal ERC, as shown in Table 2.

Experimental results indicate that incorporating speaker
similarity loss yields consistent gains in ERC performance
across different modalities. In the speech modality, the pro-
posed method results in a 0.14% increase in UA and a 0.56%
improvement in F1. For the text modality, adding speaker simi-
larity loss leads to a UA increase of 0.45% and an F1 improve-
ment of 0.79%. A similar trend is observed in the multimodal,
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Table 2: The effect of speaker similarity loss on ERC.

Modality \ Method \ UA (%) F1(%)
Speech Proposed 72.26 71.53
P w/o Speaker Similarity | 72.12  70.97
Text Proposed 76.63 76.45
w/o Speaker Similarity 76.18 75.66
Speech Proposed 80.31 80.06
+ Text w/o Speaker Similarity 80.13 79.60

where UA and F1 increase by 0.18% and 0.46%, respectively.
In Experiment 3, we investigate the robustness of the

”Three Ws” concept on mainstream speech and text-based SSL

representations, as delineated in Table 3.

Table 3: The robustness of the "Three Ws” concept on speech

and text-based SSL representations.

Modality | Method | Feature | UA(%) F1(%)
Wav2vec 2.0 66.05 65.39
Baseline HuBERT 68.50 67.59
WavLM 65.58 64.67
Speech Wav2vec 2.0 | 7053 69.64
Proposed HuBERT 72.26 71.53
WavLM 68.23 67.60
BERT 70.34 69.89
Baseline RoBERTa 69.38 69.61
DeBERTa 70.35 69.97
Text BERT 7590 74.88
Proposed RoBERTa 76.63 76.45
DeBERTa 75.92 75.48

The results demonstrate that applying the “Three Ws” con-
cept to mainstream SSL representations consistently enhances
performance in both speech and text modalities. In the speech
modality, using HuBERT with content-only information as the
baseline, integrating the “Three Ws™ concept yields a 3.76% in-
crease in UA and a 3.94% improvement in F1. Similarly, for
Wav2vec 2.0 and WavLM, this method achieves a 4.25% gain
and a 2.93% improvement in F1 over their respective baselines.
In the text modality, using ROBERTa with content-only infor-
mation as the baseline, incorporating the “Three Ws” concept
leads to the most substantial improvement, with UA increasing
by 7.25% and F1 by 6.84%. Meanwhile, both BERT and De-
BERTa also exhibit enhancements over their baselines.

5. Conclusions and Future Work

In this paper, we propose the “Three Ws” concept—Who,
When, and What—to comprehensively capture emotional cues
from historical interactions. Building on this concept, we in-
troduce a novel model for ERC and further incorporate speaker
similarity loss to enhance speaker representation. Our results
show that the “Three Ws” concept outperforms the direct in-
tegration of independent context information, demonstrating its
effectiveness for ERC. Furthermore, incorporating speaker sim-
ilarity loss improves speaker representation, leading to further
performance gains. Notably, the “Three Ws” concept demon-
strates robustness across both single- and multimodal scenarios.
For future work, we suggest exploring the impact of context
length on the effectiveness of the “Three Ws” concept in ERC.
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