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Abstract

We present in this paper a simple method for pruning tiles of
weights in sparse matrices, that do not require fine-tuning or re-
training. This method is applied here to the feed-forward layers
of transformers. We assess in a first experiment the impact of
such pruning on the performances of speech recognition, ma-
chine translation, and the cascaded speech-to-text translation,
on the MuST-C database, for the English to French direction.
Depending on the size of the pruned tiles (from 4x4 to 32x32),
we observe that pruning rates from 15 to 40% for speech recog-
nition and from 40 to 70% for machine translation are feasible
for a performance degradation of 10%. Applying this pruning
method to the systolic array accelerated version of the cascade
speech-to-text translation system results in speedups up to 74x
compared to the non-accelerated system. Energy consumption
also benefits from structured pruning with a maximum reduc-
tion of 35%.

Index Terms: Cascade speech-to-text, structured pruning, sys-
tolic array acceleration

1. Introduction

Deep Neural Networks (DNN) have driven remarkable progress
in machine learning, enabling breakthroughs in classification
[1], text and image generation [2], and speech recognition [3].
This success is largely attributed to increasingly deep and wide
architectures, which enhance the ability to learn complex pat-
terns. Among DNN architectures, transformers enabled ad-
vancements across domains such as computer vision, natural
language processing, and audio processing. However, the in-
tricate structure of transformers—built upon multiple attention
and Feed-Forward (FF) layers [4]—demands substantial com-
putational resources. Deploying these large models not only
incurs significant financial and energy costs but also contributes
to a growing carbon footprint [5]. These challenges are partic-
ularly critical in edge computing environments, where stringent
constraints on energy efficiency and performance further com-
plicate their deployment.

Several methods exist for compressing DNNSs, including
quantization, pruning, knowledge distillation, parameter shar-
ing, and matrix factorization [6, 7, 8, 9, 10, 11, 12]. More-
over, recent works [13, 14, 15, 16, 17] have attempted to co-
optimize software algorithms and hardware accelerators dedi-
cated to transformer inference [18]. This approach is especially
compelling at the intersection of model pruning and systolic ar-
ray acceleration.

We here investigate the pruning granularity as a hard-
ware/software co-optimization problem, in which the pruned
tile size is dictated by the accelerator structure. To the best of
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our knowledge, this strategy has not been explored in detail,
and constitutes a novel dimension to the field of neural network
optimisation which has industrial use cases.

2. Methodology

A systolic array [19] is a hardware architecture designed for
efficient parallel computation, particularly in matrix operations
and digital signal processing. It consists of a network of sim-
ple processing elements (PEs) that pass data rhythmically in a
pipelined fashion, much like the contraction and relaxation of a
heart (hence the term “systolic”). Each PE performs computa-
tions locally and transmits intermediate results to neighboring
units, enabling high-throughput, low-latency processing. Sys-
tolic arrays are widely used in applications such as convolution
operations in deep learning accelerators, including Google’s
Tensor Processing Units (TPUs) [20].

On the software side, pruning can be achieved by remov-
ing weights in structured block patterns rather than eliminating
individual elements independently [21]. While this approach
introduces a constraint to pruning, and can hence result in
lower overall sparsity rates, it substantially amplifies hardware-
side optimization opportunities when matching the sizes of the
pruned tile and the accelerator mesh. The exploration of this
strategy is the focus of this work. Our environment builds on
frameworks for the training of transformers (ESPnet [22]) and
for system simulation (gem5 [23]).

Transformer models have an encoder-decoder structure
(Figure 1 (a)), each composed by multiple layers. In turn, lay-
ers are formed by blocks, most of them implemented entirely or
in large part as Matrix-Matrix multiplications (marked with as-
terisks in Figure 1 (b)). Our structured pruning strategy prunes
tiles of weights with lower influence on results, resulting in tan-
gible performance gains when tile-based accelerators such as
systolic arrays are employed (Figure 1 (c)). We herein show-
case the impact of structured pruning from a whole-application
perspective by employing the system simulation framework in
[24].

In this paper, we aim at exploring the trade-offs between
gains in computing time and varying structured pruning rates,
while maintaining the performances of transformer-based Au-
tomatic Speech Recognition (ASR), Machine Translation (MT)
and their cascade speech-to-text translation combination (cas-
cade). Section 3 describes the databases used in our experi-
ments and details the model settings and the baseline perfor-
mances for ASR, MT and cascade systems. Section 5 show-
cases the strategy we employ for structured pruning of tiles and
our results, determining the settings to be further investigated in
the next section. Section 6 describes the measurements in com-
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Figure 1: Overview of the study framework. (a) en-

coder/decoder architecture, (b) details of the transformer model
with (*) marking matrix-to-matrix multiplication, (c¢) structured
pruning and acceleration using systolic arrays.

puting time and energy consumption for the retained settings.

3. Database & baseline models

In order to validate our approach, we will perform experi-
ments on the MuST-C database, used here only for the English
to French direction. MuST-C [25] comprises several hundred
hours of audio recordings from English TED Talks, which are
automatically aligned at the sentence level with their manual
transcriptions and translations. For the English to French trans-
lation subcorpus, the train set contains 2460 talks, with 245k
sentences comprising SM words. The corresponding audio files
(in English) totalize 560 hours. The dev set contains 11 files, 3
hours, 1412 sentences, 27k words. The tst-COMMON set con-
tains 36 files, 5 hours, 2632 sentences, 120k words.

All our models are trained using the ESPnet toolkit [3] and
share the Transformer architecture [26], including multi-head
attention and two FF layers per block.

3.1. ASR

The ASR system architecture uses 18 encoders and 6 decoders,
with 4 attentions heads. The FF layers dimension for both the
encoder and decoder blocks is fixed to 2048. The total num-
ber of parameters for this model is 95,467,328. Before train-
ing, we apply speed perturbation (3x) to augment the amount
of data. The final model has been trained for 35 epochs.
We here evaluate both the non-quantized version in 32-bit
floats and the dynamically quantized 8-bit integer variant (us-
ing torch.quantization.quantize_dynamic). Per-
formances on the different subsets of the database are given on
Table 1.

Table 1: ASR performances in terms of Word Error Rate (lower
is better).

dev.en-fr  tst:COMMON.en-fr
Not quantized 11.5 11.0
8-bit quantized 11.7 10.9

These results are coherent between the development and the
test sets and are comparable to state-of-the-art performances on
the same database [27]. As already observed in previous exper-
iments, the overall performance is not impacted by the quan-
tization of weights to 8-bit. We therefore apply 8-bit dynamic
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quantization in all subsequent experiments.

3.2. MT

The MT system architecture uses 6 encoders and 6 decoders,
with 4 attentions heads. The FF layers dimension for both the
encoder and decoder blocks is fixed to 1024. The total number
of parameters for this model is 41,795,344. The model has been
trained for 200 epochs. Performances on the different subsets
of the database is given on Table 2

Table 2: MT performances in terms of BLEU score (BiLingual
Evaluation Understudy - higher is better).

dev.en-fr  tst-COMMON.en-fr
Not quantized 28.8 35.4
8-bit quantized 28.7 35.1

Results on the development set are much lower than on the
test set. These results are slightly lower than those reported
in [28] which uses a different architecture (LSTM). Again, we
observe that the 8-bit dynamic quantization has very little effect
on the performances.

3.3. Cascade

Feeding the ASR output to the MT system in a cascade speech-
to-text fashion leads to the results presented in Table 3. Of
course, we observe a slight degradation of the BLEU score com-
pared to the MT system, corresponding to the imperfect quality
of the transcription provided by the ASR system. This degrada-
tion is of the same order of magnitude for both development (3
BLEU points) and the test sets (4 BLEU points).

Table 3: Cascade Speech-to-text performances in terms of
BLEU score (higher is better).

dev.en-fr  tst:COMMON.en-fr
Not quantized 25.8 31.2
8-bit quantized 25.7 31.2

4. Structured pruning

Analysis of transformer models [29] has shown that most
matrix-to-matrix multiplications (i.e. where systolic array oper-
ations are efficient) are mostly located in the FF layers. Hence,
our pruning method will only address weights located on the FF
layers.

The method we use is the following for a given tile size (i.e.
4x4, 8x8, 16x16, 32x32):

1. compute the average of the absolute value of the weights for
all tiles of all FF layers whether they are in the encoder or
decoder parts,

2. stack all the average weights in a vector,

3. according to the set pruning rate p%, find the corresponding
threshold value,

4. remove all tiles for which the average of absolute values is
below the threshold.

This rather simple method ensure that instead of applying
a fixed pruning rate for each layer, or determining in advance
which layer are to be more pruned, each layer will be pruned
according to its relative importance to all layers in the network.



Moreover, applying such a simple method to only the FF
layers alleviates the need for retraining or fine-tuning the net-
work. All subsequent measurements (performance in Word Er-
ror Rate, BLEU score, speedup and energy consumption) are
thus carried out directly on the pruned networks.

As an example, details on the weight distribution in the FF
layers of the ASR system in given on Figure 2. Here, consid-
ering our 18 encoders and 6 decoders transformer ASR system,
which includes two FF layers for each encoder/decoder, the to-
tal number of parameters of the models is 95,467,328. Each FF
layer is composed of 1,048,576 parameters, for a total number
of parameters for FF layers in the model of 50,331,648. Setting
the tiles size to 16x16, this represent a total number of 196608
tiles. Pruning 50% of these tiles results in pruning 25,166,080
parameters which corresponds to 26% of the total number of
parameters in the model.

o
@
o

=
o
o

o
s
o

60%
40% __59%
% 30%

average block weight value
o
w
o

0.20
0.10
0.00
0 50000 100000 150000 200000
Weight index

Figure 2: Ordered average weight magnitudes computed on
16x16 tiles on all FF layers of the ASR model. Example tile
pruning thresholds are represented in red dots for operating
points at p =10 to 60%.

Continuing with the same example, we show the final spar-
sities obtained for each layer after applying our pruning strategy
to the ASR model for tile size 16x16 on Figure 3. We can ob-
serve that all layers are not pruned evenly, with deeper layers
being less pruned. This is true both for the encoder and the de-
coder blocks. This is coherent with the observations made in
[29].
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Figure 3: Per-layer sparsities measured on the first FF layer for
the 18 encoder blocks (left) and 6 decoder blocks (right) of the
ASR system. The stacked lines are obtained for various pruning
rates (from 0 to 60%).

In the same manner, we observe the results of our pruning
technique on the first FF layer of our MT system. As seen on
Figure 4, the result of the pruning is very different from the
same method applied to the ASR system, resulting here in more
pruning for the deeper layers on the encoder side, while inter-
mediate blocks 1 and 2 are the most pruned on the decoder side.
The very high pruning values observed on encoder blocks 2 to
5 seem to indicate that these layers may be completely skipped.
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Figure 4: Per-layer sparsities measured for varying global
pruning rates (from 0 to 90%) on the first FF layer for the 6
encoder blocks (left) and the 6 decoder blocks (right) of the MT
system.

These results validates our pruning technique, the location
of pruned weights only depending on the global distribution of
weights in all blocks/layers of the network.

5. Optimized systems
5.1. ASR system

As seen in the previous section, the baseline result on dev.en-fr
is a WER of 11.7% for the quantized system. In order to find the
best compromise between pruning rate and performance loss,
we arbitrary set a maximum performance degradation of 10%,
which means that our target WER is a maximum of 12.8%

We measured the impact in terms of WER of applying prun-
ing rates from 5 to 60% on the different FF layers for tile sizes
from 4x4 to 32x32. The results are given on Figure 5. We ob-
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Figure 5: Results in terms of WER for different pruning rates
and different tile sizes, on MuST-C dev.en-fr. 10% maximum
degradation threshold in given with the dashed red line.

serve that to fulfill our 10% degradation criterion, low pruning
rates have to be selected for this system, between 5 to 15% ac-
cording to the tile size.

5.2. MT system

The baseline result on dev.en-fr of our MT system is a BLEU
score of 28.7. In the same manner, allowing a degradation of
this performance by a maximum of 10% means that our target
BLEU score is a maximum of 25.8. We thus measured the im-
pact of applying pruning rates from 5 to 90% on the different
FF layers for tile sizes from 4x4 to 32x32. The results are given
on Figure 6.

The results show that quite high pruning rates can be ap-

plied without great impact on the BLEU score, from 70 to 85%
depending on the set tile size.
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Figure 6: Results in terms of BLEU for different pruning rates
and different tile sizes, on MuST-C dev.en-fr. 10% maximum
degradation threshold in given with the dashed red line.

5.3. Cascade system

For the cascade system, the BLEU baseline is 25.7. Our target
BLEU, to ensure a maximum of 10% degradation, is thus 23.1.

The operating points are devised independently for the ASR
and MT components, to ensure the expected performances on
the development set. Applying the found pruning rates to the
test set results in the performances given on Table 4, along with
the respective ASR and MT individual performances.

Table 4: best compromise performance vs. pruning rate - cas-
cade system.

tile size ‘ 4x4 ‘ 8x8 ‘ 16x16 ‘ 32x32 H baseline
ASR% pruned 40 25 20 15

WER% dev 20.1 | 17.6 19.9 17.2 11.7
WER% tst 204 | 18.1 21.0 17.5 10.9
MT % pruned 70 55 40 45

BLEU dev 284 | 28.6 28.7 274 28.7
BLEU tst 352 | 34.8 35 34 35.1
cascade dev 23.1 | 23.9 233 23.1 25.7
cascade tst 26.6 | 27.7 26.5 27 31.2

We observe here that higher pruning rates are proposed
for the ASR component than when evaluating the ASR system
alone, resulting in WERs around 20%. Conversely, lower prun-
ing rates are proposed for the MT component.

6. Systolic array acceleration

Following the simulation configuration in [24, 30], the system
comprises a 1 GHz in-order ARMVS processor, two levels of
cache, and a DDR4 memory, and it runs the Ubuntu LTS 16.04
OS. The systolic array, in its different size configurations, is
tightly coupled to the CPU and controlled via custom instruc-
tions. We model its energy consumption according to RTL syn-
theses employing TSMC 28nm technology.

With the accelerated systolic array, we observe improve-
ments in run time performances for ASR from 7.8 times faster
for 4x4 blocks to 58.7x for 32x32 blocks. The same measure-
ments are coherent for MT and cascade systems, with run time
improvements in the same range. These results are presented in
Figure 7 along measurements made after applying pruning.

Indeed, taking advantage of the block pruning strategy, run
time efficiency is further improved with gains ranging 10.6x to
66.4x for 4x4 to 32x32 blocks for ASR. Due to the more impor-
tant amount of pruning applied to the MT systems, run time im-
provements range from 18.7x to 112.9x for 4x4 to 32x32 blocks.
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When considering the cascade system, run time improves from
11.9x to 74x depending on the block size considered.
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Figure 7: Speedup (times faster) calculated using systolic ar-
ray acceleration, with and without applying pruning for each
selected operating point on the cascade system.

In addition to gains in run time, structured pruning is also
beneficial for energy consumption (Figure 8). The energy con-
sumption reduction is directly correlated to the amount of prun-
ing: for the cascade system, it can be reduced by 22 to 34%
depending on the block size, with more reduction for smaller
tile sizes for which the pruning rates are higher.
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Figure 8: Energy gain between pruned and non-pruned versions
for each tile size.

7. Discussion & Perspectives

In this paper, we demonstrated how structured pruning can be
applied to transformer models for ASR, MT and their cascade
combination. Results on the development set of the MuST-C
database, for the English to French direction, provided the set-
tings to be applied to the test set, without any re-training. Up to
15% and 85% of structured pruning can be handled respectively
for ASR and MT, within 10% of performance degradation, de-
pending on the set tile size. Applying systolic array acceleration
results in improvements in run time statistics which are even
greater after applying the structured pruning (up to 74x). We
finally showcased that the structured pruning is also improving
energy consumption, with reduction down by 34%. Interest-
ingly, the strategy we use for structured pruning yields differ-
ent results depending on the weight distribution in the differ-
ent blocks of the original model. Particularly, for MT we have
shown that most FF layers in the encoder can even be pruned
by a large amount without harming the performances too much.
Future work will address such particular cases by proposing
more aggressive pruning strategies with for instance complete
removal of the concerned transformer blocks. We nevertheless
need to generalize our findings by applying our method on other
language directions and other corpora.
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