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Abstract

Recent advancements in text-to-speech technology have made
it easier than ever to synthesize high-fidelity, human-like au-
dio, commonly coined as deepfake speech. While this technol-
ogy is beneficial to many applications, it has introduced signif-
icant risks, especially in enabling hyper-realistic impersonation
threats. Existing research has developed robust algorithms ca-
pable of detecting deepfake speech under various acoustic con-
ditions, such as pitch shift and background noise. However, the
indirect impact of linguistic factors, such as word choice, gram-
mar, and sentence structure of a deepfake speech’s transcript,
on the performance of deepfake detectors remains unexplored.
As the first step to bridge this gap, this paper introduces a gami-
fied research prototype, called TURING’S ECHO, to evaluate (1)
how humans perceive such linguistic sensitivity in comparison
with machine and (2) how robust is state-of-the-art deepfake
speech detection under different linguistic nuances.

Index Terms: speech anti-spoofing, human-computer interac-
tion, computational phonology

1. Introduction

Deepfake voice technology, including text-to-speech (TTS)
synthesis and voice cloning, is advancing rapidly. Research on
detecting deepfake speech has primarily focused on develop-
ing algorithms that are robust against acoustic variations such
as pitch shifts, time masking, and frequency masking [1, 2],
as well as Gaussian white noise, volume control, and time
stretching [3]. However, less attention has been given to how
these detection models respond to subtle linguistic variations
in the underlying transcripts. Yet, language plays a crucial
role. For instance, non-native speech patterns can trigger neg-
ative biases, such as reduced credibility [4] and negative at-
titudes [5]. Additionally, principles like transitional proba-
bility [6] suggest that psycholinguistic features, such as sen-
tence structure, complexity, and word choice, may influence
both how speech is synthesized and how authenticity is per-
ceived. Despite this, little research has investigated the indi-
rect impact of linguistic variation on deepfake speech detection
(transcript—audio—detector), leaving a critical gap in our un-
derstanding of these models’ vulnerabilities. For example, Ta-
ble 1 illustrates that by changing approximately 1 out of every
10 words in a transcript without altering its context or meaning,
the deepfake prediction probabilities of one of the leading anti-
spoofing speech models, AASIST2 [7] shift significantly from
fake to authentic. This sensitivity emphasizes the importance of
studying how linguistic changes influence deepfake detection.
Understanding these effects will help us address critical ques-
tions, such as: “’If we change the writing style but keep the voice
the same, will the deepfake detector’s judgment change?” and
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Figure 1: TURING’S ECHO interface for each round.

TTS Voice  Transcript (Original — Perturbed)  Probability
American It was a lot of hard werkworking, 91.2%
Female but it wasn’t difficult. —6.4%
British He is partieularlyespecially happy 82.8%
Female with the size of the gallery. —0.9%

Table 1: Examples of indirect linguistic sensitivity: transcript
— TTS — deepfake prediction probability

”Do some TTS or voice cloning models fail more often than
others when the input writing style shifts?”

As a first step toward bridging this gap, we aim to explore
how both humans and machines can recognize and leverage
linguistic sensitivities to affect deepfake voice detection out-
comes, and to examine whether their strategies and success rates
are similar or differ significantly. Thus, in this show-and-tell
demonstration, we present a gamified scenario centered around
the research question: ”How can people who want to trick deep-
fake detection systems use changes in wording, grammar, or
writing style to bypass those detectors?” Specifically, we in-
troduce an interactive game, called TURING’S ECHO (Figure
1), where both human participants and an adversary algorithm
compete to deceive deepfake detectors. Their task is to exploit
linguistic features, such as word choice, sentence structure, and
paraphrasing, in a series of textual transcripts. Once synthe-
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Figure 2: Overview of TURING’S ECHO System Design.

sized by a TTS system, the resulting speech audios aim to fool
a state-of-the-art (SOTA) deepfake detection model into classi-
fying it as authentic, all while preserving the original meaning.
This demonstration will help us explore hidden linguistic biases
in deepfake voice synthesis, and how they differ with varied
voice profiles, e.g. American male and American female, and
eventually their impact on detection systems. Our ultimate goal
is to gain insights to develop more robust and reliable deepfake
voice detectors. Through this interactive experience, we hope to
educate users about the current limitations of existing detection
models and inoculate them to be more cautious against potential
malicious deepfake voice scams.

2. System Design

Interface. TURING’S ECHO interface (Figure 1) presents a
user-friendly design to compare human and machine perfor-
mance. We display the transcript, synthesized speech and de-
tection probability of the speech being fake, i.e. synthesized by
machines, enabling users to observe the correlation between lin-
guistic and audio cues, and how they change the detection prob-
ability. We use the popular, light-weight Kokoro TTS' to gen-
erate audio and AASIST?2 as the deepfake voice detection model
[7]. We calculate the cosine-similarity between Universal Sen-
tence Encoder’s vectorized representations [8] of the transcript
before and after perturbation to approximate semantic preserva-
tion of the original text. Machine player’s decision is produced
by a proprietary algorithm similar to existing black-box adver-
sarial text generation in the NLP literature, which automatically
selects perturbations that minimize the fake probability while
maximizing semantic preservation. We allow three game diffi-
culty levels by limiting the number of times the algorithm can
query the detection model to optimize its perturbation.

System Design. TURING’S ECHO system (Figure 2) is de-
signed with modularity, allowing easy integration of additional
TTS models and deepfake detectors in the future, while keeping
the gaming aspect engaging and relevant. We employ Gradio,
a Python-based library, to develop both the front-end and back-
end. AASIST2 and Kokoro-TTS are hosted on the same cloud
instance as the front-end with one A100 GPU of 40GB VRAM
to provide sufficient computing power.

Human-Computer Collaboration. TURING’S ECHO provides
a pedagogical “Show Hint” feature (highlighted texts in Figure
1) to assist the users in modifying transcripts by highlighting
specific words and a list of synonyms that may benefit from lin-
guistic adjustments. This feature allows us to observe how hu-
man users can implicitly collaborate with the machine to exploit
the effect of linguistic sensitivity on the deepfake detector.

Continuous Feedback. TURING’S ECHO provides the users
with ongoing feedback through real-time observations of hints
and results from both their inputs and the machine’s perfor-
mance. This iterative process allows them to refine their strate-
gies in subsequent rounds, adapting their approach based on im-
mediate outcomes. Figure 3 presents a summary of their perfor-

Uhttps://github.com/hexgrad/kokoro
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Figure 3: Interface of summary plots after three playing rounds.

mance compared to the machine player, measured in terms of
fake prediction probability (the lower the better) and semantic
preservation (the higher the better). This feature underlines the
trade-off between voice authenticity and meaning retention, as
while one can significantly alter a sentence to deceive the detec-
tor, they can also distort the intended message of the transcript.

3. Use Cases and Impact

TURING’S ECHO serves as both a research prototype and an
educational tool, offering researchers hands-on experience in
understanding the complexities of deepfake technology, its de-
tection robustness, and biases related to linguistic sensitivity.
Through interactive engagement, users explore how subtle lin-
guistic changes can influence detection accuracy, fostering crit-
ical thinking and analytical skills in navigating online scams
involving deepfake speech. We hope these insights will inspire
new research directions, particularly fostering meaningful col-
laborations among experts in linguistics, speech processing, and
computational sciences in the near future.
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