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Abstract
Code-switching (CS), common in multilingual settings,

presents challenges for ASR due to scarce and costly tran-
scribed data caused by linguistic complexity. This study in-
vestigates building CS-ASR using synthetic CS data. We pro-
pose a phrase-level mixing method to generate synthetic CS
data that mimics natural patterns. Utilizing monolingual aug-
mented with synthetic phrase-mixed CS data to fine-tune large
pretrained ASR models (Whisper, MMS, SeamlessM4T). This
paper focuses on three under-resourced Southeast Asian lan-
guage pairs: Malay-English (BM-EN), Mandarin-Malay (ZH-
BM), and Tamil-English (TA-EN), establishing a new compre-
hensive benchmark for CS-ASR to evaluate the performance of
leading ASR models. Experimental results show that the pro-
posed training strategy enhances ASR performance on monolin-
gual and CS tests, with BM-EN showing highest gains, then TA-
EN and ZH-BM. This finding offers a cost-effective approach
for CS-ASR development, benefiting research and industry.
Index Terms: speech recognition, code-switching, synthetic
data augmentation, low-resource languages

1. Introduction
Code-switching (CS), the natural and fluid alternation between
two or more languages within a single conversation or utterance,
is a pervasive linguistic phenomenon worldwide, particularly
as multilingualism grows [1]. Despite its widespread nature,
research on CS, especially in Automatic Speech Recognition
(ASR), significantly lags behind that of monolingual language
processing. Compared to the abundant resources available for
monolingual corpora, CS datasets remain under-resourced [2],
multilingual scenarios increase complexity and lead to confu-
sion [3], and pose unique challenges for model architectures
[4, 5, 6]. Monolingual models, trained solely on monolingual
data, are demonstrably ill-equipped to handle code-switched
speech [7].

Current research in CS-ASR often focuses on adapting
model architectures – employing techniques like dual encoders
[8], language-aware structures [9, 5], or language-specific at-
tention [10] – primarily to mitigate language confusion. These
methods frequently necessitate retraining entire networks with
limited CS data, leading to increased complexity and limited
scalability. Another research direction explores cross-lingual
transfer and unsupervised or self-supervised learning (SSL)
leveraging large-scale pretrained datasets [11, 12, 13]. While
promising, these works often remain focused on linguistic ex-
ploration and small-scale datasets. Indeed, deep investigations
into CS-ASR are largely confined to a few well-resourced lan-
guage pairs, most notably Mandarin-English [4, 9]. Conse-
quently, much of the existing CS-ASR research leans towards

exploratory studies rather than solutions that are ready for ro-
bust, industrial applications.

This paper targets the development of CS-ASR tech-
nologies for industrial use, focusing on large-scale train-
ing methodologies, particularly for under-resourced Southeast
Asian (SEA) languages. We address the critical bottleneck
in CS-ASR: the limited availability of large-scale, transcribed
code-switching data. This scarcity is inherent due to factors
such as the early stage of CS corpus development, domain-
specific challenges, language pair variations, community biases
[14], and the inherent difficulties in data collection and annota-
tion [15].

To address limited data, we propose using large synthetic
datasets. Our method introduces a phrase-level mixing tech-
nique (improving traditional lexicon-based approaches [16])
to create natural-sounding code-switched speech by blending
phrases from monolingual sources [17]. We built test sets by
leveraging ChatGPT-generated conversations (text) spoken by
Singaporeans for BM-EN and ZH-BM (within-sentence mix-
ing), and a synthetic sentence-mixed TA-EN test set. Testing
three leading large-scale pretrained ASR models on these sets
revealed their performance in real-world multilingual industrial
scenarios. This work is the first comprehensive benchmark of
SOTA ASR models for under-resourced SEA languages, pro-
viding scalable solutions for research and industry.

Summarizing our experiments, demonstrate the effective-
ness of our phrase-mixed data augmentation and benchmarks.
For BM-EN, our findings reveal remarkable distributional align-
ment with real-world test sets, directly resulting in strong, val-
idated real-world performance and powerfully confirming our
synthetic data’s fidelity in bridging the domain gap. While
ZH-BM and TA-EN pairs show encouraging alignment suggest-
ing a generalizable approach, future progress lies in integrating
language-specific linguistic characteristics into phrase-mixing
to optimize distributional matching and real-world performance
for diverse pairs. Our newly established benchmark on under-
resourced language pairs, including BM-EN, ZH-BM, and TA-
EN, underscores the efficacy of large-scale pre-training on state-
of-the-art models, with fine-tuned SeamlessM4T-v2-Large out-
performing competitors (Whisper-Large-v3-Turbo and MMS-
1B-All) and emerging as a leading candidate for industrial-scale
CS-ASR.
In summary, the main contributions of this paper are:
• Scalable Data Augmentation: We introduce a novel and

scalable phrase-mixed data augmentation method, demon-
strating significant performance gains on real-world code-
switching ASR test sets.

• Comprehensive SOTA Model Analysis: We present a de-
tailed comparative analysis of three leading state-of-the-art
ASR models (WHISPER-LARGE-TURBO-V3, MMS-1B-
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Figure 1: Phrase-mixed CS Data Generation Pipeline for ASR Training

ALL, and SeamlessM4T-v2-Large), revealing consistent per-
formance improvements across multiple under-resourced lan-
guage pairs.

• Publicly Available Benchmark Datasets: We release novel
evaluation test sets for three under-resourced language pairs
to foster research in code-switching ASR. Datasets and
model APIs are available upon email request.

2. Methods
2.1. Code-Switching in Singapore

Singapore is a culturally and linguistically diverse nation, rep-
resenting the broader Southeast Asian region within a single
country. The primary language of communication is English,
which is supported by government policies that promote Man-
darin Chinese, Bahasa Malay, and Tamil as official languages
[18]. As a result, a significant portion of the population is bilin-
gual or multilingual. In both casual and formal contexts, it is
common for individuals to code-switch, interweaving two or
more languages within a single sentence to facilitate communi-
cation and express cultural identity [19].

This study focuses on the languages spoken in Singa-
pore, specifically Singlish (EN), Mandarin Chinese (ZH), Ba-
hasa Malay (BM), and Tamil (TA). We conduct experiments
on under-researched code-switching language pairs, including
BM-EN, ZH-BM, and TA-EN. We exclude EN-ZH, as it’s al-
ready well-studied.

2.2. Phrase-Mixed: Enhancing Naturalness in Scalable
Synthetic Code-Switch Data Generation

Building upon Speech Collage [16]’s approach of leveraging
monolingual corpora for synthetic speech creation, we intro-
duce several enhancements to improve synthesis quality (detail
of our pipeline in Figure 1):

1. Translation: We employ Google Translate for BM-EN and
TA-EN pairs, and Mesolitica’s translation model 1 for ZH-
EN, to optimize for speed and accuracy.

2. Textual Alignment: We replace BERT-based alignment with
FAST ALIGN [20] for improved scalability.

3. Phrase-Mixed Replacement: Singaporean code-switching
occurs primarily at the phrase level rather than the word level
[17], with speakers naturally alternating between full phrases
while maintaining academic terminology. To better reflect
this phenomenon, we replace the fixed 20% lexicon substitu-
tion with a more flexible 10-30% mixing per sentence, cap-
turing more authentic conversational patterns that incorporate
both phrases and individual words.

4. Audio Splicing: We improve Speech Collage [16] by in-
corporating NeMo’s amplitude-based normalization 2, which
1hf.co/mesolitica/translation-nanot5-base-malaysian-cased
2github.com/NVIDIA/NeMo/tree/main/scripts/

produces more natural speech output. This adjustment
addresses the distortion observed when using the original
energy-based normalization.

2.3. ASR Systems Training

Large-Scale Pre-Trained Models. Recent advances in large-
scale pre-trained speech models enable adaptation to down-
stream tasks with limited data. Whisper [21], MMS [22], and
SeamlessM4T [23] achieve state-of-the-art performance across
diverse speech tasks and low-resource settings, benefiting from
advanced architectures and extensive training data [24].

Whisper [21], a fully supervised model, supports approxi-
mately 100 languages and was initially trained on 680k hours
of data, later extended to 5 million hours of weakly labeled data
in version 3. MMS [22] extends wav2vec2 to 1,000 languages
via self-supervised pretraining and language-specific adapta-
tion. SeamlessM4T [23], based on w2v-BERT, is trained on
4.5 million hours and integrates speech-text alignment. These
models serve as strong baselines for ASR research, allowing us
to emulate industrial-scale systems.

Fine-Tuning and Adaptation. We fine-tune Whisper and
SeamlessM4T on multilingual tasks (EN, ZH, BM, TA) and
code-switching pairs (BM-EN, ZH-BM, TA-EN). For MMS, we
explore adapter-based and full-model fine-tuning with vocabu-
lary adjustments. Our results indicate that training on multilin-
gual data with code-switching outperforms purely multilingual
training.

3. Experiments
3.1. MONO Data

We utilize monolingual data from four languages: EN, ZH, BM,
and TA, incorporating both local and non-local accents. Local
accents refer to those associated with Singapore or similar re-
gions. All datasets, except for the Internal dataset (which is
sampled from our proprietary data), are listed in Table 2. We
merged all the data, and refer to this dataset as MONO.

3.2. Phrase-mixed Code-Switch data generation

Using the MONO dataset, we generate code-switching
text through translation (L1 → L2) and alignment (via
FAST ALIGN), as detailed in Section 2.2. We then replace
10–30% of tokens per sentence under a consecutive word con-
straint to mimic natural phrase-level switching. For audio
generation, we align words to speech by training a simple
HMM-DNN model [34], then splice segments guided by code-
switched text, applying amplitude normalization for natural-
ness.

We generate 1,000 hours per language pair (BM-EN, ZH-
BM, TA-EN), totaling 3,000 hours of synthetic code-switched

speech_recognition/code_switching
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Table 1: WER/CER/MER for different models on monolingual and code-switch datasets. Relative improvement indicate in round
brackets, either improve (green) or decrease (red) over baseline.

Data Model # Multilingual Code-Switch MONO CS
EN ZH BM TA BM-EN ZH-BM TA-EN

BASELINE WHISPERTURBO-V3 0.8B 22.04 21.55 39.17 58.31 30.67 58.67 114.6 35.27 67.97
+ MONO — FT 0.8B 28.41 13.48 17.44 37.56 30.45 (0.7) 76.14 (22.9) 188.9 (39.3) 24.22 98.50

+ CS — FT 0.8B 28.97 12.85 16.62 23.40 16.75 (83.1) 58.22 (0.8) 51.37 (123) 20.46 42.11

BASELINE MMS-1B-ALL 0.97B 25.10 39.52 49.03 42.72 48.62 67.31 72.26 39.09 62.73
+ MONO — Adapter 0.97B 24.07 31.92 42.09 45.53 48.44 (0.4) 65.21 (3.2) 73.65 (1.9) 35.90 62.43

+ CS — Adapter 0.97B 24.07 31.11 41.84 45.31 44.61 (9) 56.03 (20.1) 73.98 (2.3) 35.58 58.21
+ CS — FT w/ Char 0.97B 32.06 20.50 26.54 35.42 38.05 (27.8) 50.95 (32.1) 41.23 (75.3) 28.63 43.41
+ CS — FT w/ BPE 1.03B 24.45 21.05 23.56 34.98 23.18 (109.7) 43.26 (55.6) 35.40 (104.1) 26.01 33.95

BASELINE SEAMLESSM4T-V2 1.5B 28.07 25.38 33.39 30.41 38.36 57.06 63.42 29.31 52.95
+ MONO — FT 1.5B 12.41 9.52 15.83 21.78 13.08 (193.3) 71.10 (19.7) 58.80 (7.9) 14.89 47.66

+ CS — FT 1.5B 12.30 9.45 15.67 21.51 14.58 (163.1) 39.74 (43.6) 38.58 (64.4) 14.73 30.97

Table 2: MONO Dataset Summary by Language

Dataset Lang Hrs
LibriSpeech [25] (250h) + IMDA [26]{1-3, 5-6} (750h) EN 1000

AIShell [27] (180h) + MagicData [28] (360h) ZH 1000

+ WenetSpeech [29] (180h) + Internal (280h)

IISc-MILE [30] (77h) + CV19 [31] (82h) TA 775

+ Shrutilipi [2] (410h) + Internal (206h)

Internal BM 1000

Total 3775

Table 3: CS-related statistical information of our training
phrase-mixed, our test sets, and real SEAME testset.

Hours CMI I-Index M-Index

Phrase-mixed Train sets - CS
BM-EN Phrase-Mixed 1000 38.37 46.81 23.47
ZH-BM Phrase-Mixed 1000 14.87 19.03 14.68
TA-EN Phrase-Mixed 1000 31.45 37.33 22.64

Our test sets
Real BM-EN 11.61 36.88 39.44 24.73
Real ZH-BM 7.46 18.18 16.80 21.40
Sentence-Mixed TA-EN 13.73 19.93 6.50 22.63

MUCS (TA) [32] + IMDA3 (EN) [26]

Real CS Testset
SEAME EN-ZH dev-man/-sge [33] 11.40 15.40 14.17 14.62

data (called CS). Note that we do not know the real character-
istics for each pair in advance.

3.3. Evaluation Settings

Multilingual Evaluation. We conducted comprehensive eval-
uations by averaging results across language-specific test sets
containing general and local accents (except Tamil, lacking lo-
cal accent data). test sets include:
• English: LibriSpeech test-other (noisy reading) [25], and in-

ternal datasets: clean scripts and noisy conversations.
• Chinese: AiShell-test (reading) [27], MagicHub (conversa-

tion) [28], and an internal test set in diverse conditions.
• Malay: Low-resource internal sets (noisy, conversational,

scripted).
• Tamil: Mile Tamil (clean reading) [30], OpenSLR 65 (clean

reading) [35], and internal reading scripts.
Code-Switch Evaluation. We evaluated code-switching mod-
els using real-world test sets (BM-EN, ZH-BM) collected from
ChatGPT conversations (text) spoken by Singaporeans. Due

to resource constraints, Singaporean-spoken transcribed data
for TA-EN was unavailable. Instead, we synthesized TA-EN
test set by inter-sentential switching sentences from the MUCS
(TA) [32] and IMDA3 (EN conversational) [26] datasets us-
ing NeMo’s sentence-level CS scripts. These test sets are the
first benchmarks for code-switch evaluation in under-resourced
Southeast Asian languages, offering valuable insights and ad-
vancing research in this area.

We use WER for all languages and pairs except ZH and
ZH-BM, where we use CER and Mixed Error Rate (MER) due
to their character-based writing system. For fair comparison
across models, we split test audio longer than 30s using Pyan-
noteVAD [36] to accommodate Whisper’s context limit [21].

3.4. Finetuning Setup

Whisper & SeamlessM4T. Both autoregressive models use
BPE tokenizers and were fine-tuned. For Whisper, we used
Whisper-Large-v3-Turbo (4-layer decoder – WHISPERTURBO-
V3) with its language prefix system, phrase-mixed samples
(SC) were assigned prefixes by priority: BM-EN, TA-EN,
ZH-BM. For SeamlessM4T, we use SeamlessM4T-v2-large
(SEAMLESSM4T-V2), the largest version available.

MMS. An encoder-only model trained with CTC loss and
character outputs, we used MMS-1B-ALL (fine-tuned on over
1,000 languages). We experimented with both adapter-based
fine-tuning (each language’s adapter) and full fine-tuning (av-
eraging adapter weights across four languages), using either a
merged character-level vocabulary or a BPE vocabulary (via the
Whisper tokenizer).

All models were trained for 3 epochs with a learning rate
of 1e-5, 20% linear warm-up, cosine decay, and the AdamW
optimizer (weight decay = 0). We applied 20% speed perturba-
tion and 20% MUSAN noise ([10, 30]dB). Note that we did not
use SpecAugment for SeamlessM4T due to minimal gains. All
experiments utilized the Transformers library.

4. Results
4.1. Analysis on Code-Switch Characteristics in Phrase-
mixed Training Sets and Test Sets

We assessed code-switching (CS) patterns using three metrics:
the Code-Mixing Index (CMI) considers both the number of
switches and language distribution [16]; the I-Index for how
often switching occurs; and the M-Index for language balance
[14]. Table 3 shows these metrics for each dataset, averaged
across utterances. The BM-EN training and test sets are very
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Figure 2: MER components of ZH-BM testset. Include Correctness, Insertion rate, Deletion rate, and Substitution rate.

similar across all metrics (CMI: 38.37 vs. 36.88, I-Index: 46.81
vs. 39.44, M-Index: 23.47 vs. 24.73). However, for ZH-BM,
the training and test sets are less consistent. The training set
shows higher switching frequency but lesser language balance
compared to the test set. In contrast, compared to training data,
the sentence-mixed TA-EN test set exhibits a similar language
balance (M-Index ≈ 22.63) but a lower switching frequency
(I-Index: 6.50 vs. 37.33) due to its inter-switched nature. The
SEAME EN-ZH benchmark [33] has a lower code-switching
complexity (CMI: 15.40), suggesting recognition tasks might
be less challenging [37]. These scores suggest that our phrase-
mixing method somewhat captures real code-switching pat-
terns, which is beneficial for training models, especially when
real code-switched examples are scarce. Test sets like BM-EN
and ZH-BM seem challenging enough to represent real-world
situations. However, TA-EN, with its sentence-level switching,
may be less challenging to process.

4.2. Multilingual ASR

Table 1 shows that fine-tuning generally improves perfor-
mance across languages for both MONO and MONO+CS
setups. Exceptions include WHISPERTURBO-V3 (MONO
and MONO+CS)—which degrades in English, particularly
on the noisy dataset with local accents—and the MMS-1B
CHARACTER model, which underperforms on both NLB and
LibriSpeech test-other (U.S. accents). For non-English lan-
guages, fine-tuning with MONO enhances performance, with
further gains when incorporating CS, indicating that more fine-
tuning data is beneficial. Notably, SEAMLESSM4T-V2 shows
the largest improvements relative to WHISPERTURBO-V3 and
MMS-1B-ALL.

4.3. Code-Switch ASR on BM-EN, ZH-BM, TA-EN

Table 1 demonstrates consistent performance improvements
across all models in the MONO+CS setting, validating the effi-
cacy of augmenting monolingual data with phrase-mixed code-
switched corpora. Relative gains vary by language pair: BM-
EN shows the largest improvement, followed by TA-EN and
ZH-BM, aligning with the linguistic analysis in Section 4.1:
BM-EN had strong alignment on train-test, TA-EN show both
language-balance and less switching frequency, and ZH-BM
have the big gap on language balance, make the model harder
to predict.

For BM-EN, MONO+CS enhances all models ex-
cept SEAMLESSM4T-V2, which slightly degrades despite

gains in MONO. TA-EN exhibits different challenges:
WHISPERTURBO-V3 suffers >100% WER in BASELINE and
MONO due to high insertion errors, which is solved by
MONO+CS. MMS-1B-ALL requires full finetuning (BPE-
BASED outperforms CHAR-BASED) for improvements, showing
no gains with adapter-based approaches.

ZH-BM yields minimal MONO+CS gains. While
WHISPERTURBO-V3 and SEAMLESSM4T-V2 degrade in
MONO, MMS-1B-ALL remains stable. Figure 2 re-
veals model-specific biases: WHISPERTURBO-V3 marginally
improves BM recognition, but is affected by high inser-
tion/deletion errors; MMS-1B-ALL and SEAMLESSM4T-V2
initially fail to detect BM (suggest a strong bias in ZH) in
MONO but show substantial error reduction (I/D/S) after
MONO+CS fine-tuning.

These results underscore the necessity of code-switched
data to mitigate monolingual biases and improve robustness in
mixed-language scenarios.

5. Conclusion
This study demonstrates that high-performing ASR systems
for multilingual and code-switched speech can be effectively
trained without real code-switching data. By leveraging phrase-
mixed synthetic data validated on new benchmarks for Sin-
gaporean language pairs (BM-EN, ZH-BM, TA-EN) to suc-
cessfully model real-world code-switching patterns. Key re-
sults showed that for BM-EN, strong alignment between syn-
thetic training and real test data drove the largest relative
improvements of approximately 83% with WHISPERTURBO-
V3, while for ZH-BM, the approach mitigated Mandarin bias
in pretrained models, achieving around 43.6% improvement
with SEAMLESSM4T-V2. Furthermore, significant gains were
achieved on TA-EN despite resource constraints, highlighting
the method’s adaptability. This scalable and cost-effective ap-
proach is particularly beneficial for under-resourced languages
and multilingual culture like Singapore, where collecting anno-
tated code-switched data is challenging. Future work should
focus on enhancing the linguistic realism of synthetic data, for
example by integrating prosody or syntactic rules, and expand-
ing benchmarks to include underrepresented SEA languages.
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