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Abstract

The integration of large language models (LLMs) with ASR is
increasingly explored, but remains challenging for low-resource
languages. Loose coupling via N-best lists fails due to high
ASR errors, while tight coupling using audio tokens requires
too much data. A promising middle ground SALSA enables
synchronous decoding by cascading ASR and LLM decoders
via projection layers, overcoming differing tokenizations. In
this work, we show that SALSA fails when the ASR and LLM
tokenizations have a large token fertility gap. This problem
particularly plagues low-resource languages; the ASR decoder
overtokenizes LLM tokens starving the LLM decoder of suffi-
cient audio context. To address this, we propose SKIP-SALSA,
that adaptively skips ahead and advances the ASR decoder
states to synchronize with the LLM. The skip size is learned
via a lightweight skip predictor. SKIP-SALSA significantly im-
proves ASR performance on multiple low-resource languages
yielding up to 20% over a strong baseline.

Index Terms: speech recognition, large language models, salsa

1. Introduction

One major challenge often faced when training multilingual Au-
tomatic Speech Recognition (ASR) systems is the lack of suf-
ficient paired audio-text data for many low resource languages
(LRLSs), leading to subpar performance on those languages. On
the other hand, text-only data for such languages is more readily
available on the web and has been utilized to build large Lan-
guage models (LLMs) with strong text generation capabilities.
Leveraging language models to enhance ASR’s performance
has been a problem of significant interest, and has undergone
many stages of evolution as we discuss next.

Related Work. Traditional end-to-end (E2E) ASR systems [1]
often employed shallow fusion with domain-specific language
models (LMs) via log-linear interpolation of ASR and LM
probabilities [2, 3, 4, 5, 6]. These methods assume that the ASR
model and the LM share the same output vocabulary, enabling
straightforward probability interpolation. ~ With instruction
tuned LLMs replacing custom LMs, integrating ASR with
an LLM enabled more options such as using the LLM as an
Error Correction tool on the ASR model’s noisy N-best hy-
pothesis [7, 8, 9, 10, 11]. In low-resource settings where ASR
outputs can be very noisy, a major limitation of such techniques
is their lack of acoustic awareness, as they operate solely on
textual hypotheses without considering audio information. To
address this challenge, an emerging alternative is incorporating
audio features as inputs to LLMs [12, 13, 14, 15, 16, 17, 18].
However, they are computationally expensive, as they require
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learning mappings between high-fidelity audio signals, charac-
terized by high sampling rate, and the discrete text embeddings
of an LLM. We will show in this paper that this renders them
impractical for the long tail of low-resource languages. The
above limitation led to the emergence of late fusion meth-
ods [19, 20, 21] that integrate ASR decoder representations
with an LLM, aligning them within a similar representational
space since both systems produce text tokens. One prominent
architecture in this category is SALSA [21] that leverages
pre-trained encoder-decoder ASR models for direct adaptation
of LLM decoders with lightweight projection layers. During in-
ference, at every step, SALSA synchronously updates both ASR
and LLM, with LLM guiding the transcript generation, and
ASR decoder cross-attending to the audio. Finally, to address
the tokenization mismatch between the two models, SALSA
introduces a double-tokenization strategy to seamlessly flow
tokens from LLM to ASR. SALSA’s promising empirical results
were on ASR-LLM model configurations with similar fertility
rates. However, recent LLMs for better support for LRLSs
support significantly larger tokens for LRLs than SOTA ASR
models. For example, Sarvam-1 [22], a recent LLM for indic
languages generates 4-8 times fewer tokens than the Whisper
ASR [23]. In this paper we show that SALSA exhibits signif-
icant degradation in such cases where the LLM has a richer
tokenization scheme than the ASR. When a single LLM token
is broken into multiple tokens within ASR, SALSA’s alignment
mechanism points to an insufficient audio state, making the
ASR decoder irrelevant for guiding the LLM decoder.

Qur contribution. To overcome these limitations, we pro-
pose SKIP-SALSA', an extension of the traditional SALSA
framework. The core idea in SKIP-SALSA is simple — allow
the LLM to look at a future state from the ASR decoder, re-
ferred to as the skip-state. Designing an informative skip state,
while maintaining SALSA’s advantages of synchronous ASR-
LLM text generation and lightweight projection coupling, can
be challenging. We must precisely capture the ASR state rele-
vant to the next LLM token, and not overshoot or undershoot,
and be able to train the coupling via lightweight teacher forcing.
Our early attempts with fixed-sized lookaheads, or lookahead at
word boundaries did not work. We subsequently designed a
skip predictor layer that determines, at each LLM generation
step, the number of future ASR steps, required to reach the cor-
rect decoder state. We present an efficient inference algorithm
to handle such skip-synchronous decoding.

We implement SKIP-SALSA using pretrained Whisper
model [23] for ASR and three pretrained LLMs, namely Llama-
2, Llama-3.1 [24] and Sarvam-1 [22]. We mainly focus on In-

ICode for SKIP-SALSA is available at https://github.com/
csalt-research/salsa.
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Figure 1: SKIP-SALSA: Overall schematic illustrating the inte-
gration of the ASR model M and the LLM L with two projection
layers. Here, the token “inter” has been predicted by L, which
is subsequently tokenized and re-tokenized using T* and T to
produce the tokens [ “in”, “ter”], processed further by M. M
greedily picks tokens “sp”, “ee” and “ch” until a skip predic-

tor picks the state to pass along to L.

dian languages, for which both Llama-2 and Whisper exhibit
poor tokenization, whereas Sarvam-1 has a rich tokenization
scheme. On several prominent Indian Languages, we demon-
strate that SKIP-SALSA achieves a significant improvement in
WER (upto 20% over existing approaches when integrated with
Sarvam-1, where SALSA performs poorly. In the low resource
setting too SKIP-SALSA outperforms all baselines. We show
that SKIP-SALSA is effective across diverse tokenization set-
tings — on Llama-2, whose fertility is similar to Whisper it
delivers comparable performance to SALSA, and on Llama-3.1
with a better fertility rate, it outperforms SALSA. In contrast,
SLAM-ASR [17], which is a recent ASR-LLM early fusion
model, performs embarassingly worse than even the pre-trained
Whisper baseline in the low resource setting.

2. Our Method: SKIP-SALSA

For the sake of consistency, we borrow notation from
SALSA [21]. M is an encoder-decoder ASR model with in-
put as speech & and output as autoregressively generated text
vy ={y1,-.-,Yi,--.,Yn} where each token y; comes from a
vocabulary V and 7 is the tokenizer that maps any string to a se-
quence of tokens. The LLM L is a decoder-only model with its
own vocabulary V¥ and tokenization function 7 that could be
significantly different from V and 7T, respectively. In this work,
we focus on the setting where the LLM is trained on substantial
amounts of text data in the target languages, thus yielding much
lower token fertility rates (i.e. lower average number of tokens
per word) using 7% compared to 7.

Background: SALSA. SALSA employs simple projection lay-
ers to couple the ASR model M’s decoder with the LLM L.
These layers transfer relevant acoustic information from the
most recently unfolded state of the ASR decoder to the LLM.
More concretely, at output step ¢, let the output from layer
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£ € [1,d"] of the LLM be s§ € R®™" | where £ has d” to-
tal layers with output size m”. And, let the last unfolded state
of the ASR decoder at layer £ € [1,d] be s, € R™, where
M’s decoder has d total layers with output size m. In SALSA,
the LLM receives guidance from the ASR model via K pro-
jection layers (K < d”) that map a subset of K LLM lay-
ers to K ASR decoder layers. Let I(¢) denote the index of
the ASR decoder layer connected to the £™ layer of £, where
L€ F C{1,...,d"}. Then, the output of the £ " layer of £ is
computed as:

st =si + fe(s1)

where f; : R™ — R™" is a feedforward projection layer. In
SALSA, the projection layers are uniformly distributed across
the decoder layers of M and L.

During training, SALSA only finetunes these projection lay-
ers while freezing the rest of the ASR and LLM models. To
address the tokenization mismatch between £ and M, SALSA
employs a double-tokenization strategy, where the gold tran-
script v is first tokenized using the LLM’s tokenizer 7%, and
each token is subsequently de-tokenized into text and further
re-tokenized using the ASR’s tokenizer 7. These mappings are
deterministic and indexed for the training data during a pre-
processing phase. Subsequently, SALSA uses these mappings
during training to synchronously advance both £ and M and
train the projection layers using teacher-forcing with a standard
cross-entropy loss imposed on the LLM predictions.

During inference, SALSA synchronously invokes both M
and £ and relies solely on the next tokens predicted by £ from
its softmax distribution P(y|s’.) where y € V*.

SKIP-SALSA. Figure 1 illustrates the overall architecture
of SKIP-SALSA. Akin to SALSA, SKIP-SALSA also uses pro-
jection layers to couple the ASR and LLM decoder layers. The
key difference is in the synchronization technique — SKIP-
SALSA skips ahead to a future ASR decoder state to pro-
vide more accurate acoustic grounding for £ and thereby en-
hance its generations. Consider the following example illus-
trated in Figure 1 where the word “interspeech” is tokenized by
L into [“inter”,“speech”] and is further tokenized by M into
“in”,“ter”,“sp”,““ee”,“ch”] via the double-tokenization scheme.
We assume that £ will have a lower token fertility on aver-
age compared to M. To predict the token “speech”, SALSA
would have utilized the state corresponding to the token “ter”,
that lacks sufficient context for £ to correctly predict “speech”.
However, in SKIP-SALSA, £ gets access to the state corre-
sponding to the input token “ch” (a future state) from M. This
mechanism of skipping ahead in terms of ASR decoder states
improves L’s generations by providing more acoustically rele-
vant information. However, in limited data settings, this align-
ment mechanism can result in severe overfitting. We address
this via a shuffling-based regularization technique, wherein ap-
proximately 20% of the frames in s, are randomly replaced
with frames from other examples within the same batch. This
approach forces £ not to solely rely on the outputs of M,
thereby improving generalization. We also introduce learnable
Low-Rank Adaptation (LoRA) [25] parameters in query and
value projection matrices across all attention blocks in the ASR
decoder. These additional parameters ensure M adapts well to
the new (double-)tokenization scheme induced by L.

Unlike during training, alignments are not available during
inference to assess how many ASR decoder states should be
skipped ahead. To address this, we introduce a skip predictor P:
a lightweight MLP fui, : R”™ — R that maps the most recent
ASR decoder state from the last layer down to a real-valued



scalar that is further passed through a sigmoid activation. We
threshold the sigmoid probabilities to produce a binary decision
about whether the given decoder state is to be skipped or not.
The skip predictor is trained using ground-truth alignments.

Training. We train only the parameters associated with the pro-
jection layers, the LoRA adapters and the skip predictor, and the
rest of the ASR and LLM backbones are kept frozen. The final
learning objective is a weighted combination of three terms:

J=a -TJasr+0-Jum+ (1 —a—p3) T

where Jasr and Jim represent the cross-entropy losses for the
ASR decoder and the LLM respectively, Ji.p denotes the binary-
cross-entropy loss applied to the skip predictor and «, 5 are the
hyperparameters that control the relative importance given to
each loss component.

Inference. Our inference algorithm mainly differs from SALSA
in that £ requires a future state from the ASR model M,
for which we have to first temporarily advance the decoder
state of M by S future steps. This is achieved through
greedy next-token generation at each step using the probability
distribution P(y|sq) from M’s softmax layer, where sq is the
output from the final layer of M’s decoder. The value of S is
determined by the skip predictor P, where we keep advancing
M’s decoder state until P produces a “yes”. Finally, since M
relies on caching keys and values to speed-up inference, once
the relevant skip-state is obtained, the caches are reset to their
states prior to advancing M by S steps. We note here that
when L is being repeatedly invoked to generate tokens until a
valid text segment recognizable by 7 is formed, the skip-state
remains unchanged, as L is trained to rely on the same
skip-state throughout this intermediate token generation phase.
Algorithm 1 provides an overview of our decoding approach.

3. Experimental Setup

Models. For the ASR model, we use Whisper [23] Large-
v2 (1.55B). We use three open-source LLMs in our experi-
ments: Llama-2 (7B) [24], Llama-3.1 (8B) [26] and Sarvam-1
(2B) [22]. Sarvam-1 is an Indic-centric LLM with significantly
lower fertility compared to Llama-2/3.1. Similar to SALSA,
SKIP-SALSA uses K = 8 projection layers to reduce the di-
mensionality from 768 (corresponding to Whisper) to 192, fol-
lowed by an upsampling to fit the dimensions of the LLM de-
coder state (2048 for Sarvam, 4096 for Llama-2/3.1). We utilize
the Lit-GPT [27] library for all our experiments.

Datasets. We show ASR results on multiple Indic languages
from the IndicVoices [28] and Fleurs [29] datasets. We fo-
cused on languages where Whisper ASR is still lacking and we
have access to a high-performing LLM. On IndicVoices, we ex-
periment with Hindi, Bengali, Tamil, and Marathi (trained on
roughly 230 hours per language), for which Sarvam-1 shows
superior performance [22]. Fleurs is a low-resource setting with
only 12 hours of labeled speech per language; we show results
on Hindi, Marathi and Tamil. Final results are shown on the
published test sets of Fleurs and validation sets of IndicVoices
(whose test sets are yet to be released).

Training and Inference. We train SKIP-SALSA with a batch
size of 32 with the AdamW [30] optimizer and weight decay of
0.02. For Fleurs, all models are trained for 35 epochs with a
learning rate of le-3 and & = § = 0.3. For Indicvoices, we
train for 8 epochs with a learning rate of le-4 and « = § =
0.4. We use a dropout rate of 0.1 on the Whisper decoder states
before the projection layers. We use greedy decoding with both
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Algorithm 1: SKIP-SALSA’s decoding algorithm.
Our modifications to SALSA are highlighted in pink.
Input : ASR Model M, LLM Model L, skip
Predictor Model P, Audio: X
Tokenizers 7 of ASR, 7 of LLM
fe, F, I : coupling model specification.
Output: Transcript {yo, ..., Yu}
1 h: ASR Encoder State (X)
s = ASR Decoder State initialized with SOT token
s’ = Initial LLM Decoder State
pi=0,y =[]
for i € {1... max estimated tokens in X} do
s =5 =0
while P(s},”) < 0.5 do
new_token = M.greedy_pick(s,”)
s = M(h, s*” new_token)
S+=1
M reset_cache(last_n = S)
from cache
12 sk =sl+ fo
13 Yis st = £sh)
14| y.append(y;)
15 | textY = (T")"'(y)
16 if textY ends with a valid utf-8 character then

e o N N AW W

- =
- S

> drop last S states

(si0), weer

17 new_tokens = 7 (textY[pi:])
18 s = M(h, s, new_tokens)
19 pi = len(textY)

20 If y; == TL eos break;

21 return y

LLM:s to derive our final predictions.

Baselines. We compare SKIP-SALSA against (1) Whisper-v2
fine-tuned on labeled data using LoRA fine-tuning [25], (2)
SLAM-ASR [17], which is an ASR-LLM fusion model and (3)
SALSA. For SLAM-ASR, we use the Whisper Large-v2 en-
coder along with a learnable linear projection layer that intro-
duces 17M trainable parameters.

4. Results and Analysis

Main results. Table 1 shows WERs from the baselines and
SKIP-SALSA on the Indicvoices dataset. Whisper-v2 is very
poor when evaluated zero-shot on these four languages, and sig-
nificantly improves with LoRA fine-tuning. SALSA is the best
baseline on three out of four languages; SLAM-ASR performs
better on Bengali. SKIP-SALSA significantly outperforms the
best baselines on all four languages (at p < 0.001). Table 2
shows some anecdotes where SALSA fails for longer words due
to limited ASR context. Unlike SALSA that significantly bene-
fits using a LoRA-finetuned Whisper, SKIP-SALSA does not de-
rive significant benefits using finetuned Whisper since it already
makes use of LoRA-finetuned parameters in the ASR decoder.

Low resource setting. Table 3 shows results on three lan-
guages from the low-resource Fleurs benchmark using two
LLMs, Llama-2 and Llama-3.1, with varying fertility rates.
(Figure 2 shows token fertility rates across LLMs.) We observe
that SLAM-ASR dramatically fails in the low-resource setting.
SALSA, using Llama-2, significantly reduces WERs, compared
to the Whisper finetuned model, while degrades in performance



Table 1: Comparison of the performance (WER %) of SKIP-SALSA against SALSA and other baselines on four Indian languages from
the INDICVOICES dataset. All experiments use Sarvam-1 as the LLM of choice, which has 4-8 times better token fertility than Whisper

Large-v2 on the selected languages. Numbers in bold denote the best across baselines and

the experiments. T is used to indicate that the performance gains are statistically significant.

denotes the best CER/WER across all

Bengali Hindi Marathi Tamil Average
Method # params
CER | WER | CER | WER | CER | WER | CER | WER | CER | WER |
Our Baselines (Reproduced using official repositories)
Whisper (Large-v2) [23] - 105.3 115.5 45.5 60.6 73.0 107.7 48.7 85.3 68.1 92.3
w/ LORA fine-tuning [25] I5SM 24.0 433 13.9 28.4 20.6 39.5 17.6 443 19.0 38.9
SLAM-ASR (w/ Sarvam-1) [17] 1M 23.1 37.6 15.6 279 35.1 52.7 19.8 442 23.4 40.6
SALSA (w/ Sarvam-1) [21] 1IM 26.2 42.6 18.1 31.2 36.9 56.5 20.0 45.1 253 43.9
w/ LORA fine-tuned Whisper 26M 22.5 39.5 13.5 26.5 19.9 373 15.5 41.5 17.9 36.2
SKIP-SALSA (w/ Sarvam-1) 23M 159 31.7 12.8 253 18.0 34.8 14.9 39.4 154 32.8
w/ LORA fine-tuned Whisper 26M 15.7 § 316t 12.8 1 251t 17.2 1 335t 14.5 1 39.1 t 15.0 323t
Table 2: Anecdotes illustrating how SALSA suffers because of . Whisper Largev2
uninformative decoder state, that SKIP-SALSA surmounts with =) o pama2Te
lookahead. ltalicized text is Romanized Indic text. Tokens of § ) = sorvaml
interest are in blue. Examples in Hindi, Marathi and Tamil are 2
from the Indicvoices dataset with Sarvam-1 as an LLM. g,
<
Groundtruth sharda (fer d a:) property dealer (d i: 1 1:) ke naam se dusra office (a: fis h) hai ?9‘ N
SALSA tarda (ter d ax) property realer (1 i: | 1) ke naam se dusra afiq (a: £ i q) hai
SKIP-SALSA | sharda (fer d a:) property dealer (d i: 1 1) ke naam se dusra office (a: fi's h) hai ?
Groundtruth haan sir kaay dadhmadhye (d:dhomodhje) problem aahe kaay sir
SALSA haan sir kaay dandimadhye (dmd:i:modhje) problem aahe kaay sir English German Bengali Hindi Marathi Tamil
SKIP-SALSA | haan sir kaay dadhmadhye (d:dhomodhje) problem aahe kaay sir Languages
Groundtruth ... parivartanaikku esaipi korikkai (kouik:ai) vaikkalama (vaikiola:mar)
SALSA ... parivartanaikku esaipi koriyirukkavekkilama (kouijimk:ove: ma:) Figure 2: Comparing tokenfertility rates Of Whisper_v2 Llama-
SKIP-SALSA | ... parivartanaikku esaipi korikkai (ko:ik:ai) vaikkalama (vaik:olamar) ’

Table 3: Comparison of WER% of SKIP-SALSA against SALSA
and other baselines using Llama2-7B (denoted as L-2) and
Llama3.1-8B (denoted as L-3.1) on Hindi, Marathi and Tamil
from the FLEURS benchmarking dataset. Across these lan-
guages, on average, Llama2 has token fertility comparable to
Whisper, while Llama3.1 has 2 times lower token fertility for
Hindi and Marathi, but higher token fertility for Tamil. Num-
bers in bold indicate the best WER for a particular language.

Methods (WER |)
Language Whisper SLAM-ASR SALSA SKIP-SALSA
Baseline ~ w/LoRA L-2 L-3.1 L-2 L-3.1 L-2 L-3.1
Hindi 359 24.1 1148 106.6 | 17.5 246 | 168 18.1
Marathi 84.7 41.7 148.6 1324 | 36.7 469 | 339 329
Tamil 53.1 43.8 109.8 103.2 | 399 42.1 | 41.1 441

with Llama-3. Llama-3’s token fertility ratio is twice lower than
that of Llama-2. In contrast, SKIP-SALSA is more robust and
performs nearly at par when used with Llama-2 and Llama-3.1
despite having different token fertility rates.

Accuracy of Skip Predictor. The skip predictor dictates how
many states the ASR skips ahead before passing along the cur-
rent decoder state to the LLM. We measure how accurately the
skip predictor identifies the word boundaries. It achieves an
average accuracy of 97.7% and 94.9% respectively, across the
chosen languages. Figure 3 plots the skip predictor’s probabil-
ities on a Hindi sample from Indicvoices. We see that it accu-
rately identifies the ASR decoder states at word boundaries to
be passed to the LLM for its subsequent generations.

Impact of SKIP-SALSA on RTF. Among the evaluated meth-
ods, SKIP-SALSA has the highest real-time factor (RTF) at 0.81.
Compared to SLAM-ASR and SALSA, SKIP-SALSA incurs
a moderate RTF increase of 44.6% and 26.6%, respectively.
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2, Llama-3, Sarvam-1 across six languages.

w_ T _gada_ gl _ T _wi gl dqast a T mad i gl & _ g _ g
1.0
0.5
0.0
Eoci arer aifggy Y@ fRawm fRa mer A
kaun wala chahiye bh aiya kitna kitna maatra mein chahiye

Figure 3: Visualization of skip predictor’s probabilities for a
Hindi example. X-axis labels on the top/bottom are tokens from
Whisper Large-v2 and Sarvam-1, respectively.

This RTF increase is primarily due to SKIP-SALSA’s additional
Whisper predictions and selective backtracking when the cur-
rent Whisper inference state is not adopted by the LLM. While
this results in a slightly higher computational cost, our method
benefits from better synchronization between ASR and LLM
predictions, leading to improved overall performance.

5. Conclusion

In this paper, we presented SKIP-SALSA, an LLM-ASR integra-
tion model that enjoys the benefit of resource-efficient tuning of
SALSA, a recent ASR-LLM projection-based coupling model,
while being significantly more robust at handling LLMs of vary-
ing fertility gaps with ASR. The core idea of SKIP-SALSA is
simple — LLM decoder looks ahead ASR decoder states —
and we show that it provides significant accuracy gains. In very
low-resource settings, recent deep fusion models like SLAM-
ASR fail dramatically. Future work will further explore the ro-
bustness of SKIP-SALSA across more LLMs and languages.
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