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Abstract
Suicide is a leading cause of death among young individuals.
Although early detection and intervention are vital for prevent-
ing suicide attempts, current suicide risk assessments rely heav-
ily on clinical interviews and questionnaires, both of which are
subject to patient biases. In contrast, speech analysis provides
several objective advantages for estimating suicide risk. This is
the focus of the 2025 SpeechWellness Challenge. This article
presents a new paradigm for speech analysis based on network
analyses of low-level descriptors. We evaluate the performance
of this approach compared to the classical eGeMAPS+SVM
model for suicide risk detection. Additionally, we assess the rel-
evance of comparing networks derived from reading and spon-
taneous speech, and explore different methods for network con-
struction, analyzing their respective performances.
Index Terms: network analysis, acoustic feature analysis, sui-
cide risk assessment

1. Introduction
1.1. Context and state of the art

Suicide is a leading cause of death among individuals aged 10
to 24 [1]. Timely detection and intervention are essential for
preventing suicide attempts. While traditional methods such
as clinical interviews and questionnaires are commonly em-
ployed, they heavily rely on the individual’s ability, willing-
ness, and honesty in conveying their symptoms, emotions, and
thoughts [2, 3].

This limitation has driven growing interest in the automatic
detection of suicide risk using diverse data sources, includ-
ing clinical interviews [4], health records [5], and social me-
dia content [6]. Particularly, speech has emerged as a valuable
biomarker for identifying high-risk individuals, offering both
semantic and non-semantic (paralinguistic) information that can
be assessed in a cost-effective, remote, non-invasive, and non-
intrusive manner [2, 7, 8].

Since the influential review by Cummins et al. in 2015 [2],
only a few studies have proposed new methods for detecting sui-
cidality or suicide risk using speech signals. In 2021, Belouali
et al. [9] recorded 124 US veterans responding to open-ended
questions about their recent general health (588 recordings).
By combining acoustic and linguistic features, they achieved
an Area Under the Curve of 80% in predicting suicidality, as
indicated by a score greater than 0 on the 9th item of the PHQ9.

More recently, a research team recorded 20 patients in an
emergency department performing sustained vowel tasks, read-
ing text, and describing a picture [10]. Utilizing wav2vec, inter-
pretable speech and acoustic features, and deep learning-based
spectral representations, they attained a classification perfor-

mance of 66.2% in estimating suicidal risk, as labeled by physi-
cians on a 6-point Likert scale, subsequently binarized. By in-
corporating patient metadata (e.g., history of suicide attempts),
they improved the balanced accuracy to 94.4%.

Finally, a significant study was conducted by the authors of
the challenge using an extended version of the dataset shared for
the challenge [11]. They recorded 1179 adolescents, aged 10 to
18, across 47 primary and secondary schools. Using record-
ings of students answering the question “How would you de-
scribe yourself?”, they combined both acoustic-based (Whisper
speech model) and linguistic-based (large language models) ap-
proaches, achieving an accuracy of 80.7%.

1.2. SpeechWellness challenge

1.2.1. Dataset

The dataset utilized in this challenge is a subset of the col-
lection described by Cui et al. [11]. It includes Mandarin-
language recordings from 600 Chinese children and adolescents
performing three tasks: 1) Spontaneous speech: “Have you
ever experienced moments of extreme emotional distress? How
do you manage such feelings?” (total duration: 5h04min); 2)
Reading: The North Wind and The Sun passage (total dura-
tion: 6h34min); 3) Face description: A description of a photo
featuring a face with a pronounced expression (total duration:
3h16min).

The recordings were collected directly within the partici-
pants’ schools, using the same recording equipments. They are
annotated in a binary manner (suicidal risk – S – or not – NS)
based on the MINI-KID interview [12]. The dataset is parti-
tioned into training (n=400, referred to as train.), development
(n=100, referred to as dev.), and test (n=100) subsets. These
subsets are balanced in terms of labels (50% in each class), gen-
der (approximately 70% female), and age (averaging around 14
years).

1.2.2. Baselines

Two baselines have been proposed for the challenge. On one
hand, a classical machine learning pipeline, which relies on the
standard eGeMAPS feature set [13] and a Support Vector Ma-
chine (SVM). This approach, referred to as Baseline 1, achieved
accuracies of 53% on the development set and 51% on the test
set. On the other hand, the authors of the challenge fine-tuned
a wav2vec + BERT approach (Baseline 2), achieving a perfor-
mance of 56% on the development set and 61% on the test set.

1.3. Objective

In this paper, we focus on expanding the results of
the first approach proposed by the challenge organizers

Interspeech 2025
17-21 August 2025, Rotterdam, The Netherlands

424 10.21437/Interspeech.2025-599



(eGeMAPS+SVM). Standard acoustic feature sets, such as
eGeMAPS, typically rely on low-level descriptors, which are
then aggregated using statistical functions. In line with a previ-
ous study on stress [14], we introduce a novel complementary
approach based on network modeling to capture the interrela-
tions between low-level descriptors throughout the recording
(see Figure 1). In this model, the relationships between vari-
ables (i.e., the correlations) are represented as a graph, where
the nodes correspond to the various features, and the edges rep-
resent the correlation between each pair of variables. From this
network, centrality metrics can be derived, which represent the
significance of each node within the overall network [15].
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Figure 1: Difference between the median networks of the two
classes S and NS (Face description, train+dev., Spearman cor-
relations). Red edges represent negative correlations.

We aim to investigate the feasibility of using the edges
and/or centrality metrics of networks based on acoustic low-
level descriptors as features for suicide risk detection through
speech, as proposed in the SpeechWellness challenge.

2. Classification pipeline and evaluation
2.1. Classification pipeline

Our classification pipeline is the same for all the considered ex-
periments and is directly inspired by the eGeMAPS+SVM sys-
tem described in the paper introducing the challenge [16].

Our pipeline consists of i) feature scaling (z-score), ii) fea-
ture selection (optional): we retain only the features for which
the distribution between the classes are statistically significant
(Mann-Whitney test, p ≤ 0.05, this parameter was not tuned),
and iii) a dimension reduction procedure (optional): Principal
Component Analysis (PCA), keeping 80% of the original vari-
ance (this parameter was not tuned). Then, the classification is
performed by a Support Vector Machine (SVM), with the fol-
lowing possible hyperparameters: a linear or gaussian kernel,
C∈{1e-4, 1e-3, 1e-2, 1e-1, 1, 10} and γ ∈{1e-2, 1e-3, 1e-4,
1e-5}.

We also tested to aggregate the features of all the tasks in the
same matrix before the classification pipeline. This approach is
named Early fusion in subsequent results.

2.2. Evaluation procedure

For the challenge, the audio files of the test set were provided
to participants, but the labels remained undisclosed. Estimating

the unknown test set is precisely the scenario which MLOps has
been designed for [17]. Using nested double cross-validation,
this evaluation approach enables the approximation of expected
classification results on new data, assuming it originates from
the same source as the training data. Applying this scheme
helps prevent overfitting when selecting the pipeline and/or tun-
ing hyperparameters. The procedure follows three steps, ap-
plied to the concatenation of the training and validation subsets:

1. A double cross-validation is performed, with two cross-
validation layers, in order to determine the best classification
pipeline. The corresponding performances are reported in the
results as ‘double CV’.

2. The internal loop is then reapplied to the pipeline to deter-
mine the best set of hyperparameters. The corresponding per-
formances are reported as ‘int. CV’.

3. Finally, the selected pipeline (step n°1) with the best hyperpa-
rameters (step n°2) is trained on the entire training+validation
subset and is ready for inference on the test set.

Since all subcorpora are balanced, all reported metrics are
simple accuracies. To enable comparison with other partici-
pants, we also provide performance results on the training ver-
sus development sets. However, we emphasize that the key met-
ric is the performance on the nested CV; other metrics are pro-
vided solely for comparative purposes.

3. Experiments
3.1. Experiment n°1: Classical statistical functions vs. net-
work characteristics

In the first experiment, we compared the performance of our
classification pipeline using two different approaches. On the
one hand, we utilized the openSMILE toolkit to extract the stan-
dard eGeMAPS feature set (n=88), derived by applying func-
tionals to 18 low-level features [13].

On the other hand, we computed network features from a
subset of the 18 low-level descriptors. Our hypothesis is that
these network features can complement the characterization of
speech behavior in suicide risk participants by examining the
relationships between the low-level descriptors (see Figure 1).
To achieve this, for each audio sample, we extracted frames in
which all features were successfully computed (full observa-
tions). Then, for all these frames, we calculated the pairwise
correlation between the following features: Loudness, alphaRa-
tio, slope0-500, F0semitone, jitter, shimmer, HNR, logRelF0-
H1-H2, and logRelF0-H1-A3.

Using this network, we computed four centrality metrics for
each node [15]:

• Strength: the absolute sum of the edges connected to the
node;

• Betweenness: the number of times the node is part of the
shortest path between two other nodes;

• Closeness: the inverse of the sum of all the shortest paths
between the node and all other nodes;

• Expected influence: the relative sum of the edges connected
to the node.

The network edges and centrality metrics were extracted using
the bootnet R package (v1.6). The results of the classification
of suicide ideation based on network edges and/or network cen-
trality metrics are reported in Table 1.
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Table 1: Classification performances using the standard eGeMAPS and network features. When no γ is reported, the selected kernel is
linear. No pipeline including feature selection has been selected by the MLOps procedure. ‘all’: eGeMAPS+edges+centrality

Ref. Approach n Task Best hyperparameters double CV int.
CV

train
vs. dev

BASELINE APPROACH

a1 eGeMAPS 88 Early fusion nPCA=80%, C=10, γ=1e-4 61.6 (4.2) 60.3 58.0
CORRELATION NETWORK (SPEARMAN)

b1 ntw edges+centrality 72 Early fusion nPCA=80%, C=1e-3 58.8 (2.9) 59.4 63.0
b2 ntw edges 36 3. Face nPCA=80%, C=10, γ=1e-3 59.5 (3.6) 59.5 57.0
b3 ntw centrality 36 Early fusion nPCA=80%, C=1, γ=1e-3 58.8 (2.8) 59.7 59.0
b4 all 160 3. Face nPCA=80%, C=1e-3 59.0 (4.6) 58.9 56.0

3.2. Experiment n°2: Difference with reading

Reading is a more controlled task than Spontaneous Speech
(task n°1) and Face Description (task n°3). To account for the
specific characteristics of each speaker, we calculated the dif-
ference in features between the Spontaneous Speech task (task
n°1) or Face Description task (task n°3), and the Reading task
(task n°2) for each participant. For the network-based features,
we computed the difference between the corresponding net-
works before calculating the centrality metrics. By doing so,
we aim to capture the participants’ suicidal risk by analyzing
the differences in speech behavior between an open-ended task
and a more controlled one (Table 2).

3.3. Experiment n°3: Different approaches for the estima-
tion of networks

In a third experiment, we explored different approaches for
computing the networks. While our initial method relies on
pairwise Spearman’s correlations, it may lack specificity. To
address this, we computed the networks using the standard par-
tial correlation (pcor) and EBIC-glasso approaches [15] (Fig-
ure 2), which eliminate the edges associated with spurious cor-
relations. We then recomputed the corresponding classification
performances (Table 3).

4. Results
4.1. Experiment n°1 - Network features

The performance of our pipeline using standard eGeMAPS fea-
tures and network-based features is summarized in Table 1.
While the traditional approach achieves an average accuracy
of 61.6% on the double cross-validation scheme, the network-
based approach, which combines edges and centrality metrics
(72 features), reaches an accuracy of 58.8%. These results sur-
pass the performance of Baseline 1 from the challenge, which
achieved 53% accuracy on the train vs. dev split and 51% on
the test set [16]. On the test set, the a1 and b1 approaches reach
respective accuracies of 44% and 55%.

Slightly better performance are achieved by using only the
edges as features (59.5%) compared to the centrality metrics
(58.8%) or the combination of network features and standard
eGeMAPS features (59.0%). However, the differences are small
and would require further investigation.

4.2. Experiment n°2 - Difference with reading

The results of our classification pipeline, based on features com-
puted from the difference between the Spontaneous speech and
Face description tasks and the Reading task, are summarized
in Table 2. The best performance is achieved using the stan-

dard eGeMAPS feature set, with an average accuracy of 57.9%.
None of the tested systems outperforms the results from the pre-
vious experiments. These lower performances challenge our
initial hypothesis that suicide risk is more effectively detected
through the behavioral differences between reading and more
spontaneous tasks.

Table 2: Performances of the pipeline using the features com-
puted in difference with the reading task.

DIFFERENCE WITH READING

Ref. approach n Task double CV
e1 eGeMAPS 88 Early fusion 57.9 (3.9)
f1 ntw edges+centrality 72 3. Face 55.6 (6.0)
f2 ntw edges 36 Early fusion 53.7 (4.0)
f3 ntw centrality 36 3. Face 56.1 (4.7)

4.3. Experiment n°3 - Choice of the network algorithm

Regarding the selection of the network algorithm, the median
networks for task n°3 (Face description), computed using dif-
ferent methods, are shown in Figure 2 (next page). Clear dif-
ferences are observed between the pairwise Spearman correla-
tions (left), where the edges are numerous and exhibit high val-
ues, and the two other networks, where the number of edges
is smaller and the values are lower. Furthermore, there are
only few differences between the EBIC-glasso and pcor net-
works, with only a few spurious edges being removed through
the glasso procedure.

Table 3: Performances of the pipeline using network features
computed with the EBIC-glasso approach. The same perfor-
mances have been obtained using partial correlation

EBIC GLASSO (γ = 0.5)
Ref. Approach n Task double CV
g1 ntw edges+centrality 72 Early fusion 57.1 (3.7)
g2 ntw edges 36 Early fusion 58.1 (4.8)
g3 ntw centrality 36 2. Reading 56.2 (2.4)

The performance of our pipeline, utilizing network features
computed with EBIC-glasso and partial correlations, is reported
in Table 3. Both the EBIC-glasso and partial correlation meth-
ods yielded identical classification performances, with a maxi-
mum average accuracy of 58.1%. Alternative methods for com-
puting the network did not lead to significant improvements in
classification performance, though this remains a topic for fu-
ture investigation, particularly in relation to other tasks.
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Figure 2: Network modelling of the interrelations between the low-level descriptors depending on the approach for edges computation
(task n°3, Face description, train+dev). Edges thickness is proportional to the (partial) correlation between each pair of variables; red
edges represent negative associations. Left: Spearman correlations; Middle: glasso; Right: partial correlations

5. Discussion
5.1. Research program on network features

In this article, we introduced a novel approach to aggregate low-
level features using network analysis, achieving better perfor-
mance than the challenge Baseline 1. This new approach raises
several research questions. One such question pertains to the
unit of analysis for the networks: while we computed the corre-
lations between features at the frame level for the entire record-
ings, we believe that computing these correlations on smaller
units — such as inter-pause segments or specific phonemes or
syllables — and then aggregating the resulting networks, would
be valuable for further exploring this method. Additionally,
other network-based approaches, such as temporal networks,
could be employed to dynamically model the temporal interre-
lations between selected low-level descriptors, offering deeper
insights into the relationship between speech and health condi-
tions.

5.2. Research perspective for future challenges

We thank the organizers of the challenge for their significant
efforts in providing a dataset that includes such sensitive data.
However, we believe that minor additions to the metadata could
substantially enhance the performance of systems designed to
estimate suicide risk.

Firstly, a recent study [10] demonstrated that combining
speech with medical metadata, such as a history of suicide at-
tempts, led to a significant improvement in detecting suicidal
risk (from 66.2% to 94.4%). Including such information in the
challenge metadata would enable similar approaches.

Secondly, while the recording equipment was standardized,
the recording environment were not, as the recordings were
made in 47 different schools. Additionally, it is unclear whether
multiple interviewer were recording simultaneously. Including
the school ID and interviewer ID in the metadata would help
account for variations in the acoustic environment across dif-
ferent recordings and between the train, development, and test
subsets.

5.3. Comparison with the state of the art

In this final point of discussion, we aim to examine the differ-
ences between this challenge and the previous study by the same
authors, which used the same dataset, as described in the in-

troduction [11]. While they achieved an accuracy of 80.7% in
their previous paper, their Baseline 2 approach in this challenge
only reached a maximum accuracy of 61%. Moreover, even the
best-performing system in this challenge attained an accuracy
of 74%1. We identify three key differences between the dataset
used in the challenge and the one presented in [11].

First, the current dataset is smaller (n=600), containing
nearly half the number of samples compared to the original
dataset (n=1179).

Second, the tasks available in the challenge — i.e. describ-
ing the management of emotional distress, reading a text, and
describing a face — do not include the task used in the previ-
ous work by the authors (“How would you describe yourself?”).
The linguistic elements extracted from this latter question could
potentially be more discriminative in detecting suicidal risk than
the tasks proposed in the challenge.

A final notable difference is the application of a speech
anonymization algorithm to the challenge data, which was not
applied to the original dataset from Cui et al. While the eth-
ical sensitivity of the data shared with the community neces-
sitates anonymization, the use of such an algorithm could in-
terfere with the performance of certain approaches (particularly
those based on acoustic characteristics), thereby potentially hin-
dering the development of effective prevention algorithms.

5.4. Limitations

The findings presented in this study are based on the scoring
framework of the MINI-KID scale, which assesses current sui-
cide risk as at risk or no risk. This classification reflects partic-
ipants’ immediate responses to the MINI-KID assessment and
should not be interpreted as a prediction of future suicidal be-
havior. Although the MINI-KID suicide module is widely rec-
ognized as a gold standard for assessing current suicide risk
among adolescents, it has limitations. It relies heavily on self-
reported data, which may lead to underreporting or misinterpre-
tation of symptoms, and its fixed set of items may not fully cap-
ture the complex and dynamic nature of suicidal ideation and
behavior. Accordingly, the results reported herein are strictly
confined to the context of this assessment2.

1https://leaderboardhq.com/magm5x4b
2In order to address ethical limitations of this challenge, the organiz-

ers have asked the participants to add the following statements to their
papers. This paragraph is a strict copy of the one sent by the organizers.
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