Interspeech 2025
17-21 August 2025, Rotterdam, The Netherlands

Finding the Human Voice in Al: Insights on the Perception of AI-Voice Clones
from Naturalness and Similarity Ratings

Linda Bakkouche'', Charles McGhee', Emily Lau', Stephanie Cooper', Xinbing Luo", Madeleine
Rees', Kai Alter®, Brechtje Post', Julia Schwarz'!

!University of Cambridge, United Kingdom
“Newcastle University, United Kingdom

lb983@cam.ac.ukT, julia.schwarz.ac@gmail.com

Abstract

Al-generated voice clones are important tools in language
learning, audiobooks, and assistive technology, but often strug-
gle to replicate key prosodic features such as dynamic Fj vari-
ation. The impact of these differences on speech perception
remain underexplored. To address this, we conducted two be-
havioural tasks, evaluating listeners’ ratings of naturalness and
similarity for human speech, three Al voice clones (Eleven-
Labs, StyleTTS-2, XTTS-v2), and a 30% Fp variation condi-
tion. ElevenLabs was rated comparably to human speech, while
StyleTTS-2 and XTTS-v2 received lower ratings. Reduced Fp
variation also led to lower ratings, suggesting that prosody is
key to perceived naturalness and similarity. Listener ratings
were further influenced by speaker accent and sex, but not by
Al tool experience. These findings suggest that prosodic fea-
tures and speaker-specific characteristics could be drivers for
the varying performance of Al-voice clones.

Index Terms: Speech Perception, Speech Synthesis, Human-
Computer Interaction, Prosody

1. Introduction
1.1. Background

Artificial intelligence (AI) voice cloning technology has ad-
vanced significantly, creating synthetic voices that closely
mimic human speech. This progress has driven diverse appli-
cations, including personalized language instruction with real-
time feedback [1], audiobooks with efficient narration [2], and
assistive technologies for individuals with speech impairments,
such as the NAO Robot in speech therapy [3].

A major challenge in Al speech synthesis is reproducing
prosody, i.e. variations in pitch, stress, and rhythm. Kulan-
gareth and colleagues [4] demonstrated that listeners can reli-
ably distinguish Al-generated voices from human ones when
prosodic irregularities, such as unnatural speech shifts or dis-
rupted timing, are combined with pauses that break the natural
flow of speech. Fundamental frequency (Fp) variation could
have an additional effect on perceived naturalness in Al speech:
Fy variation plays a pivotal role in speech, governing pitch mod-
ulation and shaping the expressiveness, emotional depth, and
communicative intent of spoken language [5]. Indeed, insuffi-
cient Fp variation may result in mechanical-sounding speech,
rated as less natural by listeners and affecting intelligibility
[6, 7]. Despite efforts to improve prosodic control [7, 8], many
current Al systems still produce speech with flat intonation and
limited dynamic expression, indicating unresolved challenges
in replicating natural prosody [5]. Previous studies have fo-
cused on individual systems without comparing performance
across multiple Al models and without controlled prosodic ma-
nipulations. This narrow focus limits our understanding of how
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different Al voice clones perform in comparison to one another
and in comparison to fully natural speech with less engaging
prosody. Additionally, it remains unclear whether judgments
of speaker similarity and naturalness to human voices are in-
fluenced by factors such as speaker accent or sex, as well as
listeners’ Al experience, as frequent interaction with Al tools
may shape sensitivity to subtle acoustic differences.

1.2. The current study

In the present study, we address how listeners perceive three
state-of-the-art Al voice clones, focusing on the influence of key
prosodic features on perceived naturalness and speaker similar-
ity. Specifically, we aim to answer the following questions:

1. How do listeners perceive the naturalness and similarity of
Al-generated voices compared to human speech?

2. How does variation in fundamental frequency (Fo) contribute
to the perception of naturalness and similarity?

We selected MUSHRA tests (Multiple Stimuli with Hidden
Reference and Anchor) as the primary evaluation method, given
their effectiveness in capturing fine-grained perceptual differ-
ences [9]. Participants were presented with speech samples and
asked to rate each on a scale of 0 (low) to 100 (high). The in-
clusion of a Hidden Reference (here: Natural Human Speech)
and an Anchor ensures that ratings reflect relative differences
in perceived quality across conditions, and encourages partici-
pants to rank stimuli based on nuanced perceptual cues, which
may be missed in simpler rating systems like Mean Opinion
Scores (MOS).

We conducted two MUSHRA tasks: one assessing Natural-
ness (Exp. 1) and the other Similarity to a reference speaker
(Exp. 2). Test stimuli included natural human speech (Hid-
den Reference), three state-of-the-art Al voice-clone models
(ElevenLabsl, StyleTTS-2, XTTS-v2) [10, 11], a controlled
prosodic manipulation retaining 30% of the F{, variation from
the natural sample, and a noise-vocoded control (Anchor). In-
cluding three AI voice clones allowed us to compare per-
formance between commercial (ElevenLabs) and open source
models (Style TTS, XTTS-v2), and to distill broader trends in
Al voice synthesis (Question 1). Including a controlled 30% Fj
condition allowed us to explore the role of dynamic pitch mod-
ulation in a controlled manner (Question 2). We hypothesized
that both Al voice clones and reduced Fp variability would re-
ceive lower ratings of Naturalness and Similarity compared to
human speech, and that these effects might be further modulated
by speaker accent and listeners’ prior exposure to Al tools.

Ihttps://elevenlabs.io/
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2. Methodology
2.1. Participants

Participants (/N = 66) were recruited and compensated through
Prolific, and no participants took part in both tasks. Participants
who failed to give the Anchor a score of 0 in more than 33%
of trials, and participants who assigned O to conditions other
than the Anchor in more than 33% were removed (Exp. 1: NV
=2; Exp. 2: N =9). The remaining participants were native
speakers of British English without language, leaning or hear-
ing impairments, retaining 28 subjects in the Naturalness task
(f = 18; Mean Age = 30.32, SD = 7.54), and 27 subjects in the
Similarity task (f = 13; Mean Age = 30.19, SD = 7.04).

2.2. Stimuli and conditions

The stimuli were three-second samples of speech, categorized
into six conditions: Natural human speech produced by three
different speakers (two female and one male); three Al-voice
clones based on the natural voices (ElevenLabs, Style TTS,
XTTS-V2); a controlled prosodic manipulation retaining 30%
Fp variation of the natural voices; and a control condition that
was designed to be the most unnatural / dissimilar condition
(Anchor).

The Al-voice clone models were chosen to capture a range
of commercial (ElevenLabs) and open source tools (StyleTTS-
2, XTTS-v2) as well as different architectures (LLM-based =
ElevenLabs, XTTS-v2; Diffusion-based = StyleTTS-2). All
voice clones were high-scoring models on Huggingface’s TTS
Arena? at the time of testing (10/2024), which indicated that
they were among the best performing TTS models available.
The Natural Human Speech recordings consisted of 1-2 sen-
tence long sections of novel children’s stories, recorded by two
Standard Southern British English (SSBE) speakers (one male,
one female) and one female General American (GA) English
speaker. Each voice cloning model was conditioned on a 15-
second sample of these three speakers, the content of which was
not included in any of the listening tests. The default settings
for voice cloning from each model’s API or Github page were
used to synthesize all the test utterances, reflecting the likely
use of these models for educational content generation. The
30% Fp variation condition was included to examine the role of
dynamic prosody in the perception of naturalness and similar-
ity. To create this condition, the pitch contours of natural speech
were manipulated using the Praat plug-in Vocal Toolkit® to sys-
tematically reduce F{ variation to 30% of the original sample,
without altering other prosodic features like duration or inten-
sity. This condition served as an intermediary step, providing
insights into how reduced prosodic variability affects perceived
naturalness and similarity to human voices. For the Naturalness
task (Exp. 1.), the Anchor was produced with a diphone synthe-
sizer* to create a prosodically unnatural rendition of the human
voice, passed through a TanH distortion filter’, and finally low
pass filtered with a cut-off at 500 Hz. Whilst there cannot be
an explicit definition of unnatural speech, this method produced
speech which was easily recognised as the anchor by the major-
ity of participants (cf. Section 2.1 Participants). For the Sim-
ilarity task (Exp. 2), the Anchor was a recording of the same

2https://huggingface.co/spaces/TTS-AGI/
TTS-Arena

3http://www.praatvocaltoolkit.com

4https://github.com/tomasgoiba/
diphone-synthesizer

Shttps://github.com/iver56/audiomentations
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lexical content by one of the other speakers from our record-
ings.

2.3. Experiment procedure

The experiments were conducted online with Gorilla Experi-
ment Builder [12] and each took 25-35 minutes to complete.
Participants were administered, in order: a demographic ques-
tionnaire; one of the two listening tasks (Exp. 1: Naturalness
task, Exp. 2: Similarity task); a questionnaire about their use of
Al-voice tools; and a post-experiment feedback questionnaire,
which asked participants to rate the difficulty of the task and
their own concentration during the experiment.

After participants were familiarized with an example, they
completed 21 trials in each task. Each trial presented the six
conditions in randomized order. In Experiment 1 (Natural-
ness), participants were asked to judge how natural each sample
sounded on a scale of 0 (completely unnatural) to 100 (com-
pletely natural). Participants were also given the instruction to
give the Hidden Reference a maximum rating and the Anchor
a minimum rating. In Experiment 2 (Similarity), participants
were asked to judge how similar each sample sounded on a scale
of O (definitely a different speaker) to 100 (definitely the same
speaker), compared to a reference speaker of the same voice
producing a different sentence.

2.4. Data analysis

Listeners’ previous exposure to Al-generated voices may have
had an impact on their perception of the voice clones pre-
sented in the current experiment. Al exposure was therefore
collected in a questionnaire administered to all participants, and
frequency of Al use was included in our analyses of Naturalness
and Similarity Ratings. Data from the questionnaire on partic-
ipants’ self-reported use of Al voice assistants are summarised
in Section 3.1.

Data from the Naturalness and Similarity tests were ana-
lyzed separately in R (Version 4.2.1) following the same pro-
cedures. First, data were averaged over subjects and an-
alyzed with Friedman tests to determine significant differ-
ences between conditions, as recommended for MUSHRA tests
[13]. Secondly, to test for potential differences between the
three different speakers in the voice samples (Male British,
Female British, Female American) and a potential influence
of participants’ self-reported Al usage (No Usage, Medium,
High) on judgments, we removed the Anchor condition, scaled
the data between 0-1, and applied an Arcsine transformation
to reduce the mid-point skew. We then conducted a lin-
ear mixed-effects model with the 1me4 package [14] on the
normally distributed data, including the three-way interaction
Condition*Speaker*Al-Use as fixed effects and Subject as ran-
dom intercept. We also included Speaker as random slope
since we hypothesized that speaker differences could be a likely
source of variability. The model was then optimized with AIC
comparison. Variables were sum-to-zero contrast coded. Post-
hoc pairwise comparisons are presented with Bonferroni cor-
rections. All data and analysis scripts are available on OSF®.

3. Results
3.1. Questionnaire on Al use

Listeners’ previous exposure to Al-generated voices was col-
lected in a questionnaire administered to all participants, and

Shttps://doi.org/10.17605/0SF.I0/WF3HA



frequency of Al use was included in our analyses of Natural-
ness and Similarity Ratings. The questionnaire was designed to
assess participants’ overall Al tool usage, aligning with our aim
of examining whether prior Al experience influences voice per-
ception. Participants were categorized into three groups based
on their frequency of use: Low (never, monthly), Moderate
(weekly, several times a week), and High (daily, several times a
day). Interestingly, Al engagement patterns varied across these
groups, with lower-frequency users displaying broader usage
across different Al tools, while higher-frequency users exhib-
ited more concentrated usage (Figure 1). A large proportion
of low-frequency users reported engagement with a variety of
tools, indicating a diverse, but less intensive, interaction with
Al technologies. Moderate and high-frequency users showed
distinct engagement patterns, with a relatively larger propor-
tion using entertainment tools and virtual assistants compared to
other applications (as well as communication tools in the high-
frequency group). Notably, education-related Al tool usage was
consistently the least utilized category across all levels of Al
usage frequency. These patterns suggest that engagement with
different Al tools may become more specialised with increasing
overall use.

1o Al Tool Usage by User Group

sa.6%
76.9%

78.7%
| I

««““\"‘

Percentage of Participants

20

e
[T ““rn"

Figure 1: Participants % reporting engagement with different
Al tools across different levels of overall Al-usage frequency.

3.2. Exp. 1: Naturalness task

In Experiment 1, listeners rated the naturalness of human and
Al-voice cloned speech samples on a scale of 0-100. A Fried-
man test showed a significant effect of Condition on Naturalness
ratings (x*(5) = 131.08,p < .001), with a large effect size
(Kendall’s W = .94; Figure 2, left panel). Post-hoc pairwise
Wilcoxon tests with Bonferroni correction revealed that all con-
ditions differed significantly from one another except the Hu-
man voice and ElevenLabs conditions (W = 101,p = .312),
and the XTTS-V2 and 30% Fp conditions (W = 221,p =
1.000). This suggests that ElevenLabs was the only voice-clone
model that achieved human speech-like performance.

Next, a linear mixed model was built with the three-way
interaction Condition*Speaker*Al-Use to investigate effects of
Speaker Voice and Al Usage. Al-Use did not significantly con-
tribute to the model and was removed. The resulting model
showed significant effects of Condition (F(4, 378) = 254.93,
p < .001, 7% = .73) and Speaker (F(2, 378) =20.93, p < .001,
n? = .10), as well as a significant interaction between them
(F(8, 378) = 5.55, p < .001, 772 = .11). Post-hoc compar-
isons of the interaction (with Bonferroni correction; emmeans
package) showed two patterns of significant differences. In the
Human natural, Human 30% Fp, and ElevenLabs conditions,
Male British (MB) and Female British (FB) speakers were rated
as significantly more natural than the Female American (FA)
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speaker (ps < .05), suggesting an effect of accent in these
conditions. Secondly, in the 30% Fp condition, MB also sig-
nificantly differed from FB, with MB being rated more natural
compared to FB, indicating an additional effect of speaker dif-
ferences, possibly driven by the speaker sex.

3.3. Exp. 2: Similarity task

In Experiment 2, listeners rated the similarity of human and Al-
voice cloned speech samples compared to a reference speaker
on a scale of 0-100. We also found a significant effect of
Condition on Similarity ratings (x(5) = 117.05,p < .001),
with a large effect size (Kendall’s W = .87; Figure 2, right
panel). Post-hoc comparisons with Bonferroni correction re-
vealed that all conditions differed significantly from one an-
other except the Natural Human voice and ElevenLabs condi-
tions (W = 300,p = .097), the StyleTTS and 30% Fp condi-
tions (W = 185, p = 1.000), and the XTTS-V2 and 30% Fp
conditions (W = 71, p = .053). This suggests that ElevenLabs
was again the only voice clone that achieved human speech-like
performance in terms of similarity to an original speaker.

A linear mixed model investigated potential effects of
Speaker Voice and Al Usage. Al-Use did not significantly con-
tribute to the model and was removed. The resulting model
showed significant effects of Condition (F(4, 364) = 193.35,
p < .001, n*> = .68), a non-significant effect of Speaker (F(2,
364) = 2.45, p = .087, > = .01), and a significant interaction
between Condition and Speaker (F(8, 364) = 28.91, p < .001,
n? = .39). Post-hoc comparisons of the interaction showed
that all contrasts with the Female American (FA) speaker were
significant (ps < .01). For the Natural Human, ElevenLabs,
and 30% Fp samples, similarity ratings were higher on average
for British speakers compared to the American speaker. Con-
versely, for the StyleTTS and XTTS-V2 samples, similarity rat-
ings were lower for British speakers compared to the Ameri-
can speaker. In addition, only in the 30% F{ condition, British
speakers (MB-FB) also differed significantly from one another
(t(364) = 3.65,p < .001), with MB being rated more similar
to the reference speaker compared to FB, thus showing a similar
pattern as in the Naturalness task. Listeners’ accent experience,
as well as differences in the underlying training data of the dif-
ferent Al-voice clone models, likely contributed to this pattern
of results.

4. Discussion

Despite advances in Al voice cloning, replicating natural human
speech remains challenging. However, research on listeners’
perception of Al-voice clones remains sparse and has predom-
inantly focused on assessing individual voice clone models in
isolation [15, 16], limiting broader insights into Al perception.
Our study addressed these gaps with two MUSHRA tasks in
which we compared three state-of-the-art AI models (Eleven-
Labs, StyleTTS-2, XTTS-v2) to fully Natural Human Speech
and to a less prosodically expressive, but also natural 30% Fj
condition, to garner insights into the role of F{ variation.
Among the tested models, ElevenLabs was the only
one rated comparably to human speech in both tasks, while
StyleTTS-2 and XTTS-V2 were rated less natural and simi-
lar compared to the original speaker, consistent with studies
showing Al struggles to replicate human voice variability [17].
Interestingly, reducing Fp variation to 30% also significantly
affected ratings in both tasks, with comparatively similar rat-
ings to the lower performing StyleTTS-2 and XTTS-V2 mod-
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Figure 2: Listener Ratings of Naturalness (Exp. 1) and Similarity (Exp. 2).

els. While a causal claim cannot be made, this pattern of results
suggests a potential role of natural Fj contours on the authen-
ticity of Al speech. Indeed, research shows that listeners are
highly sensitive to prosodic cues, effortlessly detecting even mi-
nor discrepancies that can undermine the perceived authenticity
of speech [15]. Although beyond the scope of the current pa-
per, the results prompt a detailed prosodic-phonetic analysis of
Al-voice clones as the next step in this research, with likely dif-
ferences in Fp contours.

Our results revealed further effects of speaker accent on lis-
teners’ judgments: for Natural Human, ElevenLabs, and 30%
Fy samples, British-accented speakers received higher simi-
larity ratings than the American-accented speaker. Given that
all our participants were British English speakers, this finding
suggests that accent familiarity influenced judgments, consis-
tent with judgments of natural speech [18]. Conversely, British
speakers received lower ratings than the American speakers for
the StyleTTS-2 and XTTS-V2 samples in the Similarity task.
This was likely due to differences in training data: StyleTTS-
2 is primarily trained on the LibriTTS dataset, which features
predominantly American-accented speakers [10], and XTTS-
v2 is trained on cross-lingual datasets with limited attention to
British-accented prosody [11]. This may have affected the ac-
curate replication of specific acoustic and prosodic features of
British English, therefore affecting the Similarity to a British
voice, but not the overall Naturalness. ElevenLabs’ flexibility
and exposure to diverse datasets likely contributed to its su-
perior handling of acoustic and prosodic nuances. Addition-
ally, speaker sex appeared to influence listener judgments, with
the male British speaker consistently receiving higher similar-
ity ratings. This discrepancy may stem from the greater pitch
variability in female voices compared to male ones [19], which
can make precise voice matching more challenging. To im-
prove generalization across different voices and enhance syn-
thesis quality, models should be trained on properly curated,
diverse datasets, as proposed by Luong and colleagues [20].

Our analysis of the Al usage questionnaire (Figure 1) re-
vealed distinct engagement patterns: low-frequency Al users
interacted with a broad array of tools, whereas high-frequency
users focused on a narrower set of applications. However, this
disparity in Al experience did not translate into differences in
perceptual ratings — Al use frequency had no significant influ-
ence on listeners’ naturalness or similarity judgments. This
finding suggests that even participants who regularly use Al
voice tools were just as discerning in their evaluations as those

2193

with little exposure, indicating that perceptual judgments were
driven predominantly by the acoustic characteristics of the stim-
uli rather than by familiarity with the technology.

One limitation of our study is the short duration (~ 12s)
of the speech stimuli, which may not capture longer-range
prosodic patterns. The relatively short sample length lim-
its the analysis of broader prosodic dynamics such as phrasal
intonation or boundary tones. Nonetheless, the comparison
of prosodic implementation across synthesis systems remains
valuable, and we plan to pursue extended phonetic analyses in
future work.

5. Conclusions

This study revealed significant differences in human perception
of current state-of-the-art voice clones: While ElevenLabs was
rated comparably to human speech in both naturalness and sim-
ilarity, StyleTTS-2 and XTTS-v2 received significantly lower
ratings. Notably, a 30% Fp variation condition also led to low
ratings, suggesting that dynamic prosody significantly impacts
listeners’ judgments. Finally, speaker accent and sex had addi-
tional effects on listener ratings, likely related to raters’ linguis-
tic backgrounds and limitations of Al speech technology. Taken
together, the current results provide behavioural evidence that
prosodic features and accent-specific characteristics affect hu-
man judgments of speech. This could be a potential driver for
the varying performance of Al-voice clones. Although beyond
the scope of the current paper, these results spark further re-
search into the phonetic-prosodic characteristics of Al speech,
such as detailed phonetic analyses on Fy variation, pitch range,
speech rate, and intensity. Identifying which of these features
contribute most to perceived differences between Al and human
speech will help to explain why some Al-generated voices are
perceived as less human.
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