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Abstract

Text-To-Speech (TTS) evaluations are habitually carried out
without contextual and situational framing. Since humans adapt
their speaking style to situation specific communicative needs,
such evaluations may not generalize across situations. Without
clearly defined framing, it is even unclear in which situations
evaluation results hold at all. We test the hypothesized impact
of framing on TTS evaluation in a crowdsourced MOS evalua-
tion of four TTS voices, systematically varying (a) the intended
TTS task (domestic humanoid robot, child’s voice replacement,
fiction audio books and long and information-rich texts) and (b)
the framing of that task. The results show that framing dif-
ferentiated MOS responses, with individual TTS performance
varying significantly across tasks and framings. This corrobo-
rates the assumption that decontextualized MOS evaluations do
not generalize, and suggests that TTS evaluations should not be
reported without the type of framing that was employed, if any.
Index Terms: evaluation, MOS, framing, methodology

1. Introduction

One of the significant research gaps within Text-To-Speech
(TTS)-related work concerns its methodologically appropriate,
suitable and affordable evaluation [1, 2, 3, 4, 5, 6]. An under-
lying cause for this is the strong focus on MOS tests and re-
lated paradigms originally developed for estimating the subjec-
tive level of noise in speech signal transmission [7, 8]. “Undis-
torted human speech” is taken to be the participants’ internal
gold standard, and artifacts introduced by TTS are assumed to
be equivalent to transmission noise in reference to this. While
the original ITU recommendations clearly emphasize the ne-
cessity to only compare results of listening tests that were made
under comparable experimental conditions, they do not explic-
itly discuss a potential impact of the communicative context on
the way that listeners perceive and judge the quality of speech.
However, The ITU recommendation P.85 [9] (at least implic-
itly) suggests the necessity of contextual framing when testing
TTS quality for its suitability within a particular application.

Before the advent of neural TTS voices, TTS quality
was mainly evaluated within the two main dimensions of
naturalness/human-likeness and intelligibility [10]. More re-
cently, TTS voices show ceiling effects on these dimensions,
presumably because they are generally quite similar to hu-
man speech. Under these circumstances, other dimensions of
quality, for example those reflecting contextual, situational, or
application-oriented appropriateness or pleasantness, ought to
receive increasing attention in the measurement of state-of-the-
art TTS quality. Nevertheless, TTS quality to this day tends to
be treated as a “one size fits all” problem [4].

A related issue is the reduction of the internal reference to

a particular speaking style, which can typically be described as
“read speech as delivered by a professional newsreader”. This
goes against long-standing evidence within speech science that
human speakers dynamically adjust their speaking style to the
communicative needs in a given situation [11, 12].

The one size fits all approach to TTS evaluation also ig-
nores a long tradition of TTS research focusing on expressive
speech, speaking styles, conversational speech or demographic
aspects of variation such as speaker gender or age. In par-
ticular, the lack of contextual and situational framing ignores
the potential influence of a listener’s expectation about a voice
(within a certain situation) on the subjective quality assessment
of the same voice. For instance, it has been hypothesized that
mismatches between expected and realized voice characteristics
causes worse performance, in part independently of the human-
likeness of that particular voice — similar to the uncanny valley
effects postulated for humanoid robots and avatars [13]. How-
ever, other researchers stress the importance of human-likeness
above other dimensions of TTS quality [14]).

State-of-the-art TTS is versatile enough for listeners to eval-
uate quality dimensions beyond naturalness/humanlikeness and
intelligibility, and to look at dimensions which may be appro-
priate across different communicative situations for human and
artificial speakers alike, such as gender, accent, prosodic style,
age, attitude [15]. Numerous more recent studies have shown an
impact of contextualization as well as the measured quality di-
mensions (naturalness vs. appropriateness) on MOS-type TTS
evaluations [16, 17, 18, 19]. Context can also be modelled by
integrating TTS in the real-world applications for which they
are intended for [20, 21]. In summary, speech technology eval-
uations are broadly context-sensitive [22], and the necessity to
at least report the exact wording and rating scales used in listen-
ing tests has been taken as a minimal requirement to improved
TTS evaluations [18, 6].

Despite these insights, many open questions remain as to
how much influence different types of contexts have on TTS
quality ratings. In particular, it would be important to under-
stand for which contexts simple MOS listening tests are suffi-
cient. Past studies have focused on different types of linguis-
tic contexts, context modalities (text, speech), contextual style
(read, conversational), or the level of conversational interaction
on TTS quality ratings. The current study adds to this research
from a different angle, by focusing on contextual and situational
framing through the embedding of the TTS in a concrete task.

2. Method

We define and investigate two types of framing: Explicit fram-
ing (Exp) overtly describes the intended use or purpose of the
TTS system. It provides direct information about how the TTS
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is supposed to function or be applied, such as its target user
group or situational use cases. Implicit framing (Imp) is con-
veyed through the content and style of the TTS utterance itself,
offering cues about its intended use or purpose without directly
stating it. The nature of the utterance, including its vocabulary,
tone and style, provides indirect information about the TTS sys-
tem’s target audience or application context.

Our hypotheses are that: (1) explicit and implicit framing
both have an effect on global MOS for all systems; that (2) ex-
plicit and implicit framing both have different effects on MOS
for different individual TTS systems; and that (3) coherent im-
plicit and explicit framing strengthens global and individual ef-
fects. The corresponding null hypothesis is that explicit and
implicit framing make no difference.

2.1. Participants

Following findings in [2], each experiment group (cf. section
2.7) consisted of 32 participants all recruited through Prolific.
Each group was balanced for gender, and filtered for native En-
glish speakers with US or UK English as their current primary
language, with high (99+%) acceptance rate, solid previous ex-
perience with Prolific (100+ previous submissions), and no re-
ported hearing difficulties. They were paid, on average, at the
level Prolific lists as “good”: £9/hour. Participant that had taken
part in a test were excluded from other tests, making the groups
disjoint for between-group comparisons.

2.2. Tasks

We selected four classic TTS tasks with salient inherent differ-
ences: fiction audiobooks (FICTION) to capture engaging and
expressive non-interactive reading aloud; long and information
rich texts (FACTUAL) to capture neutral reading aloud of complex
texts; domestic humanoid robots (ROBOT) to capture interactive
spoken HRI; and replacement voice for children (CHILD) to cap-
ture interactive personalised voices with clear preconceptions
of individual characteristics. This task also provides a sanity
check, as it creates a strong deviation between listener expecta-
tion (child) and most TTS voices (adult).

2.3. Instructions (explicit framing)

Explicit framing (+Exp) was achieved by including a task de-
scription in the instruction and adding a brief callback in the
rating question. For -Exp, the same generic instruction and rat-
ing question was used for all tasks. The following instructions
and questions where used for each combination of task and ex-
plicit framing:

FicTION/+EXP “The voices you are about to hear will be used to
read fiction books aloud, in the same way that actors, authors
and voice talents read audio books” and ”How appropriate is
this voice for fiction audio books?”

FACTUAL/+EXP “The voices you are about to hear will be used
to read long and information rich texts aloud” and ”How ap-
propriate is this voice for reading long and information rich
texts aloud?”

RoBOT/+EXP “The voices you are about to hear will be used for
a humanoid robot that helps with everyday chores” and ”How
appropriate is this voice for a humanoid robot?”

CHILD/+EXP “The voices you are about to hear will be used as
artificial voice replacements for children who have lost their
ability to speak” and "How appropriate is this voice as an
artificial voice for a child?”
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All tasks/-Exp “The voices you are about to hear are artifi-
cial voices created with so-called speech synthesis in order to
generate spoken language for different purposes” and ”How
appropriate is this voice?”

2.4. Test sentences (implicit framing)

Implicit framing (+Imp) was achieved through the use of eight
different task specific test sentences per task. For -Imp, the same
eight generic sentences were used for all tasks. The following is
one of the test sentences used for each combination of task and
implicit framing (The first 4 are for +Imp, the last is for -ImPp):

FictioNn We plowed along bravely for a week or more, and
without any conflict of jurisdiction among the captains worth
mentioning. If you want any figuring done—Aye, aye, sir!

FACTUAL Methane is a chemical compound with the chemical
formula CH4 (one carbon atom bonded to four hydrogen
atoms)

RoBot Good morning! It’s time to start the day. Shall I prepare
your breakfast?

CHILD [ don’t want to go to bed yet! Can I stay up a little
longer?

All tasks This message was created using an artificial voice.

2.5. TTS systems

Four different TTS systems were used. Two of them were cho-
sen since they were among the highest (F-N) and lowest (T-G)
ranking of the modern-era systems evaluated in in [5]. F-N
combines FastPitch [23] for the acoustic model and the neu-
ral vocoder WaveNet [24], and T-G combines Tacotron [25] and
Parallel WaveGAN [26]). Both voices are trained on an Ameri-
can female voice actress reading audiobooks.

The other two voices, M-H and M-H-F, are both trained on
RyanSpeech [27] in the Matcha-TTS framework [28] and the
pretrained universal HiFiGan vocoder [29]. RyanSpeech is de-
signed for conversational TTS, and recorded by a professional
American English male voice talent. Note that the input text
for M-H was high-quality phoneme feature transcriptions. M-H
is the base voice, an American English male, and M-H-F is the
same voice post-processed using FreeVC [30] voice conversion
targeting a voice with considerably higher average pitch, which
deteriorates the general quality of the voice, but makes it poten-
tially more consistent with the idea of the voice of a child.

2.6. Stimuli

For each task, test sentences for each implicit framing setting
were generated with each system, creating a test battery of 8
x 2 x 4 = 64 stimuli for each task. Since half of these - the
-Imp generic test sentences, were reused for all tasks, the total
number of stimuli was 32 + 4 x 32 = 160. Stimuli durations
are highly variable due to the varying nature of the test sen-
tences: the shortest are 0.92s, the longest 18.07s. FACTUAL
are the longest (average duration of 9.82s) closely followed by
FictioN (7.81s). The conversational tasks Rosot and CHILD
are markedly shorter (4.48s and 3.83s, respectively). The
generic stimuli were on average 3.57 s.

2.7. Procedure

Prolific was used for recruitment only, with participants directed
to the FlexEval [31] as the evaluation platform.

4 framing conditions (+Exp/+ImpP, +EXP/-IMP, -EXP/+IMP,
and -Exp/-ImpP) were tested for each of 4 tasks (FICTION,



FAcTUAL, ROBOT, CHILD) for a total of 4 x 4 = 16 conditions.
However, due to it’s lack of specific framing, -Exp/-Imp is iden-
tical in all four tasks, and only one such experiment was per-
formed in the interest of resource preservation. The results from
this single experiment was used in comparisons with all four
tasks. In other words, 4 x 3 + 1 = 13 experiments were con-
ducted with 32 participants in each for a total of total of 416
participants.

Each participant judged all 4 systems and all § utterances
for a total of 32 judgements. The stimuli were presented with
systematic variation: they were divided into 8 groups of four,
each of which contained one utterance by each of the four sys-
tems. Utterance identity was randomized within this frame-
work.

2.8. Analysis

As recommended by [32], we tested the statistical signifi-
cance of our results by using a Bonferroni corrected pairwise
Wilcoxon signed-rank test. We set the significance level to 0.05
as is common in the field. In order to avoid an unwarranted re-
liance on minor differences as the number of possible compar-
isons is great and reporting pairwise significance becomes both
cluttered and dubious, we calculated median opinion scores for
each combination of task, explicit and implicit framing, and sys-
tem.

3. Results

All experiments completed successfully. In a few cases, single
judgements were lost due to internet issues. The distribution of
lost scores is unbiased and no more than a single score is lost
for any listener. The overall results are summarized in Table 1.

All differences mentioned in the discussion are significant
at level p < 0.05., and overall, a very large proportion of the
differences in median are significant. Out of the 6x13=78 pair-
wise within-group comparisons available in the data, 52 showed
a difference, and out of these 51 of these where significant at
the p < 0.05. level. The exception was M-H-F vs. T-G for
the CHILD task with -ExpL/+IMPL (medians 3 vs. 2) where the
variation was very high for T-G.!

4. Discussion and Conclusion

We see in Table 1 and the first row of Figure 1 that (M-H,
F-N, T-G) all reach a median MOS of 4 for the fully unframed
(-Exp/-Imp) condition (note, again, that for this condition and
this condition only, the same data is repeated across tasks).
Thus, the unframed MOS test confirms the widespread impres-
sion the current TTS systems produce voices that do indeed
sound like a working human-like voice. We also see that with-
out framing there is little distinction between different modern
voices leading to ceiling effects. The go-to solution is to use
averages instead of medians, which while perhaps technically
defensible leads to very small differences that are exceedingly
difficult to interpret. Finally, we see that framing affects differ-
ent systems differently over different task.

Next we note that for the same three state-of-the-art voices,
framing tends to lower median MOS. The effect is expected,
and our interpretation is that framing in general moves listener
expectations from the noncommittal ”sounds like a voice” area
towards “would be useful for ...”, which more or less always

IThe data set in its entirety is available from the authors for those
interested.
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raises the bar. If we look at bottom right chart in Figure 1, it
is also apparent that a voice that is clearly inconsistent with the
task leads to very strong effects: here, all conditions including
either +Exp or +Imp lead to a dramatic drop to scores between 1
and 3 for the clearly adult M-H, F-N, T-G.

We then move on to our one exception. M-H-F, the some-
what child-like voice generated in a break-neck voice conver-
sion of the adult male M-H unsurprisingly performs much worse
than the other voices in the unframed -Exp/-Imp condition (me-
dian MOS = 2). When fully framed (+Exp/+ImP) for the CHILD
task, it shoots up to a median MOS of 4, that is into the range
of the ceiling effect. Since we created M-H-F with the dual in-
tention of demonstrating this effect and as a sanity test to our
design, we certainly expected the direction of this result. How-
ever, we performed no pilot tests, and thus were quite stricken
by the strength of the effect. In the remainder of the discussion,
we will exclude M-H-F as it is given a solid 2 in all settings out-
side of the CHILD task, and we will also exclude the CHILD task
itself, as both the system and the task have been discussed here.

In the second chart of Figure 1b we see that explicit fram-
ing on its own (+Exp/-Imp) has shown task-differentiated effects
that differentiate systems. In addition to the already discussed
CHiLD task and the M-H system, all systems are downgraded by
at least some task, such that, for example, T-G outperforms all
systems in the FicTioN task whereas it is outperformed by both
M-H and F-N in the FAcTUAL task.

In the third chart of Figure 1b we see that implicit framing
on its own (-Exp/+Imp) has task-differentiated effects outside of
the CHILD task. F-N is not downgraded, but retains its 4 through-
out. No system is downgraded in Rosort. For FicTIoN, T-G and
M-H are both downgraded in the -Exp/+ImP condition, and for
FACTUAL, only T-G is downgraded. This indicates that the sen-
tence material creates an expectation as to what speaking style,
voice characteristics, inter alia are appropriate, although the fact
that some types of sentence content is simply difficult for some
systems to get right is a confound. Provided that the sentence
materials are representative of the task, however, this confound
can be seen as a strength of implicit framing, as it targets the
intended use of the TTS both in terms of expectation building
and in terms of speaking skills.

Finally, the first chart of Figure 1b suggests that combin-
ing explicit and implicit framing (+EXxp/+IMP) seem to result,
to some extent, in the aggregate of their individual effects.
F-N’s behaviour is for example reminiscent of its behaviour in
-Exp/+Imp, while for M-H-F, the stronger boost from +Exp/-Imp
is retained. We also note that there is no instances where im-
plicit framing has one effect on a system&task combination
while explicit framing has the opposite effect.

In summary, we found support for our hypotheses in that
framing shows independent effects on MOS-based TTS evalu-
ation (hypothesis 1), and we also show task-specifically differ-
entiated effects of explicit and implicit framing (hypothesis 2).
Hypothesis 3 is only partially confirmed. We see combinations
of effects also seen in both implicit and explicit conditions, and
we see no conflicts between the two.

Lastly, we acknowledge the risk that our results can be
taken to suggest that framing should be avoided to prevent MOS
scores from degrading. There may be some truth to that, but
only if evaluation is viewed as something to maximise for its
own sake. If the intention is to genuinely evaluate the usefulness
and quality of TTS, this interpretation no longer holds. Well
aware that Goodhart’s law is somewhat over-quoted these days,
we still chose to conclude this paper with: "When a measure
becomes a target, it ceases to be a good measure”.



| Fiction | Factual
EXPL + + - - + + - -
IMPL + - + - + - + -
F-N 2/3/4
M-H 2/3/4 2/3/4 2/3/4
M-H-F | 1/2/3 1/2/3 1/2/2 1/2/3 1/2/2 1/2/3 2/2/3 1/2/3
T-G 2/3/4_ 2/3/4 2/2/4 2/3/4 2/3/4_

(a) Tasks designed for reading material

| Child | Robot
EXPL + + - - + + - -
IMPL + - + - + - + -
F-N 2/3/4 1/1/3 | 2/3/4
M-H 1/2/3 1/1/2  2/3/4

2/3/4 1/2/3 1/2/2 2/2/3 1/2/3

2/2/4 2/314 3/415 31415 3/4/5

(b) Tasks designed for interaction

1/1/3

Table 1: Summary of the results per evaluated combination. Each cell is formatted as " First Quartile / Median / Third Quartile”. The

shade of blue is computed based on the median (the higher the median, the darker the shade).

.- .
Fiction Child Fiction Child “ < Fiction Child «
5 5 3 5 N

Factual Factual Factual Factual

(a) Facet = systems, trace = framing, angular axis = task

+EXP / -IMP -EXP / +IMP -EXP / -IMP

+EXP / +IMP

Robot

Robot

Robot Robot

-
Fiction  Child Fiction  Child Fiction  Child o
5 5 5 N

Factual Factual Factual Factual

(b) Facet = framing, trace = system, angular axis = task

Fiction Factual Child

Robot

+EXP / +IMP +EXP / +IMP +EXP / +IMP. +EXP / +IMP

-EXP

Smp

-EXP /-IMP -EXP /-IMP

-EXP /-IMP -EXP /-IMP

(c) Facet = task, trace = system, angular axis = framing

Framing:

—o— +EXP / +IMP

-e +EXP / -IMP

~o= -EXP / +IMP

~e -EXP / -IMP

stctlon
System:
- F-N
e M-H
— M-H-F
--T-G
5Fict\on
System:
- F-N
e M-H
~+ M-H-F
- T-G
-EXP
4 5. /

Figure 1: Comparison of the influence of the framing, the system and task. The radial axis corresponds to median MOS. For the

rightmost diagram of (b), the same corner is repeated 4 times and this should therefore not be compared internally.
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