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Abstract 
Automatic gender recognition and age estimation from 
speaker's audio is desired by applications in music 
recommendation, speaker profiling etc. However, its 
performance degrades greatly with the class-imbalanced data 
distribution. This paper explores a novel multi-task learning 
based gender recognition and age estimation system using 
speaker embedding. We apply the label distribution smoothing 
referred as LDS and investigate a weight mean squared error 
focal loss named as w-MSE-FL to reshape the weight assigned 
to the centralized-distribution samples during training. For a 
limited dataset, we pretrain a deep convolution neural network 
stacked with an attentive statistic pooling layer for speaker 
recognition task on a speaker speech dataset to extract robust 
speaker embedding feature. Then, we further fine-tune the 
multi-task learning network for gender recognition and age 
estimation simultaneously using classifier and regressor on a 
specific gender and age dataset, respectively. Experimental 
results verify our proposed system achieves better results on the 
TIMIT dataset with RMSE of 7.17 and 7.25 years on age 
estimation for male and female speakers, respectively, while 
performs an overall gender recognition accuracy of 99.30%. 
Index Terms: multi-task learning, gender recognition, age 
estimation, focal loss, speaker embedding feature 

1. Introduction 
Speech contains linguistic information as well as speaker-
dependent para-linguistic data such as speaker identity, age, 
gender, emotions, health state, etc. [1] The age and gender 
prediction using audio of the speaker may be useful to target 
suitable advertisements or recommend music that are more 
fitting for a given gender and age group. 

In the past years, several researchers have made a great 
study in gender classification and age estimation/group 
classification independently from the speech data. Jasuja et al. 
[2] proposed a Multilayer Perceptron (MLP) based deep neural 
networks for voice gender recognition, which achieved an 
accuracy of 96% on the testset. Uddin et al. [3] deployed data 
preprocessing to get noise-free smooth data and used a multi-
layer architecture model for feature extraction, that acquired the 
highest 96.8% gender detection accuracy for TIMIT Dataset 
with k-nearest neighborhood classifier (KNN). An effective 
deeper Long Short-Term Memory (LSTM) Networks based 
gender recognition using voice data was proposed and acquired 
an accuracy of 98.4% [4]. In [5], Livieris et al. achieved the 
gender recognition accuracy of 98.42% by a semi-supervised 
algorithm from the audio, which is assigned as the most popular 
self-labeled algorithm. A convolutional-recurrent neural 
network is used for gender and age prediction from speech with 

the average error of gender classification of below 1.55% 
[6]. For age estimation task, Zazo et al. [7] proposed age 
estimation with LSTM recurrent neural network on short 
speech utterances on NIST SRE 2010 dataset. The x-vector 
neural network framework had been shown to offer the state-
of-the-art results in speaker recognition and lower mean 
absolute error (MAE) in age estimation task [8, 9]. The paper 
[10] proposed a DNN based end-to-end model for joint height 
and age estimation from short duration speech, which achieved 
root mean square error (RMSE) of 7.60 and 8.63 years for male 
and female on TIMIT dataset, respectively. The latest work by 
[11] applied a transfer learning-based training scheme with pre-
training the embedder network for a speaker recognition task 
using Vox-Celeb1 dataset and fine-tuning it for age estimation 
and gender classification task using the popular TIMIT dataset, 
which claimed the state-of-the-art results on TIMIT TEST set. 

In this work, we investigate a joint gender recognition and 
age estimation system by multi-task learning framework, which 
outperforms the single independent gender recognition and age 
estimation task. We apply a pre-trained model to extract the 
robust speaker embedding feature on a large-scale dataset by 
transfer learning. Moreover, an attentive statistics pooling is 
applied to weight different frames features from SE-ResNet [12, 
13] to form utterance-level features. Besides, we use the LDS 
method and propose a weight MSE focal loss function to 
reshape the weight assigned to centralized-distribution samples 
of the imbalanced age data distribution dataset during training 
which has been shown to improve age estimation performance.  

The remaining of this paper is organized as follows. We 
provide our proposed methods for multi-task learning based 
gender recognition and age estimation system in Section 2. 
Section 3 presents our experimental results, and we conclude 
our study in Section 4. 

2. Proposed methods 

2.1. Proposed multi-task learning based gender recognition 
and age estimation system 

The proposed multi-task learning based joint gender 
recognition and age estimation system is presented in Figure 1, 
which involves two stages: pretraining on VoxCeleb1 dataset 
[14] for speaker recognition task and fine-tuning on TIMIT 
dataset [15] for multi-task of gender recognition and age 
estimation shown by the flow of the orange arrows and blue 
arrows, respectively. 

In the speaker embedding extraction module, a fixed-size 
speaker embedding of the input utterance is extracted from a 
variable-length audio sequence. Firstly, a filter bank feature is 
generated from the input audio using short-time Fourier 
transform with a hamming window. The frame-level features 
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are extracted using Squeeze and Excitation ResNet architecture 
(referred as SE-ResNet) [12, 13], which can adaptively 
recalibrate channel-wise feature responses by explicitly 
modelling interdependencies between channels. We further use 
an attention mechanism to give different weights to different 
frame-level features and generate the weighted means and 
standard deviations to capture long-term variations in speaker 
characteristics effectively. The attentive statistics pooling layer 
[16] stacked with additional affine layers is applied to form the 
fixed-dimensional speaker embedding as utterance-level 
feature regardless of the length of the input frame-level features. 

As the limitation of training data is a common phenomenon, 
we explore the transfer learning scheme involving pretraining 
the speaker embedding extractor for the speaker recognition 
task, and multi-task learning using the speaker embedding 
feature for joint gender recognition and age estimation. For the 
pretraining stage shown by the flow of the orange arrows, the 
AAM-Softmax loss [17] is applied for speaker recognition task 
to train a robust speaker embedding extractor on a large-scale 
VoxCeleb1 dataset. As for the fine-tuning stage, with the 
parameters of speaker embedding extractor generated by 
pretraining stage, we conduct the multi-task learning using 
speaker embedding for gender recognition and age estimation 
by classifier and regressor networks of a given joint cross 
entropy loss and weight mean squared error focal loss function. 
Compared to a single independent gender or age recognition 
task system, the proposed multi-task learning system joint 
predicts both the gender and the age of the speaker, which can 
benefit from the implicit information about the gender and age 
of the speaker contained in the speaker embedding for a limited 
training dataset, like TIMIT dataset, etc. 

2.2. Attentive statistics pooling for speaker embedding 

The speaker embedding described in the previous work [11] 
used the statistics pooling, which calculates the mean vector as 
well as the standard deviation vector over frame-level features. 
The mean vector aggregating frame-level features can be 
viewed as the main body of utterance-level features, while the 
standard deviation vector can capture long-term variability of 
speaker characteristics over an utterance.  

In this section, the attentive statistics pooling is applied to 
extract speaker embedding feature, which uses both means and 
standard deviations with importance weighting by means of 
attention. The weighted mean 𝝁  and the weighted standard 
deviation 𝝈 are defined as follows. 

                                 𝝁 = ∑ 𝑎𝑡𝒉!"
!                                          (1) 

		𝝈 = '∑ 𝑎𝑡𝒉!⨀𝒉! − 𝝁⨀𝝁"
!                             (2) 

where ⊙ represents the Hadamard product. ht (t=1, ···, T) is the 
frame-level feature vector extracted by SE-ResNet. 𝑎"∈ [0, 1] 
is a normalized score over all frames by a Softmax function 
given by 

                            𝑎" =
#$%('!)

∑ #$%('")#
"

                                    (3) 

et is a scalar score for each frame-level feature formulated 
below, which calculated by a convolutional attention block.  
                          𝑒! = 𝑓(𝑾𝒉! + 𝒃) + 𝑘                             (4) 
where f (·) is a non-linear activation function and k is a scalar. 

The proposed attentive statistics pooling layer using 
weighted mean and standard deviation vector across frame-
level features can take advantages of both convolutional 
attention and statistics pooling, which can be thought to focus 
on the selection of important frames and long-term variations 
in speaker characteristics for higher speaker discriminability. 
The output of the attentive statistics pooling layer is then passed 
through a stack of affine layers to form the fixed-dimensional 
speaker embedding of utterance-level feature. 

2.3. Proposed imbalanced data processing 

Data imbalance is ubiquitous in the real world just like the age 
label in TIMIT training data shown in [11]. This may cause 
instability during training and degrades regression performance 
of age estimation. In this section, we propose the imbalanced 
data processing as follows: label distribution smoothing and 
weight mean squared error (MSE) focal loss function. 

Inspired by [18], the label distribution smoothing (LDS) 
method is utilized to improve the imbalanced regression 
problem using the kernel density estimation to learn the 
effective imbalance in dataset corresponding to continuous age 
labels. LDS convolves a symmetric kernel with the density 
distribution to extract a kernel-smoothed distribution that 
accounts for the overlap in information of data samples of 
nearby labels. Gaussian kernel is chosen as the symmetric 
kernel that characterizes the similarity between target values 𝑦- 
and any 𝑦 with respect to their distance in the target space. LDS 
computes the effective label density distribution of label 𝑦- as:    
                        𝑝̂(𝑦-) = ∫ 𝑘(𝑦, 𝑦-)𝑝(𝑦)𝑑𝑦	

$                              (5) 

where	Ψ, 𝑝(𝑦) is the label space and the number of the label of 
y in the training data, and k (·) is a Gaussian kernel function 
convoluted with a window function for smoothing the label 
distribution in a certain age range instead of all ages. We divide 
Ψ into 100 bins with equal interval age of 1. Figure 2 illustrates 
the label density distribution by using LDS in (5) can reduce the 
serious imbalance distribution at nearby labels and improve the 
regression performance for age estimation.  

 
  

         
 Figure 1: Block diagram of the proposed joint gender 

recognition and age estimation system with the main steps 
involved: speaker embedding extraction, speaker recognition 
pretraining and multi-task joint learning. 

Figure 2: Label distribution smoothing (LDS) with a convoluted 
Gaussian kernel for the age label density distribution of TIMIT 
training data. Left: Original distribution; Right: label 
distribution via smoothing. 
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Moreover, we investigate a mean squared error (MSE) focal 
loss (MSE-FL) function to reshape the weight assigned to the 
centralized-distribution samples and further compensate for 
class imbalance. The MSE focal loss function is defined by: 

	𝐿%&'()(𝑦) = [𝑓(𝛼 ∗ 𝐿(*(𝑦) − 𝛽)]+ ∗ 𝐿,-*(𝑦)              (6) 
where f (·) is the sigmoid function, and 𝛼  , 𝛽  and 𝛾  are the 
tunable focusing parameter (𝛾 > 0) that control the shift and 
steepness of the loss curve. 𝐿(*(𝑦) is an absolute error function 
formulated as 𝐿(*(𝑦) = |𝑦 − 𝑦B|, and 𝐿,-*(𝑦) is a MSE loss 
function formulated as 𝐿,-*(𝑦) = (𝑦 − 𝑦B). , where 𝑦B  is the 
prediction version of 𝑦. Motivated by the focal loss in [19], the 
MSE focal loss notation in (6) aims to controlling the weight on 
a sparse set of hard samples and preventing the vast number of 
easy samples from overwhelming the detector during training. 
Through our proposed focal loss function, we expect the loss at 
an appropriate value for the samples that deviate seriously from 
actual label and have a large value of 𝐿(*(𝑦)	during training. 
Figure 3 depicts a sigmoidal function, and it visualizes the value 
of the output of the function denoted f (·) in (6). The x-axis on 
Figure 3 is the value of formulation of 𝛼 ∗ 𝐿(*(𝑦) − 𝛽 and the 
y-axis denotes the weight of MSE loss to form focal loss in (6). 
It is seen in Figure 3, we expect the value of the x-axis fall in 
the green area, the active area, by modifying alpha and beta, 
which is more sensitive to different loss values, and the weight 
values obtained are more differentiated. Specifically, during the 
training stage, the hard samples get the large absolute errors, 
and the weight of loss would be close to1. For this, the alpha 
can control the value of 𝛼 ∗ 𝐿(*(𝑦) − 𝛽 to get a small weight 
of loss less than 1, to make to relation in green area. On the 
other hand, for easy samples in training stage, the absolute 
errors are small, and the weight of loss is easily close to 0. Since 
the samples with the weight of loss closely to 0 are likely to be 
forgotten in the training process, beta could control the bias of 
𝛼 ∗ 𝐿(*(𝑦) − 𝛽 to achieve a weight of loss more than 0. The 
focusing parameter 𝛾 smoothly adjusts the rate at which the age 
labels with large samples are down-weighted. When 𝛾 = 0, the 
MSE focal loss function is equivalent to MSE loss. 

We further define a weight MSE focal loss (w-MSE-FL in 
short) by multiplying the LDS weight, which is denoted as  
𝑤/012 = 𝑔(𝑦-) 𝑔(𝑦⁄ ) , where 𝑔(𝑦) is sample distribution of each 
age bin normalized by the original age labels and 𝑔(𝑦-) is a new 
distribution of each age bin after LDS, respectively.  

	𝐿%&'()∗ (𝑦) = 𝑤/012 ∗ 𝐿%&'()(𝑦)                        (7) 
where, the LDS weight 𝑤/012  is same for the samples in the 
same age bin and different for that in different age bin. Our 
weight MSE focal loss is designed to improve class imbalance 
by giving a small weight for the age label of many samples and 
focusing on the sparse age set of few samples. In our proposed 
system, we use the loss function combining cross entropy loss 
and the weight MSE focal loss in (7) to conduct the joint gender 
recognition and age estimation.  

3. Experiments and results 
To verify the efficiency of the proposed method, we use the 
VoxCeleb1 dataset to pretrain speaker embedding feature for 
speaker recognition task. The VoxCeleb1 [14] is a gender-
balanced dataset containing 3014 speakers with around 55% of 
male speakers, which was created primarily for speaker 
identification and verification. We train the multi-task joint 
gender recognition and age estimation system1 and evaluate the 
performance on TIMIT dataset [15], which is also used by the 
previous research in [11] and imbalanced data distribution is 
shown in [11]. We extract an 80-dimensional filter bank feature 
using a 25ms-long hamming window with an overlap of 10ms, 
as it has better performance than other features such as MFCC, 
Mel spectrogram in our system. To improve the robustness, we 
also apply the data augmentation methods including 
reverberation with different types of impulse responses from 
RIRs-NOISES [20] and adding types of noises at various SNR 
on dataset of MUSAN [21]. The CNN based architecture 
named as ResNet-34 with a squeeze and excitation (SE) block 
is used to extract the utterance-level features. The mean and 
variance of Gaussian kernel for label distribution smoothing is 
set as 0 and 1, respectively. The parameters in MSE focal loss 
function are as follows: 𝛼 = 0.2, 𝛽 = 1 and 𝛾 = 1. We use the 
Adam optimization algorithm with an initial learning rate of 
0.0001 for speaker recognition and 0.001 for joint gender and 
age recognition task.  The root mean squared error (RMSE) [22] 
and mean absolute error (MAE) [22] are used as the 
performance measure for age estimation, while accuracy for 
gender recognition, respectively. Besides, the work in [22] 
shows RMSE is more appropriate to represent model 
performance than the MAE when the error distribution is 
expected to be Gaussian, and RMSE satisfies the triangle 
inequality required for a distance function metric. 

3.1. Gender recognition and age estimation accuracy 

In this section, we present the results of gender recognition and 
age estimation task evaluated on the TIMIT TEST dataset in 
Table 1. The previous state-of-the-art system using QuartzNet 
shown in the latest work [11] is considered as the baseline 
system to compare with the performance of our proposed 
system. The experiments are conducted similarly to that in [11]. 
Here we term the baseline system without any pretraining as 
QuartzNet-wo in short, QuartzNet-w_1 for pretraining only 
with Voxceleb1, and QuartzNet-w_2 for pretraining with 
Voxceleb1 and Common Voice dataset. The proposed system 
without pretraining is referred as Proposed-wo, while 
pretraining on Voxceleb1 dataset is named as Proposed-w, 
correspondingly. The results in Table 1 show our proposed 
system achieves better performances in terms of age estimation 
with MAE of 5.25 and 5.29 years and RMSE of 7.17 and 7.25 
years for male and female speakers respectively, while obtains 

 
 

 

 

System 
MAE RMSE 

Accuracy 
male female male female 

QuartzNet-wo 5.83 6.28 7.96 9.42 98.30% 
QuartzNet-w_1 5.23 5.65 7.31 8.53 98.50% 
QuartzNet-w_2 5.12 5.29 7.24 8.12 99.60% 
Proposed-wo 5.57 5.61 7.98 7.87 98.98% 
Proposed-w 5.25 5.29 7.17 7.25 99.30% 

 

Figure 3: Sigmoid function example to explain the motivation 
of focal weight parameters for MSE focal loss function 

Table1: Comparison of the proposed system with the previous 
state-of-the-art one for gender recognition and age estimation 
accuracy 

 

1code is available at: https://github.com/PineYangp/age_gender. 
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the high accuracy for gender recognition. Without any 
pretraining, Proposed-wo outperforms QuartzNet-wo on both 
age estimation and gender recognition when the system trained 
on TIMIT dataset directly. On the other hand, the system with 
speaker embedding pretrained on only the VoxCeleb1 dataset 
and fine-tuned on TIMIT dataset, our proposed system 
(Proposed-w) shows superior performance in terms of both 
gender recognition and age estimation tasks compared to 
QuartzNet-w_1. In particularly, our proposed system obtains 
the best performance on age estimation for female speakers that 
have an age imbalanced distribution in training data. 

3.2. Efficiency of multi-task learning 

Table 2 shows the results by multi-task learning system and a 
single independent task system for gender recognition and age 
estimation with the pretrained model respectively. It is easy to 
find our proposed system can obtain the better performance for 
age estimation. As for the multi-task learning, the proposed 
system can efficiently predict both gender and age from the 
speaker's audio which benefits from the implicit fusion 
information about the gender and age of the speaker contained 
in the speaker embedding, while a single system only learns the 
single features corresponding to its task during training. 

3.3. Evaluation of pooling layer 

This section evaluates the utterance-level speaker embedding 
with different pooling layers: statistics pooling and attentive 
statistics pooling, termed as SP and ASP in short, respectively. 
The results in Table 3 show speaker embedding of ASP 
achieves lower MAE and RMSE for age estimation and obtains 
the same high accuracy of gender recognition compared with 
that of SP. This results further verify that ASP is capable to 
select important frames and capture long-term variations in 
speaker characteristics with higher speaker discriminability for 
speaker embedding extraction. It further verifies the efficiency 
of our proposed system using speaker embedding feature with 
ASP for joint gender recognition and age estimation. 

3.4. Effect of the proposed imbalanced data processing 

The results of our proposed imbalanced data processing 
containing LDS and weight MSE focal loss (termed as LDS+w-
MSE-FL in short) with different parameters are presented in 
Table 4. For paper limitation, the parameter 𝛾	is directly set to 
1 in this experimental setup for the reason it has little effect on 
different value in our evaluation experiments.  The results in the 
first two rows show that LDS brings improvement both on age 
estimation error and gender classification accuracy with MSE 
loss (MSE-L in short). In particularly, the MSE focal loss 

(MSE-FL) brings great improvement with higher accuracy of 
99.6% for gender recognition and lower MAE and RMSE for 
age estimation. Moreover, our proposed multi-task learning 
system trained by the proposed imbalanced data processing 
(LDS+w-MSE-FL) achieves the best result for age estimation 
and a very high accuracy of gender recognition, which 
outperforms the work by [11] and verifies the efficiency of our 
proposed method for imbalanced data during multi-task training.  

4. Conclusions 
This work explores a novel multi-task learning based gender 
recognition and age estimation system using the speaker 
embedding from speech signals for class-imbalanced data. We 
investigate a method of imbalanced data processing containing 
label distribution smoothing (LDS) and a weight MSE focal 
loss (w-MSE-FL) to reshape the weight assigned to the sparse 
samples during training for the imbalanced data distribution 
problem of dataset. In this paper, a multi-task learning scheme 
is applied to fine-tune and joint predict gender and age of 
speaker using the fixed-dimensional utterance-level speaker 
embedding feature, which is extracted from a pretrained model 
of speaker recognition task trained by the network containing 
SE-ResNet and the attentive statistics pooling layer. Besides, 
extensive experiments have been conducted to evaluate the 
performance of our proposed multi-task learning based gender 
recognition and age estimation on class-imbalanced dataset. 
Results show that our proposed system achieves better results 
with RMSE of 7.17 and 7.25 years, and on-par in terms of MAE 
of 5.25 and 5.29 years on age estimation for male and female 
speakers respectively, while maintaining a gender recognition 
accuracy of 99.30% on TIMIT. Our work has also achieved 
great performance on our audio/music corpus regardless of the 
language of speech. Besides, in terms of information security, 
our work has been used to protect minors who are banned from 
acting as an anchor on live webcasts, which has avoided many 
complaints from minors' parents. Future work will focus on 
exploring an end-to-end multi-task scheme of gender 
recognition and age estimation directly from raw waveforms. 

Table 2: results of multi-task learning system and single tasks  

Task 
MAE RMSE 

Accuracy 
male female male female 

Gender - - - - 99.60% 
Age 5.34 6.06 8.05 8.11 - 

Gender & Age 5.25 5.29 7.17 7.25 99.30% 
 

Table 3: results on speaker embedding with pooling layer 

Pooling 
layer 

MAE RMSE Accuracy 
male female male female  

SP 5.48 5.78 7.30 7.87 99.30% 
ASP 5.25 5.29 7.17 7.25 99.30% 

 

Table 4: gender recognition and age estimation accuracy using 
difference methods for imbalanced data of training dataset 

Methods for 
imbalanced data 

MAE RMSE 
Accuracy 

male female male female 

MSE-L 5.66 6.09 7.54 7.97 99.10% 
LDS+MSE-L 5.76 5.65 7.39 7.34 99.30% 

LDS+MSE-FL 5.39 5.41 7.30 7.36 99.60% 
LDS+w-MSE-FL 

(α=0.2, β=0) 5.33 5.42 7.29 7.37 99.40% 

LDS+w-MSE-FL 
(α=0.2, β=1) 5.25 5.29 7.17 7.25 99.30% 

LDS+w-MSE-FL 
(α=0.2, β=1.5) 5.29 5.33 7.21 7.24 99.30% 

LDS+w-MSE-FL 
(α=0.2, β=2) 5.48 5.59 7.11 7.53 99.10% 

LDS+w-MSE-FL 
(α=0.1, β=0) 5.34 5.44 7.27 7.31 99.30% 

LDS+w-MSE-FL 
(α=0.1, β=1) 5.37 5.50 7.15 7.50 99.20% 

LDS+w-MSE-FL 
(α=0.1, β=1.5) 5.35 5.47 7.26 7.49 99.40% 

LDS+w-MSE-FL 
(α=0.1, β=2) 5.51 5.61 7.13 7.59 99.20% 
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