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Abstract

Speech-based multimodal affective computing has recently at-
tracted significant research attention. Previous experimental re-
sults have shown that the audio-only approach exhibits inferior
performance than the text-only approach in sentiment analysis
and emotion recognition tasks. In this paper, we propose a new
strategy to improve the performance of uni-modal and bi-modal
affective computing systems via fine-tuning of two pre-trained
self-supervised learning models (Text-RoBERTa and Speech-
RoBERTa). We fine-tune the models on sentiment analysis
and emotion recognition tasks using a shallow architecture,
and apply crossmodal attention fusion to the models for fur-
ther learning and final prediction or classification. We evaluate
our proposed method on the CMU-MOSI, CMU-MOSEI and
IEMOCAP datasets. The experimental results demonstrate that
our approach exhibits superior performance for all benchmarks
compared to existing state-of-the-art results, establishing the ef-
fectiveness of the proposed method.

Index Terms: Speech emotion recognition, multimodal
emotion recognition, multimodal sentiment analysis, self-
supervised learning, crossmodal transformer

1. Introduction

Speech emotion recognition (SER) and sentiment analysis have
gained significant research interest [1, 2, 3, 4], and these tasks
serve as an interdisciplinary study to solve real-world problems
in different fields, such as clinical medicine and psychological
analysis [5, 6]. Low-level hand-crafted features for SER, such
as energy, pitch, and Mel-frequency cepstrum coefficients [1,
2], have been used in these fields previously.

In recent years, robust and discriminative feature extraction
from multiple modalities using machine learning approaches [7,
8, 9, 10] has been studied extensively. Textual, acoustic, and
visual modalities can provide essential information for infer-
ring the sentiment or emotions of humans. In addition, the
effective fusion of multi-modal information is another crucial
issue for improving the strength and the confidence in predic-
tion, by leveraging the complementarity of diverse modalities.
In [8], a convolutional neural network (CNN) [11] and a 3D-
CNN [12] were utilized to extract features from textual and vi-
sual modalities. Further, an LSTM-based [13] recurrent neural
network was applied to further capture the contextual informa-
tion of inter-utterances within a video for sentiment analysis and
emotion recognition tasks. Moreover, deep learning techniques
have been used [9] for the recognition of emotional speech by
utilizing a Mel-scale filter bank speech spectrogram to extract
acoustic features. It is well known that 2D-CNNs are generally
used in visual recognition problems [14], and a spectrogram can
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be considered as a 2D representation. Thus, high-level features
were designed and extracted from the spectrograms of speech
signals [9] for application in speech emotion recognition.

Recently, pre-trained self-supervised learning (SSL) has
shown outstanding performance in several research fields and
tasks [15] such as natural language processing [16, 17] and au-
tomatic speech recognition (ASR) [18, 19]. These pre-trained
models can be adopted to address various downstream tasks by
fine-tuning on task-specific datasets. In [3], the authors fine-
tuned SSL models to improve multimodal sentiment analysis
and SER performance. However, the fusion of modalities and
the learning of the representations used were shallow, with room
for improvement via deep fusion. Therefore, we propose a
new strategy with two separate steps: fine-tuning of two pre-
trained SSL models, and applying crossmodal attention fusion
networks to the fine-tuned models.

Our strategy aims to maximize each unaligned modality’s
contribution in a fusion mechanism by introducing deep high-
level fine-tuned representations. Additionally, our empirical
studies confirm the benefits of leveraging binary-classification-
task-based fine-tuning for multi-category classification perfor-
mance. Moreover, we compare our strategy with existing
competitive systems with three widely used benchmarks that
demonstrate the state-of-the-art (SOTA) results.

2. Bi-modal sentiment analysis and emotion
recognition systems

2.1. Pre-trained self-supervised learning models

e RoBERTa for text (Text-RoBERTa): Similar
to the BERT language understanding model [16],
RoBERTa [17] is an SSL model pre-trained on a larger
training dataset. However, unlike BERT, RoBERTa
is trained on longer sequences with larger batches
over more training data, excluding the next sentence
prediction objective. However, it also dynamically
changes the masking pattern. During preprocessing,
text data is encoded into subword sequences using
GPE-2 [20].

* RoBERTza for speech (Speech-RoBERTa):

The vg-wav2vec [19], a new discretization approach,
is an extension of the wav2vec [18], in which a self-
supervised prediction task is introduced with Gumbel-
softmax or K-means clustering algorithm to assign dis-
crete labels. We use the K-means based vg-wav2vec
model (vg-wav2vec_kmeans), which is trained on a dis-
cretized 960-hour Librispeech dataset [21]. We then use
RoBERTa on the K-means based model (bert_kmeans) to
encode the raw consecutive speech signals to fix-length
embeddings for discretized sequences.
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Figure 1: Overview of the sentiment analysis and emotion recognition systems with fine-tuned SSL models.

2.2. Our fine-tuning architectures with fusion strategy

The proposed design of our strategy for fine-tuning and final
prediction/classification comprises two separate steps (see Fig-
ure 1): (1) fine-tuning two SSL models using shallow architec-
ture for textual and acoustic modalities, respectively; (2) apply-
ing the crossmodal transformer to our fine-tuned SSL models to
improve the prediction/recognition accuracy. We use the “CLS-
token” embedding outputs from the last layer of the fine-tuned
pre-trained models as high-level informative features for the en-
tire sentence (textual transcript) and the raw speech signal of an
utterance. This processing yields the final feature dimension of
1,024 (dr) and 768 (d 4).

Inspired by the crossmodal transformer [4] networks con-
structed for tri-modal language sequences, we utilize the same
idea for our bi-modal tasks. To obtain the local structure of the
text (T") or audio (A) sequences and project features (X7 4})
to the same dimension d as the input of the /NV-layer crossmodal
attention blocks, a temporal 1D Convolutional layer (1D-Conv)
is introduced as the initial processing. For the uni-modal model,
1D-Conv is followed by a self-attention block to extract rele-
vant and essential information globally. The absolute positional
encoding PE(L{r, a3, d) [23], where L7 4} is the sequence
length, is added to the embeddings (X {1,A4}) obtained by the
1D-Conv layer. Then, for the bi-modal fusion network, a cross-
modal attention block is used to transform the potential infor-
mation from one modality to another by repeatedly reinforcing
one modality’s features with those from another modality (de-
noted by A—T, as in the example shown in the general for-
mula (1), dg, = d/num_heads; or T—A) via the multi-head atten-
tion mechanism [23].

Attention (Qr,Ka,Va) = softmaz QTKX Va
CToss k] bl m (1)
ZrWo Wi, Z4
= softmax | ————A4 = | Z,W
d ( Vb AT

where Zr 4y is the initial position-aware features, de-
noted as (2) for T" and A, or a multi-head computation at
layer n: (Z% _,7),n =1,..., N, cross T and A:

2

After applying the self-attention mechanism, acoustic-
strengthened textual representations and text-strengthened
acoustic representations processed by the N-layer network are
concatenated as the final representation for final prediction, de-
noted as Zinar = [Zﬁ’_ﬁp; ZITV_,A} .

Z?T,A} = X(r,a} + PE(L{r, 4}, d)

1999

3. Experiments
3.1. Experimental datasets

We evaluated our proposed strategy on three datasets: CMU-
MOSI [24] and CMU-MOSEI [25] for sentiment analysis, and
IEMOCAP [26] for emotion recognition.

CMU-MOSI is a speaker-independent human multimodal
sentiment analysis dataset built on 93 YouTube videos in En-
glish. It comprises 2,199 short monologue video clips (train-
ing: 1,284; validation: 229; test: 686) with an audio sampling
rate of 16 kHz. Human annotators annotated each sample in
the CMU-MOSI with a sentiment score from -3 (strongly neg-
ative) to 3 (strongly positive). This task is designed to acquire
sentiment intensity and polarity from the speech, text, video, or
multi-modalities in the range of [-3, 3]. Thus, the task using this
benchmark has mainly two metrics of evaluation: multi-class
accuracy (Accr, i.e., weighted accuracy for sentiment score pre-
diction in [-3, 3]), and the mean absolute error (MAE) based
on multi-class prediction, or weighted binary accuracy (Acca:
sentiment polarity in [-3, 0) and (0, 3]) and its corresponding
F-score (weighted). Moreover, CMU-MOSEI is a sentiment
analysis dataset similar to CMU-MOS]I, also used for emotion
analysis. It is also extracted from YouTube review videos, but
is approximately ten times larger in terms of the sample size.
The training, validation, and test sets used in our experiments
for sentiment analysis are 16,327, 1,871, and 4,662 samples,
respectively.

IEMOCAP is the experimental data for human emotion
recognition comprising nine emotions (happy, excited, sad, an-
gry, neutral, fear, surprised, frustrated, and disappointed). The
videos of this benchmark were recorded with ten actors (five
males and five females) in five dyadic sessions (one male and
one female for each session). In our experiments, we used
IEMOCAP with modified annotations for “excited” as “happy”
(happy+excited (happy), sad, angry, neutral) for fine-tuning the
pre-trained Text-RoBERTa and Speech-RoBERTa models. We
report the evaluation results on this data setting, and also follow
the report in [4, 27, 28], where only four emotions (happy, sad,
angry, neutral) were used. The samples of this benchmark used
in our experiments comprise 5,531 short segments. The experi-
mental results were reported using the last session of the dataset
with 942 (+299 excited) segments. The first three sessions and
the fourth session were used as training and validation data
(train: 2,755 (+504 excited) segments; validation: 793 (+238
excited) segments), respectively. The speaker-independent per-



Table 1: Experimental results of the sentiment analysis task us-
ing the CMU-MOSI dataset. The results with x are the ones
given in the original papers. Tri-modal works are denoted
with t. The best results are given in boldface. Lower MAE
is better, and higher score is better for the others.

| CMU-MOSI
Metric || Acer [ Accz | F-score | MAE
Audio-only [28]* 16.2 452 45.8 1.430
Audio-only [3] 11.6 42.1 26.1 1.523
Audio-only (Ours) 18.5 57.0 56.8 1.428
Text-only [28]x* 359 80.8 80.2 0.897
Text-only [3] 44.7 88.3 88.3 0.664
Text-only (Ours) 51.7 88.4 88.4 0.567
MulT (Unalighed) [4]*} 39.1 81.1 81.0 0.889
MulT (Word aligned) [4]*} 40.0 83.0 82.8 0.871
ICCN [28]* T 39.0 83.1 83.0 0.862
Shallow-fusion [3]* 48.9 88.3 88.6 0.577
Bi-modal (Ours) 51.7 90.1 90.1 0.564

formance was evaluated using the binary accuracy and F-score,
which required measuring whether an utterance was recognized
as a chosen emotional state.

For the IEMOCAP dataset, we also evaluate 4-emotion-
category (happy, sad, angry, and neutral) classification with
crossmodal fusion by utilizing SSL. models fine-tuned on the
binary classification task. Since we speculate that a binary-
classification-based fine-tuning that measures whether an utter-
ance is successfully recognized as a specific emotion should be
helpful for multi-category classification, we expect more dis-
criminative high-level representations. We perform speaker-
independent 5-fold cross-validation with the same dataset
size (5,531 segments) used for fine-tuning and further fusion.

3.2. Experimental settings

Following the process of fine-tuning RoOBERTa on a custom task
with a specific dataset, we fine-tuned the ROBERTa models for
textual and acoustic modalities using the fairseq toolkit [29].
We performed fine-tuning with ten epochs in the training
process on the CMU-MOSI, CMU-MOSEI and IEMOCAP
datasets with batch sizes of 32. We selected the Adam [30] op-
timizer for model optimization with a learning rate of 1 x 1075,
Setting the dropout as 0.1, the maximum lengths supported by
the encoder for text and audio sequences were 512 and 2,048,
respectively. The loss functions for CMU-MOSI/MOSEI and
IEMOCAP are referred to as “L1Loss” and “CrossEntropy,” re-
spectively, with the reduction set to ‘sum’.

For further learning and fusion experiments, the sentiment
analysis systems were trained by the Adam optimizer with a
learning rate of 1 x 1073, where crossmodal attention had 8
heads. The textual embedding dropout was 0.2 and 0.3, the
crossmodal attention block dropout was 0.2 and 0.1, and the
number of epochs were set as 100 and 20 for CMU-MOSI and
CMU-MOSEI, respectively. The emotion recognition model
was trained with IEMOCAP: 2x 1072 (Ir), 10 (num_heads), 0.3
(embed_dropout), 0.25 (attn_dropout), and 30 (num_epochs).
Other hyperparameters used for training with the three bench-
marks were: batch size set to 128 (16 for CMU-MOSEI), the
transformer’s hidden unit dimension (d) was 40, the tempo-
ral 1D-Conv kernel sizes were 1 for both textual and acoustic
modalities, the number of the layers (/V) for crossmodal atten-
tion blocks was set to 4, and the output dropout and thresh-
old for the gradient clipping were 0.1 and 0.8 (1.0 for CMU-
MOSEI), respectively. The loss computation is the same as de-
scribed above.
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3.3. Experimental results and comparisons

Table 1 shows a comparison of the performance using CMU-
MOSI on the sentiment analysis task. The fine-tuned repre-
sentations with crossmodal attention fusion networks outper-
formed the other relative systems for all evaluation metrics. Es-
pecially, compared with “MulT (Unaligned)” using low-level
features, and noted significant improvements of 12.6% and 9%
for Accy and Accs, respectively. We also compared the SOTA
results with the high results obtained using only shallow-fusion
for fine-tuning the SSL models and prediction by the shallow-
fusion network alone [3]. We also reported the results for the
ablation studies. The accuracy for Acc; was improved only by
using the textual modality by 7% (44.7%—51.7%). Further,
the F-score was relatively low using the audio-only [3]. How-
ever, by introducing 1D-Conv and self-attention layers on the
fine-tuned representations, the Accr, Acca, and F-score were
improved by a higher margin (11.6%—18.5%; 42.1%—57.0%;
26.1%—56.8%, respectively). With the help of the improved
audio-only performance, a further improvement for binary ac-
curacy was achieved using crossmodal attention fusion.

For the experiments using CMU-MOSEI, we obtained a
similar improvement tendency for the ablation studies com-
pared with the experimental results using CMU-MOSI, in
which we obtained significant improvements on Accy, F-score,
and MAE for audio-only, and increased Accy for the text-only
performance. From the bi-modal performance in the previous
works shown in Table 2, it can be seen that Acc; is more dif-
ficult to improve compared to Acce. However, our proposed
method increased the Accr score significantly. We also ob-
tained SOTA results on the Acca, F-score, and MAE.

Table 3 shows that our proposed strategy espe-
cially improved the binary accuracy and F-score for
“happy+excited (happy)” and “neutral” emotions, com-
pared with [3]. The results for happy, sad, angry, and neutral
setting in Table 3 show that “happy”, “sad”, and “angry”
exceed 80%, even 90%, compared to “neutral”. It is known that
the “neutral” emotion is generally the most challenging task,
as it is not significantly “strong”, and is more easily confused
with other emotions. However, our results for “neutral” are the
only ones exceeding 80%. The ablation studies show that both
text-only and audio-only of our systems perform very well for
uni-modal emotion recognition, especially for the contributions
on the“happy” and “neutral” emotions.

Table 2: Experimental results of the sentiment analysis task us-
ing the CMU-MOSEI dataset. The results with x are the ones
given in the original papers. Tri-modal ones are denoted with
1. The best results are given in boldface. The same evaluation
metrics as in MOSI are used.

I CMU-MOSEI
Metric H Accr ‘ Acca ‘ F-score ‘ MAE
Audio-only [28]* 38.6 58.8 59.2 0.785
Audio-only [4]* 414 65.6 68.8 0.764
Audio-only [3] 36.2 73.3 71.5 0.846
Audio-only (Ours) 42.0 734 75.7 0.759
Text-only [4]x 46.5 77.4 78.2 0.653
Text-only [28]* 48.8 82.8 83.0 0.582
Text-only [3] 51.7 88.0 88.0 0.527
Text-only (Ours) 55.6 88.0 88.0 0.491
MulT (Unalighed) [4]* 50.7 81.6 81.6 0.591
MulT (Word aligned) [4]x T 51.8 82.5 82.3 0.580
ICCN [28]* } 51.6 84.2 84.2 0.565
Shallow-fusion [3] 51.8 88.2 88.2 0.529
Bi-modal (Ours) 56.1 88.5 88.6 0.484




Table 3: Evaluation results for the emotion recognition task on the IEMOCAP dataset. The unweighted Acca and F-score results (Av-
erage) are also shown. The results with * are the ones given in the original papers. Tri-modal-based works are denoted with .

Emotions | Happy + Excited | Sad | Angry | Neutral | Average
Metric | Accz | F-score | Acca | F-score | Acca | F-score | Accy | F-score | Acca | F-score
Audio-only [3] 73.6 71.6 86.2 85.2 90.0 90.3 75.7 75.8 814 80.7
Audio-only (Ours) 73.7 72.7 85.5 85.0 89.4 89.8 74.5 75.0 80.8 80.6
Text-only [3] 82.0 81.3 85.5 85.4 90.5 90.7 78.2 76.6 84.1 83.5
Text-only (Ours) 83.2 82.3 87.3 87.1 91.9 91.9 79.5 79.8 85.5 85.3
Shallow-fusion [3] 83.2 82.2 90.3 90.1 91.5 91.9 82.3 82.5 86.8 86.7
Bi-modal (Ours) 85.7 854 90.3 90.1 91.5 91.9 83.0 83.3 87.6 87.7
Emotions I Happy Sad | Angry | Neutral | Average
Audio-only [28]* 84.0 81.1 82.8 80.3 85.5 84.0 63.1 59.2 78.9 76.2
Audio-only (Ours) 83.5 81.7 81.7 81.0 91.2 91.2 73.6 73.8 82.5 81.9
Text-only [28]* 84.8 81.2 84.2 83.6 85.1 85.2 66.0 63.5 80.0 78.4
Text-only (Ours) 91.0 90.3 85.6 85.2 91.2 90.8 715 71.7 86.3 86.0
MulT (Unaligned) [4]x 7 84.8 81.9 71.7 74.1 73.9 70.2 62.5 59.7 74.7 71.5
MulT (Word aligned) [4]x{ 90.7 88.6 86.7 86.0 87.4 87.0 72.4 70.7 84.3 83.1
ICCN [28]* t 87.4 84.7 86.3 859 88.6 88.0 69.7 68.5 83.0 81.8
Bi-modal (Ours) 90.9 90.7 87.6 874 93.1 93.1 80.8 80.9 88.1 88.0
Table 4: Experimental results of the 4-class emotion classifica-
tion task using the IEMOCAP dataset. WA and UA indicate the
. weighted accuracy and unweighted accuracy, respectively.
828 142 2 111
Bl 7507% 12.87% 1.99% 10.06%
WA UA
> (a) Audio-only (Ours) || 62.8 64.6
231 158 380
3 § 14.12% 9.66% 23.23% Audio-only [31]* 64.6 652
f Audio-only [32]* 66.5 65.7
2o 29 64 784 207 Text-only [31]* 69.8 703
B 2.68% 5.90% 72.32% 19.10% Text-only [32]* 69.2  70.1
(b) Text-only (Ours) 717 718
g 138 311 266
H o e e LSTM+Attn [33]* 72.5 709
z WISE [32]* 759 764
Angry Happy Sad Neutral MHA-2 [31]* 76.5 77.6
Predicted label LM-MulT [34]* 76.8 77.1
(c) Bi-modal (Ours) 717 785

(a) Audio-only
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33 520% 14.85%
i E
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Figure 2: Confusion matrix of our proposed systems. The nu-
merical data given in each sub-figure are the number of emo-
tions classified as actual labels (above) and the corresponding
recall (bottom). The darker the color at the diagonal, the more
samples are successfully classified in each system.
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Table 4 presents our SOTA results by introducing binary-
classification-based fine-tuning representations to 4-class emo-
tion classification. Figure 2 shows the confusion matrix of our
proposed method. In (a) audio-only, two stronger emotions (an-
gry and sad) yielded higher recall (75.07% and 72.32%). By
contrast, the other two categories (happy and neutral) result in
lower accuracy. However, (b) text-only shows that the “happy”
and “neutral” emotions achieved better results in our method,
especially for the relatively strong emotion “happy”. (c) Bi-
modal demonstrates that we achieve SOTA results by leveraging
the complementarity of bi-modalities.

4. Conclusion and future work

Our results show that the proposed strategy yielded SOTA re-
sults in a convenient and more accessible manner. We improved
the accuracy for both sentiment analysis and emotion recogni-
tion tasks, leveraging the fine-tuned textual/acoustic SSL mod-
els. As future work, we aim to introduce other SSL models
and an ASR system to perform the experiments on ASR-based
bi-modal tasks to reduce manual transcription costs.
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