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Abstract

This paper takes efforts to tackle the challenge of “live” one-
shot voice conversion (VC), which performs conversion across
arbitrary speakers in a streaming way while retaining high in-
telligibility and naturalness. We propose a hybrid unsuper-
vised and supervised learning based VC model with a two-stage
model training strategy. Specially, we first employ an unsuper-
vised disentanglement framework to separate speech represen-
tations of different granularities Experimental results demon-
strate that our proposed method achieves comparable perfor-
mance on speech naturalness, intelligibility and speaker simi-
larity with offline VC solutions, with sufficient efficiency for
practical real-time applications. Audio samples are available
online for demonstration'.

Index Terms: one-shot voice conversion, subword, mutual in-
formation, streaming inference

1. Introduction

Voice conversion (VC) converts utterances of arbitrary speak-
ers to sound like a target speaker. The technology is becoming
mature and appearing in our daily life. One-shot VC refers to
a condition that only one speech utterance of a previously un-
seen speaker is available as the reference voice for VC. The task
is challenging due to insufficient target-speaker data for model
learning.

Traditional approaches usually adopt ASR and TTS [1] cas-
caded pipelines. Under this paradigm, the underlying linguistic
content and para-linguistic representations are modeled sepa-
rately. Linguistic content include phoneme sequence [2], pho-
netic posteriorgram (PPG) [3-6] and bottleneck features (BNF)
[7,8]. Para-linguistic representations include speaker identity,
prosody features and accent. The model outputs are combined
to reconstruct target voices using a TTS. For example, the sys-
tem in [6] extracts frame-level PPG for linguistic representa-
tion. The authors propose an improved speaker encoder injected
with pre-extracted X-vectors to enhance one-shot performance.
Traditional approaches preserve speaker-independent linguistic
content, but are prone to information loss such as ASR errors or
unexpected noise such as linguistic content in speaker embed-
ding, leading to VC performance degradation.

To alleviate this problem, end-to-end methods based on
unsupervised speech representation disentanglement (SRD)
framework have been proposed [9—11]. AutoVC [9] constructs
a VC model as an autoencoder with two encoders to extract
content and speaker representations. VQVC+ [10] improves
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AutoVC by introducing U-Net architecture and vector quanti-
zation (VQ) within the autoencoder to strengthen information
bottleneck. End-to-end modeling may encounter information
leakage between the content and speaker representations as their
correlation is ignored. To reduce inter-dependency between
representations, VQMIVC [11] introduces a mutual informa-
tion (MI) minimization constraint for model learning. While
end-to-end SRD methods are helpful to remove unnecessary
information from content and speaker representations, content
preservation of these methods are not robust, especially in noisy
or reverberated utterances. Moreover, VQ techniques in these
methods may lead to content loss. Although pretrained self-
supervised learning (SSL) techniques such as wav2vec 2.0, Hu-
BERT [12, 13] could improve end-to-end SRD methods, the
high computation complexity hinders the usage in real-time ap-
plications.

Inspired by the success of the streaming ASR [14, 15] and
TTS [16], we aim to construct a streaming one-shot VC system.
There are several applications for streaming one-shot VC. For
example, in a multiplayer VR game, users may convert their
own voices to other voices for both anonymization and enter-
tainment. Although the works of streaming VC are available,
e.g., FastVC [17], FastS2S-VC [18], to our best knowledge no
work focuses on one-shot VC problem. In addition to the lim-
itation of end-to-end SRD, the lack of global contextual infor-
mation under streaming mode is another challenge for stream-
ing one-shot VC. To overcome these issues, we take our efforts
from the following aspects:

* We take the advantages of both unsupervised SRD and
ASR+TTS based VC approaches. We propose a VC
model which decomposes speech into representations of
different levels of granularity. The proposed system re-
constructs the converted voices with high intelligibility
and naturalness.

* To enrich the target-speaker characteristics, we intro-
duce an utterance-level para-linguistic factors (UPLF)
encoder into the model to jointly learn the speaker em-
bedding and speaking style such as prosody features.

e To realize streaming conversion, we adopt a sliding-
window approach and implement all the model with
streamable neural networks including pitch extractor.

Experimental results on public datasets suggest that our
proposed model achieves comparable performance on speech
intelligibility, naturalness and speaker similarity with offline
models. As our models operate in a streaming manner, the
model is promising to real-time live applications.
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Figure 1: Illustration of the proposed model. (a) The overview of the model architecture, (b) the detail of the VQCPC based content

encoder and (c) the structure of the UPLF encoder.

2. Proposed method

In this section, we first describe the system architecture of our
proposed model. Then we provide streaming implementation.
Finally we show the detail of model training and inference.

2.1. Model architecture

As shown in Fig.1(a), our proposed model consists of five mod-
ules: content encoder, pitch extractor, UPLF encoder, con-
tent augmenter and mel decoder, followed by WaveRNN [19]
vocoder for waveform synthesis. The model is trained with
hybrid unsupervised and supervised learning, with modules in
yellow colour first trained with an unsupervised SRD frame-
work. The whole model is trained with additional ASR BNF
features from the supervised content augmenter. Assuming that
there are K utterances, we randomly take 7' mel-spectrogram
frames from each utterance as acoustic features for training. Let
Xy = {xk1, Tk 2, - , Tk 7} denotes the frames of the k" ut-
terance.
Content encoder, UPLF encoder and pitch extractor: Mo-
tivated by the practice of VQMIVC [11], we design the three
modules to extract frame-level linguistic and prosody, pitch and
UPLF representations respectively with unsupervised learning.
We notice that in VQMIVC [11], the content encoder extracts
not only linguistic content but also frame-level prosody related
cues. The UPLF encoder replaces VQMIVC'’s speaker encoder,
with an extra global style tokens (GST) network [20] to capture
the utterance-level prosody feature besides speaker identity.
The content encoder shown in Fig.1(b) extracts frame-level
linguistic and prosody information from X}, using VQCPC (i.e.
VQ and contrastive predictive coding (CPC)) [21, 22]. This
VQ quantizer maps intermediate features z;, after the encoder
h-net to discrete space with a trainable codebook C' of fixed
size. Through this bottleneck, the transformation z, — Zj
removes non-essential information but concentrates on under-
lying linguistic and necessary prosody information with a VQ
loss (Lvg) [21]. CPC is employed to further encourage 2, to
capture local structures through a one-layer RNN based g-net.
The g-net calculates the aggregation Ry = {Tk,1,Tk,2, "}
from Zj, and is trained with CPC loss (Lcpc) [11]. Given 7y ¢,
the g-net is trained to distinguish the samples within the future
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m steps [2k,t+1, 2k,t+m] for the positive one from the negative
ones. We expect most of common local features in the neigh-
boring steps are preserved. Note the during conversion of Xy,
to zi, by h-net, the length is reduced from 7" to 7'/2. The vector
dimension of 2y, is 64.

The UPLF encoder captures global speaker-related fea-
tures, which is important to one-shot VC. Existing implementa-
tions usually encode speaker and global prosody (e.g., speaking
style) representations separately with two different encoders.
The separated modeling complicates our MI based unsuper-
vised SRD scenario. Therefore, we encode the speaker and
global prosody representations jointly with the UPLF encoder.
As shown in Fig.1(c), our proposed UPLF encoder consists of
two parallel parts. The left one employs the GST network [20]
to learn global speaking style cues, while the right part is a
speaker encoder as in [11] to predict x-vector as speaker em-
bedding. We add the two outputs together as the final 256-
dimensional UPLF embedding Sj. Our UPLF encoder also sup-
ports speaking style controlling by altering the weights of style
tokens online. Speaking style control is not the main focus of
this work.

The pitch information plays an important role in speech
generation. The existing tools do not support streaming pitch
extraction. Therefore we perform pitch extraction in chunks.
Our prerequisite study on pitch extracting in chunks of 48
frames with pyworld” shows that the average pitch error is less
than 3.53 H z from the ground-truth Fy values. To handle pitch
extraction error, we propose a pitch post-processing network to
process the extracted pitch values. We construct with 4-layer
1-D convolution network. The input is the locally extracted
log Fy from individual chunks. The learning target is the ex-
tracted log Fp from entire utterances. The convolution network
takes the context of neighboring chunks and hence smooths the
predicted results.

Content augmenter: The streaming scenario further worsens
the content loss problem of unsupervised SRD, and leads to se-
rious degradation to speech intelligibility of converted voices.
Therefore, we introduce a supervised ASR acoustic encoder to

Zhttps://github.com/JeremyCCHsu/Python-Wrapper-for-World-
Vocoder



enhance the linguistic representation and improve the robust-
ness to environment. We refer the supervised acoustic encoder
as content augmenter. We follow WeNet [23] implementation
for the content augmenter, which consists of two 2-D convo-
lution layers followed by 12 Conformer blocks. The model
is trained with CTC loss [24] with an additional transformer-
based decoder. We take sub-words as the output units instead of
phonemes for ASR training. The content augmenter therefore
captures higher semantic content representation. The extracted
sub-word based BNF features compensate inaccurate linguis-
tic content of content encoder and improve speech naturalness.
Note that X7 is down-sampled to a length of 7'/4 after con-
volution computation. Finally, 256-dim BNF vectors ( fk) are
produced.

Mel decoder and vocoder: The representations of different
levels of granularity from the above encoders are up-sampled
accordingly (Fig.1(a)) and concatenated to the mel decoder for
reconstructing the mel-spectrograms. The decoder follows [11]
with a network of 1-layer LSTM, 3-layer convolution followed
by 2-layer LSTM network. The decoder is then stacked by
a S-layer convolution based post-net. Finally, the predicted
mel-spectrograms are synthesized to waveform by a WaveRNN
vocoder [25].

2.2. Streaming implementation

To enable streaming VC, we carefully implement all the mod-
ules with streamable structures following [18]. First, all con-
volution and self-attention layers are causal without future con-
text. All RNN, LSTM and GRU layers are unidirectional. Sec-
ond, we adopt a sliding-window approach to process utterances
chunk by chunk, as shown in Fig.1(a). For each step, a chunk
of Tsiride Nnew frames is concatenated with previously cached
frames T¢qche to make up a new window for processing.

2.3. Model training and one-shot VC

We train the model with two stages. The first stage follows
VQMIVC exactly to train content encoder and UPLF encoder
with the mel decoder under unsupervised SRD, with the mutual
information (MI) minimization as the correlation metric. The
ground-truth log Fy is taken as the pitch input. The training
objective is to minimize weighted sum of Lvq, Lcpc, mel-
spectrogram reconstruction loss Lrrc and MI loss Ly as,

Lyvc = Lvg + Lopc + Lrec + AmrLur ()

where Ays7 is a constant weight of 0.01 in our experiments fol-
lowing [11]. We also train the content augmenter and pitch post-
processing network at this stage.

In second stage, we train the whole model with Ly ¢ as the
objective. The model is initialized with the trained weights from
first stage. To further enhance representation disentanglement,
we freeze content augmenter and pitch post-processing network
without any update during this stage. Note that we append ASR
BNF features, input dimension of the decoder changes. We train
the decoder from scratch in this stage.

During voice conversion, the UPLF encoder first extracts
the UPLF embedding from the single reference utterance of the
target speaker. The other modules run in streaming mode to
continuously generate the converted results from the streaming
source utterance.
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3. Experiments
3.1. Experimental setup

Dataset Experiments were conducted on two datasets, Lib-
rispeech [26] and VCTK [27]. The 960-hour Librispeech is
only used for training the content augmenter and the pitch post-
processing network in the first training stage. The VCTK is
randomly divided into 90 and 20 non-overlapping speakers as
training set and one-shot testing set respectively. All audio
recordings are downsampled to 16kHz and both 80-dimensional
mel-spectrogram and log F{ are calculated with 25ms Hanning
window, 10ms frame shift and 400-point fast Fourier transform.
Model configuration To support reproduction and experimen-
tal evaluation, we develop the model with existing open-source
implementations as possible. For conformer based content aug-
menter, we use the configuration of librispeech repository of
WeNet®. The content encoder and the speaker part of UPLF
encoder follow the same setting of VQMIVC implementaion *.
The style part of UPLF encoder borrows the GST implementa-
tion from GST-Tractron project . The input dimension of mel
decoder is 577 and the BNF output dimension is 256.
Training details The whole network is trained using Adam op-
timizer with 15-epoch warm-up to increase the learning rate
from le-6 to le-3. The learning rate is halved every 100 epochs
after 200 epochs with a total of 500 epochs for the first training
stage. The number of epochs is 300 for second stage. The batch
size is 256. For each utterance, 7' = 128 frames are randomly
selected per iteration. For the streaming training in the second
stage, Twindow = 48 frames with Tiqche = 16, Tstride = 32
are fed to the model per step.

3.2. Experimental results and analysis

Since we consider our proposed model as an extension of
VQMIVC [11], we take VQMIVC as our baseline. For ablation
study, we additionally configure our model with four different
settings:

A. P-phonemeBNF: the offline model with speaker encoder
(not including GST) and content augmenter trained with
phoneme BNF,

P-subwordBNF: the offline model with speaker encoder

(not including GST) and content augmenter trained with
subword BNF,

P-offlineMode: the full model (with UPLF encoder) un-
der offline mode with full utterance as input and

C.

D. P-streamingMode:

streaming mode.

the proposed model running in

To generate one-shot testing samples, we further split the
20 testing speakers randomly into 10 source speakers and 10
target speakers. We pick up ten utterances for testing from each
source speaker and three utterances for reference from each tar-
get speaker respectively. This setting leads to a total of 3000
conversion pairs.

3.2.1. Effect of content augmenter

To evaluate whether the content augmenter improves the lin-
guistic content of converted voices, we employ a publicly re-
leased QuartzNet ASR system [28] to peform ASR experi-
ments on the generated speeches. We compare the performance

3https://github.com/wenet-e2e/wenet/tree/main/examples/librispeech
“https://github.com/Wendison/VQMIVC
Shttps://github.com/KinglittleQ/GST-Tacotron



Table 1: ASR result for one-shot VC.

Method ‘ CER% WER%
Ground-truth 1.76 5.11
VQMIVC [11] 11.64 23.12
P-phonemeBNF 10.01 20.57
P-subwordBNF 741 16.44
P-offlineMode 7.28 16.24
P-streamingMode 10.33 21.82

Table 2: Comparison results of MOS with 95% confidence in-
tervals for speech naturalness and speaker similarity, and the
objective speaker classification accuracy.

Method Speech Speaker Speaker
Naturalness  Similarity | accuracy
Ground-truth 428 +£0.44 4.534+047 100%
VQMIVC [11] 3.154+0.60 3.06+£0.85 | 98.08%
P-subwordBNF 3.42+0.62 3.22+£0.79 | 98.05%
P-offlineMode 3.73£0.56 3.42+0.82 98.20%
P-streamingMode | 3.43+0.60 3.41+0.84 | 98.95%

with character or word error rate (CER/WER). The ASR re-
sults are provided in Table 1, where “Ground-truth” means the
original samples are used for evaluation. We observe that the
P-subwordBNF outperforms P-phonemeBNF in terms of both
CER and WER significantly, indicating that sub-word modeling
improves speech intelligibility with its capability of capturing
higher linguistic content. ASR performance is further slightly
improved by incorporating GST module (see P-offlineMode).
Utterance-level features extracted by the UPLF encoder im-
proves the accuracy of separating speech representations. In
streaming mode, CER and WER degrade due to the missing of
full contextual information of source utterances. The results are
still better than those of VQMIVC.

3.2.2. MOS on speech naturalness and speaker similarity

We conduct two mean opinion score (MOS) tests to assess
speech naturalness and speaker similarity. From the 3000 test-
ing conversion pairs, we randomly choose 30 converted utter-
ances for subjective evaluation. 12 listeners participated the test
and scored for speech naturalness and speaker similarity (i.e,
1-bad, 2-poor, 3-fair, 4-good, 5-excellent).

The averaged MOS results are shown in Table 2. For
“Ground-truth”, we use the original source and target utter-
ances for naturalness and speaker similarity evaluation respec-
tively. Our proposed model achieves good performance. All
the settings achieve higher MOS than VQMIVC for both natu-
ralness and speaker similarity. The performance improvement
of P-subwordBNF is consistent with the objective ASR result.
The result supports the use of content augmenter for more accu-
rate linguistic content. The higher MOS of P-offlineMode than
P-subwordBNF supports the effectiveness of global prosody
modeling in UPLF encoder. The injection of GST module in
UPLF encoder improves target-speaker characteristic model-
ing. UPLF encoder improves the decomposition the speech
representations in SRD and leads to better naturalness. With
UPLF encoder, subjective performance of the streaming P-
streamingMode is still comparable to offline P-subwordBNF.
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Figure 2: Speaker embedding visualization, where each color
represents a speaker.

3.2.3. Objective analysis on UPLF encoder

To further investigate the UPLF encoder, we adopt a publicly
released speaker classifier GE2E [29] for objective analysis on
speaker similarity of the converted voices. We evaluate all the
3000 testing samples. The recognition accuracy is provided in
the last column of Table 2. The results of the three offline sys-
tems are almost the same. The GST module does not lead to
any negative effect on speaker identity modeling but consider-
able improvement on subjective speaker similarity with global
prosody features. One the other, the speaker accuracy of P-
streamingMode is slightly higher that of the offline models. It
can be probably explained by that under streaming mode, the
model fails to extract the frame-level linguistic and prosody in-
formation as offline mode, and consequently the global UPLF
embedding turns to play a more important role in converted
voices. In addition, we visualize the 2D projected UPLF em-
bedding and the x-vector speaker embedding from VQMIVC
using t-SNE [30] in Fig. 2. The distribution of UPLF embed-
dings is more concentrated than x-vector.

3.2.4. Real-time factors and latency

We also test the runtime performance of our proposed model on
a single-CPU (Intel(R) Xeon(R) Gold 6148 @ 2.4GHz) server.
Under the setting of Teache = 16, Tstride = 32 and Tyindow =
48, the real-time factor (the ratio of the execution time to the
that of the input mel-spectrogram frames) is about 0.37. The
latency of the first converted chunk is 457.5 + 15.9ms, which
is acceptable to real-time applications.

4. Conclusions

In this paper, we propose a new model for streaming one-shot
voice conversion (VC) by introducing a hybrid unsupervised
and supervised learning based VC model. The model is first
pre-trained by an unsupervised unsupervised speech representa-
tion disentanglement to decompose speech representations, and
then augmented with a supervised automatic speech recogni-
tion encoder to enhance linguistic content learning. We model
the global speaker and speaking style features jointly, which
improves the target-speaker characteristic in converted voices.
Experimental results suggest that our proposed model achieves
comparable one-shot VC performance with offline solutions.
The proposed model runs in real-time in a conventional server
which is applicable for real practices.
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