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Abstract

We propose a domain adaptation method that enables connec-
tionist temporal classification (CTC)-based end-to-end (E2E)
automatic speech recognition (ASR) models to adapt to a tar-
get domain using unpaired text data. The performance of ASR
models deteriorates for words and topics not present in the train-
ing data, such as the latest news. Although it is difficult to col-
lect paired speech and text data for such subjects, unpaired text
data is relatively easy to obtain. Therefore, a domain adaptation
method using unpaired text data is proposed for the E2E ASR
model based on the intermediate CTC. This model introduces an
adaptation branch to embed acoustic and linguistic information
in the same latent space, allowing for domain adaptation using
unpaired text data of the target domain. Experimental compar-
isons for multiple out-of-domain settings demonstrate that the
proposed text-only domain adaptation achieves a comparable
or better performance than the existing shallow-fusion-based
domain adaptation, and further performance improvement is
achieved by integration with shallow fusion.

Index Terms: end-to-end speech recognition, unpaired text, do-
main adaptation, non-autoregressive

1. Introduction

End-to-end (E2E) models for automatic speech recognition
(ASR) systems are optimized to directly convert speech to
text. Compared with hidden Markov model (HMM)-deep neu-
ral network (DNN) hybrid modeling, in which acoustic, pro-
nunciation, and language models are individually optimized,
E2E models have achieved promising performance despite
the simplicity of their structure [1, 2, 3]. Various architec-
tures have been proposed for E2E ASR, which can be divided
into two types, namely, autoregressive (AR) models, such as
sequence-to-sequence (Seq2Seq) [4, 5] and RNN-transducer
(RNN-T) [6], and non-autoregressive (NAR) models, such as
connectionist temporal classification (CTC) [7].

The performance of ASR systems deteriorates for input
from topics (i.e., words and context) not present in the train-
ing data [8, 9]. This becomes a problem in the case of recog-
nizing speech on the latest topics, because it is not realistic to
assume the existence of well-maintained transcriptions for such
speeches. On the other hand, it is easy to collect only unpaired
text data. The existing HMM-DNN hybrid architecture mod-
els acoustic and linguistic information independently, making
it easy to adapt the system to the new domain using only text
data. In contrast, E2E architecture, in general, has tightly in-
tegrated acoustic and language models and lacks a mechanism
for adaptation using only text data.

Many attempts have actively been made to leverage un-
paired text data for the domain adaptation of E2E models.
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The decoder of the Seq2Seq model is fused with an external
language model (LM) [10, 11] and directly trained with un-
paired text data [12]. The prediction network in RNN-T is
considered as a language model and trained with unpaired text
data [13, 14]. Another approach is to replace the implicit inter-
nal LM of an E2E model with an external LM and adapt it to the
target domain [15, 16, 17]. However, all of the above methods
are based on AR models and cannot be applied to NAR mod-
els. The AR model requires iterative calculations depending on
the output series length during inference. On the other hand,
the NAR model has an advantage in inference speed because it
can output the series simultaneously [18, 19]. In addition, the
recognition performance of the NAR model is close to that of
the AR model [20, 21, 22]. Therefore, it is worthwhile to con-
sider domain adaptation using unpaired text data in the NAR
model.

In the present study, we attempt to adapt an NAR model
to a target domain using unpaired text data. For this purpose,
an adaptation branch is introduced to embed acoustic and lin-
guistic information in the same latent space. The intermediate
CTC [21] framework is successfully used to train the adaptation
branch.

Our main contributions are summarized as follows:

* We propose a novel domain adaptation method for a
NAR model based on CTC using unpaired text data.

* We provide insight into the effectiveness of the proposed
method on three different out-of-domain settings using
data such as TV programs and news articles.

* The proposed method achieves a comparable or better
performance than the existing shallow fusion, which is
effective for domain adaptation [10, 23]. We also show
that combining this method with shallow fusion further
improves its performance.

This paper is organized as follows. In section 2, a brief explana-
tion of the intermediate CTC is given. In section 3, the proposed
text-only domain adaptation is explained. Experimental com-
parisons are described in Section 4 to show the effectiveness of
the proposed method. Section 5 concludes this paper.

2. Intermediate CTC

In this section, we provide an overview of CTC and intermedi-
ate CTC used in this study.

2.1. CTC

CTC aligns T-length vector sequence X € RT*P and L-
length target symbol sequence y = {y1,y2,...,yr. € V},
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Figure 1: Overview of proposed text-only domain adaptation. (1) Main trunk is trained with intermediate CTC using source domain
paired data. (2) Adaptation branch is trained to match H, and H}, which are the outputs of Encoder, and adapter network, respectively
using source domain speech data. (3) Encoder. is adapted with target domain text data. For regularization purpose, source domain
paired data are used. Pseudo-CTC symbol sequences are generated from target domain text data to train Encoder. via adapter network.

where D is the dimension of X and V is the vocabu-
lary, by introducing blank symbols <b> and making the tar-
get symbols consecutive. Defining the alignment as a =
{a1,a2,...,ar € V U {<b>}}, the target symbol sequence
probability Pere(y|X) is given by

>

aept(y)

Pere(y|X) := P(a|X), 6]

where 37" (y) is the set of all possible alignments between X
and y. The alignment probability P(a|X) is calculated as-
suming the conditional independence between symbols. In this
paper, the alignment a is referred to as a CTC symbol sequence.

2.2. Intermediate CTC

The intermediate CTC model introduces the auxiliary loss func-
tion in the intermediate layer. The model is divided into sub-
models and computes the CTC loss functions Liner for the latent
vectors Hiner, Which are output from the submodels, as

Eintcr - - log PCTC(y'-Hintcr)- (2)
The CTC loss functions of the submodels are weighted and
summed to obtain the loss to be optimized. Intermediate CTC
has been reported to have better performance than regular CTC
[21]. It enables the submodels to output a CTC symbol se-
quence as a side effect. This is utilized in the proposed method.

3. Text-Only Domain Adaptation

In this section, we describe the proposed domain adaptation that
uses only text information. Figure 1 illustrates a network archi-
tecture and an overview of the proposed training method. The
proposed network consists of a main trunk, an E2E model based
on intermediate CTC, and an adaptation branch to enable do-
main adaptation using text. In the proposed method, speech and
text pairs are employed for training the E2E model (main trunk)
using the intermediate CTC and the adaptation branch. Then,
the unpaired text of the target domain is used for adapting the
E2E model. By embedding acoustic information from the main
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trunk and linguistic information from the adaptation branch into
the same feature space, the E2E model can be adapted using
only text information. The rest of this section describes the
details and the algorithm for generating pseudo-CTC symbol
sequences from text data, which is required during adaptation.

3.1. Training of main trunk

The main trunk comprises three modules: feature extraction,
acoustic latent feature generation, and classification modules,
which are denoted as Encoder;, Encoder,, and Encoder., re-
spectively, as shown in Figure 1. These modules are trained
as the intermediate CTC framework using text—speech pairs of
the source domain. First, acoustic features are subsampled by a
convolutional neural network (CNN) and then input to Encoder
to extract latent vectors Hy. Similarly, H, and H. are extracted
from Encoder, and Encoder., respectively. The CTC loss func-
tions Lr, L,, and L. for each module are calculated as follows:

Ly = —log Pere(y|Hy), 3)
L. = —logPerc(y|Hs), “4)
L. = —logPere(ylHe), ©)

where the output layers that transform Hy, H,, and H. to their
corresponding alignments have their own parameters. The ob-
jective function of the main trunk Loss; is calculated as

Loss (6)

1
g(ﬁf + La + ﬁc)

3.2. Training of adaptation branch

In training the adaptation branch, a multilayer network defined
as an adapter network is trained to embed the CTC symbol se-
quence into the acoustic latent space of H,. Passing through
the adapter network allows linguistic information to be handled
in the latent space in the main trunk. The most probable CTC
symbol sequence @ is obtained as

a; = argmaxP(a|Hy). )
Then, the output of the adapter network H is extracted as:
H, = Adapter(Linear(ay)), (8)



where Linear(-) denotes a linear layer and Adapter(-) denotes
the adapter network. Similarly, H, is obtained from Encoder,.
The adapter network is trained by minimizing the mean squared
error between H, and H, as

Lossy = |H, — H1|2,

1

ToDn )
where Ty and Dy denote the length and dimension of the la-
tent vectors, respectively. Note that the parameters of the final
layer of the adapter network are initialized and fixed by those
of Encoder,. Only the parameters of the linear layer and the
adapter network, except for the final layer, are trained. The
other parameters are fixed.

3.3. Regularized adaptation of classification module

Encoder. is adapted using target domain text data. Encoder,
is also regularized with the source domain paired data to pre-
vent “catastrophic forgetting” [24, 25] of the originally trained
source domain linguistic and acoustic information. During
this adaptation, given the target domain text, the correspond-
ing pseudo-CTC symbol sequence is generated by the method
described in section 3.4. Then, the pseudo-CTC symbol se-
quence is taken as input into the adapter network to extract Hj,
which is input into Encoder. to calculate the CTC loss function
LY Here, the source domain speech is also input into the
main trunk to calculate H, from Encoder,. H, is also input into
Encoder. to calculate the CTC loss function ll(c“’“r“) to regular-
ize Encoder.. The objective loss function Loss; is calculated
as

L0883 — aﬁgtargct) =+ (1 _ a)ﬁgsourcc)’ (10)

where « denotes a hyperparameter. Note that only the parame-
ters of Encoder, are trained and the other parameters are fixed.

3.4. CTC symbol sequence generation method

We describe the method for generating a pseudo-CTC symbol
sequence from a target domain text. In situations where only
text is available, the optimal CTC symbol sequence cannot be
obtained because audio information is not available. To solve
this problem, the statistics of CTC symbol sequences are ob-
tained in advance using source domain speech data. Then, sta-
tistically valid CTC symbol sequences are generated for the tar-
get domain unpaired text. Here, py(n) and ps(n) are respec-
tively the probabilities of n consecutive blanks and symbols in
CTC symbol sequences ar from the trained Encodery. In this
method, a blank or symbol is generated n times based on these
probabilities. py(n) and ps(n) are obtained as:

__ M0

ps(n) = ()

2w Mo(n)’ 2w M)

where Np(n) is the number of times a blank symbol con-
secutively appears n times at the beginning, end or symbol
changeover, and N, (n) is the number of times a symbol consec-
utively appears n times. For example, if a content of a speech is
“red” and ar = “<b>rr <b>e dd <b> <b>”, then Ny(0) = 1
(between e and d), Np(1) = 2 (before r and between r and e),
No(2) = 1, (after d), N5(0) = 0 (always 0), Ny(1) = 1 (e),
and Ni(2) = 2 (rr and d d). This counting is executed for all
source domain speech data.

Algorithm 1 describes the CTC symbol sequence genera-
tion method, where s = {s1, s2, ..., s; € V} is a target domain
sentence, @, is a generated pseudo-CTC symbol sequence, and
F,(n) and Fy(n) are respectively the cumulative distribution

po(n) (11)
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Algorithm 1 CTC symbol sequence generation method

I:ap=2¢
2: fori=1...Ido
3:  nissampled from Fy(n) by inverse transform sampling
whilei #1Asi—1 =sAn=0

n is sampled from Fy,(n) by inverse transform sampling
end while
APPEND <b> to @, n times
n is sampled from Fi(n) by inverse transform sampling
9:  APPEND s; to a, n times
10: end for
11: n is sampled from F;,(n) by inverse transform sampling
12: APPEND <b> to @, n times

AN AN

functions of py(n) and ps(n). Using Fy(n) and Fi(n), the num-
bers of consecutive blanks and symbols are determined proba-
bilistically by inverse transform sampling. If the same sym-
bols consecutively appear in s, the number of blank between
the symbols is determined to be 1 or more by lines 4 to 6 in Al-
gorithm 1. Such probabilistic decision may contribute to robust
modeling against various patterns of CTC symbol sequences.

4. Experiments

Experimental comparisons were conducted on three out-of-
domain settings to demonstrate the effectiveness of the pro-
posed domain adaptation using unpaired text data.

4.1. Datasets

Librispeech—WS]J setting (LS—WSJ): We used the 960-
hour Librispeech [26] training set as the source domain. As the
target domain, 37,416 sentences of the WSJ [27] si-284 training
set were used, and dev93 and eval92 were used as the develop-
ment and evaluation sets, respectively.

CSJ—Weather forecast setting (CSJ— Weather): We used
the 520-hour CSJ [28] training set as the source domain. As the
target domain, 4000 utterances from weather forecast programs
broadcast by NHK over the past several years were randomly
divided into 1000, 1500, and 1500 utterances. The subtitles for
the 1000 utterances were used as the training set and the remain-
ing two sets of 1500 utterances were used as the development
and evaluation sets, respectively.

TV—News related to COVID-19 setting (TV—COVID): We
used 500 hours of TV programs broadcast by NHK before
February 2020, when the COVID-19 began spreading in Japan,
as the source domain. As the target domain training set, we used
68,086 news sentences related to COVID-19 posted on the NHK
news website during the three-month period from February to
April 2020. As the target domain development set, we used 750
utterances from TV news programs related to COVID-19 broad-
cast by NHK during the same period, from February to April
2020. As the target domain evaluation set, we used 770 utter-
ances from TV news programs related to COVID-19 broadcast
by NHK during the two-month period from May to June 2020.
We designed this setting as a practical situation.

As the output representation, we used WordPiece with vocabu-
lary sizes of 3,000 for LS—+WSJ, 3,941 for CSJ— Weather, and
4,065 for TV—COVID.

4.2. Implementation

We used the 80-dimensional log Mel filterbank with pitch fea-
tures and their delta and delta delta for 249-dimensional features



Table 1: Performance of proposed method (+TDA) with var-
ious values of o on development set of target domain under
LS—WSJ, CSJ— Weather, and TV— COVID conditions.

LS— CSJ— TV—
Model WSJ Weather COVID

(WER) (CER) (CER)
InterCTC 18.0 19.9 7.1
InterCTC+TDA o = 0.25 15.9 14.2 6.0
InterCTC+TDA o« = 0.5 15.7 13.7 6.2
InterCTC+TDA o« = 0.75 16.2 13.8 6.3
InterCTC+TDA o = 1.0 232 13.2 12.8

extracted by Kaldi tools [29]. To avoid overfitting, we applied
SpecAugment [30]. Input speeches are subsampled by a 2 layer
2-dimensional CNN with 512 channels, 3 x 3 kernel, and 2 x
2 stride. Encodert, Encoder,, Encoder. and the adapter network
were composed of Conformer [31] with 3, 6, 6, and 6 layers,
where the number of heads, the dimension of the self-attention
layer, and the dimension of the feed-forward layer were set to 8,
512, and 2048, respectively. The convolutional kernel size and
channels of the Conformer were set to 7 and 512, respectively.
The main trunk was trained for 100 epochs with a batch size of
240 and the adaptation branch was trained for 50 epochs with
a batch size of 40. The main trunk and the adaptation branch
at the epoch with the lowest loss on the development set were
used. For the first epoch of adaptation branch training, the num-
bers of consecutive blanks and symbols were counted to gener-
ate cumulative distribution functions. In regularized adaptation,
Encoder. was trained for 100 epochs with target domain text
data and source domain paired data, both with batch sizes of
40. The number of epochs was counted using the target domain
text data. The model at the epoch with the best performance on
the target domain development set was used.

Shallow fusion is simple and effective for domain adapta-
tion. This method adds the weighted LM score to the E2E score
in decoding. We compared the proposed method with shallow
fusion. The LM was composed of 2 layer long short-term mem-
ory (LSTM) with 2048 cells and was trained for 100 epochs
with the target domain training text. The LM at the epoch with
the lowest loss on the target domain development set was used.
The LM weight was adjusted in increments of 0.05 from 0.0 to
1.0 on the target domain development set.

4.3. Results
4.3.1. Adjustment of regularization using development set

The effect of regularized adaptation was examined using the de-
velopment set. Table 1 lists the performance of the main trunk
without adaptation (InterCTC) and that with adaptation (Inter-
CTC+TDA) with various values of « in Eq. (10) under three
out-of-domain conditions. In CSJ—Weather, o 1.0, for
which only the target domain text was used, exhibited the best
performance, improving the character error rate (CER) from
19.9% to 13.2%. In LS—WSJ and TV—COVID, o = 0.5 and
o = 0.25, for which the target domain text and source domain
paired data were used, had the best performance, improving the
word error rate (WER) from 18.0% to 15.7% and CER from
7.1% to 6.0%. These results suggest that adaptation using un-
paired text from the target domain is effective. In LS—WSJ
and TV—COVID, a = 1.0 had degraded performance, while
the other values had improved performance. This indicates that
regularized adaptation with source domain paired data worked
well. However, in CSJ— Weather, using only target domain text
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Table 2: Performance of proposed method (+TDA) and shal-
low fusion (+LM) on evaluation set of target domain under
LS—WSJ, CSJ— Weather, and TV— COVID conditions.

Model LS— CSJ— TV—
WSIJ Weather COVID
a=05 «a=10 «a=025
(WER) (CER)  (CER)
InterCTC 14.5 19.3 12.4
InterCTC+LM 12.6 12.9 11.8
InterCTC+TDA 12.2 12.9 11.2
InterCTC+TDA+LM 12.0 10.9 10.8

Table 3: CER for error types under condition of CSJ— Weather.

Model Substitution Deletion  Insertion
InterCTC 10.0 33 6.0
InterCTC+LM 6.6 3.6 2.7
InterCTC+TDA 5.1 3.6 4.2
InterCTC+TDA+LM 4.4 3.7 2.8

had the best performance. This is due to the significant dif-
ference in topics between the CSJ data, which mainly include
lectures on acoustics, and weather forecast data.

4.3.2. Evaluation of proposed method on target domain test set

We compared the proposed method (+TDA) with shallow fu-
sion (+LM), as shown in Table 2. For hyperparameter « in the
proposed method, we used the value with the best performance
on the target domain development set. As a result, WER was
improved from 14.5% to 12.2% in LS—WS]J, and CER was im-
proved from 19.3% to 12.9% in CSJ— Weather and from 12.4%
to 11.2% in TV—COVID, confirming its effectiveness in both
open and practical data settings. In TV—COVID, words related
to medical care and COVID-19 were correctly recognized, lead-
ing to overall improved performance. In each setting, the per-
formance was equal to or better than that of shallow fusion, and
further improvement was confirmed when the proposed method
was combined with shallow fusion.

Table 3 shows the substitution, deletion, and insertion errors
in the CSJ— Weather setting. Note that the source domain train-
ing data CSJ includes fillers, whereas the target domain training
data and reference of weather forecast programs do not. Shal-
low fusion showed a relatively large improvement for fillers and
outperformed the proposed method in terms of the insertion er-
ror. On the other hand, the proposed method outperformed shal-
low fusion in terms of the substitution error owing to its large
effect on homonyms commonly used in weather forecast pro-
grams, such as “kan”, which means cold. The combination of
these two methods improved the substitution and insertion er-
rors, leading to an overall improvement.

5. Conclusion

We proposed a novel domain adaptation method that enables
CTC-based E2E ASR models to be trained with unpaired text
data and adapted to the target domain. We investigated the ef-
fectiveness of the proposed method by experiment on three out-
of-domain settings using open data and practical data such as
TV programs and news articles. The improvement in the WER
or CER of the proposed method was comparable to or better
than that of shallow fusion in all situations. In addition, we also
confirmed that combining this method with shallow fusion fur-
ther improved its performance.
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