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Abstract
The SegNet model has been shown to provide the best perfor-
mance in air-tissue boundary (ATB) segmentation in real-time
Magnetic Resonance Imaging (rtMRI) videos in seen subject
conditions. The SegNet model uses overall binary cross en-
tropy as the loss function. However, such a global loss func-
tion does not give enough emphasis on regions which are more
prone to errors. In this work, together with global loss, we ex-
plore the use of regional loss functions which focus on areas
of the contours which have been analysed as error prone in the
past. Evaluation is done using global Dynamic Time Warping
(DTW) distance as well as regional metrics. The regional met-
rics used are EVEL and VELrDTW for contour1, and ETB and
TBrDTW for contour2. We show that using such combinations
of regional and global losses improves the regional, as well as
global, evaluation metrics. For the best combination of losses,
the two regional metrics show an improvement of 37.2% and
25.3% for contour1 and 23.9% and 28.4% for contour2, over a
baseline model which uses only global loss. Global DTW dis-
tance, on the other hand, improves by 11.2% for contour1 and
5.6% for contour2.

Index Terms: real-time Magnetic Resonance Imaging video,
air-tissue boundary segmentation, SegNet, tongue base, velum,
dice loss, binary cross entropy loss

1. Introduction
Real-time Magnetic Resonance Imaging (rtMRI) is a tool used
exhaustively in speech science and linguistics to understand the
dynamics of the speech production process across languages
and health conditions [1]. rtMRI has two advantages over other
methods like X-ray [2], Ultrasound [3] and Electromagnetic ar-
ticulography [4] - it is non-invasive, and it captures a complete
view of the vocal tract including pharyngeal structures [5]. The
rtMRI video provides the spatio-temporal information of speech
articulators, which helps in modelling speech production. For
this purpose, a common step is to obtain the air-tissue boundary
(ATB) segmentation in all frames of the rtMRI video. The accu-
rate estimation of ATBs of the upper airway of the vocal tract is
essential for many speech processing applications [6, 7]. Many
works have also used segmented ATBs for different applications
like speaker verification [8], text-to-speech synthesis [9], visual
augmentation for synthesized articulatory videos [10], and anal-
ysis of vocal tract movement [11, 12]. Thus, it is necessary to
have a proper and accurate air-tissue boundary segmentation in
every frame of the rtMRI videos.

Many works in the past have addressed the problem of ATB
segmentation in rtMRI frames using several supervised and un-
supervised approaches. Accuracy of ATBs predicted by super-
vised approaches is higher as unsupervised approaches consider
low-level gradients which may not correspond properly to ATB

points. The works presented in [13] and [14] formulate ATB
segmentation as a multi-class classification problem where each
pixel of an rtMRI image is assigned to one of 14 classes corre-
sponding to different articulators. On the other hand, works
illustrated in [15, 16, 17, 18, 19] generate ATBs as series of 2D
points tracing the vocal tract boundaries, since the applications
involving vocal tract boundaries require exact ATBs instead of
an rtMRI image with pixel classification. Advait el al. [16] pro-
posed an approach based on the Fisher Discriminant Measure
(FDM) in which the ATBs for a test rtMRI image are predicted
as a combination of ATBs from the training set that maximize
the FDM based objective function. Here, the dynamics of the
predicted ATBs are limited by the ATBs from the training set.
To overcome these limitations, Valliappan et al. [17] proposed
a semantic segmentation based ATB prediction technique using
a 2-dimensional deep convolutional encoder-decoder network
(SegNet). The SegNet based approach used in [17] and [18] has
been shown to provide best performance in seen subject condi-
tions.

(a) (b)

Figure 1: Illustration of (a) a rtMRI frame, (b) manually anno-
tated Air Tissue Boundaries in it

Figure 1 illustrates the three manually annotated contours,
contour1 (C1), contour2 (C2) and contour3 (C3) in an rtMRI
frame. Careful analysis of predicted contours in [20] reveals er-
rors in regions like the velum part of contour1 and tongue base
section of contour2, which are not captured by a global evalu-
ation metric like DTW distance. They propose analysis, error
detection and error correction schemes based on new regional
evaluation metrics. The velum and tongue base regions tend to
be error-prone because these sections have higher motion across
the video and tend to have more variation compared to other re-
gions. Another reason for errors in TB regions is that the gap
between the tongue and lower lip region becomes very narrow
when the tongue moves closer to the lip. Using a global binary
cross entropy, like in previous works, does not always penal-
ize the erroneous predictions in velum and TB regions as they
form a small part of masks used in loss computations. Design-
ing losses that focus on such error-prone regions can make the
networks more robust and significantly improve the ATB seg-
mentation. In this work, we propose the introduction of regional
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Figure 2: (a) Illustration of the steps in the segmentation process and (b) architectures of encoder and decoders in SegNet

losses in the model training process to overcome region-specific
(velum and TB) errors. We show that introducing such losses,
in addition to global loss, reduces the regional errors to a great
extent.

Two different losses are considered in the regions around
VEL and TB - binary cross entropy (BCE) loss and dice loss. It
is observed that dice-loss based models perform better than their
BCE loss based counterparts. Best performance is observed for
the regional dice loss based model where both C1 and C2 re-
gional losses are considered simultaneously, and the weights
used for C1 and C2 regional dice loss are 0.8 and 0.6 respec-
tively. This model shows an improvement of 37.2% and 25.3%
in EVEL and VELrDTW over the baseline model and ETB and
TBrDTW improve by 23.9% and 28.4% respectively.

2. Dataset

In this work, we use the USC-TIMIT corpus [21]. The USC-
TIMIT database consists of rtMRI videos of the upper airway
in the midsagittal plane, of five female (F1, F2, F3, F4, F5)
and five male (M1, M2, M3, M4, M5) subjects speaking 460
sentences from the MOCHA-TIMIT database [22]. The videos
have a frame rate of 23.18 frames/second and each frame of
the video has a spatial resolution of 68 × 68 pixels (2.9mm ×
2.9mm).

10 rtMRI videos (one for each sentence) are used from each
of the 10 subjects. The selected videos have 3043 frames for
the five female subjects and 3145 frames for the five male sub-
jects. 80 videos are used for training the model, 10 videos for
the validation set and 10 videos are used as the test set. ATBs
are drawn manually in each rtMRI frame. A MATLAB based
graphical user interface (GUI) is used for manual annotation of
the three contours representing the complete ATB in a typical
rtMRI frame, as shown in Figure 1 . These manually annotated
ground truth contours are denoted as C1, C2 and C3. The de-
tails of the manual annotation are available in [23]. Along with
the contours, upper lip (UL), lower lip (LL), tongue base (TB),
velum tip (VEL) and glottis begin (GLTB) were also marked
for each frame using the GUI. C1 is a closed contour that starts
from UL, goes through the hard palate till VEL and goes around
the fixed nasal tract. C2 is a closed contour that covers the jaw-
line, LL, tongue blade and extends below the epiglottis. The C3
contour marks the pharyngeal wall. Ground truth binary masks
are generated from these manual annotations, where class-1 cor-
responds to tissue and class-0 is for the air cavity.

3. Proposed Method
The trained SegNet model [24] generates three semantically
segmented images, one for each contour. The predicted binary
masks are further used to estimate the three complete ATBs us-
ing a contour prediction approach as used in previous works.
The complete method is illustrated in Figure 2 (a).

3.1. Model Architecture

The encoder and decoder networks of the SegNet is imple-
mented using the multi-convolutional layered VGG-16 archi-
tecture [25], shown in Figure 2 (b). For each frame in a given
input rtMRI video, 3 outputs are generated from the 3 decoders.
The model generates three binary masks (M1,M2,M3) as out-
puts, where class-1 corresponds to tissue and class-0 is for the
air cavity. On these masks, contour prediction gives correspond-
ing ATBs (C1, C2,C3), which are illustrated in Figure 1 (b). In
previous works, the cumulative BCE loss of the three predicted
masks of the model (with respect to ground truth binary masks)
has been used to optimize the weights of the encoder and three
decoders during training. In this work, regional losses are used
in addition to the BCE loss during optimization of weights in
the training process.

3.2. Loss functions

Global and regional loss functions used in this work are ex-
plained in detail in the following subsections.

3.2.1. Global loss

Global loss for each contour is estimated on the mask of the
entire contour. Similar to previous works, we have used binary
cross entropy (BCE) as the global loss for training our models.
Equation 1 indicates the BCE loss computed between sigmoid
output P (corresponding to the complete contour) and ground
truth Y.

LossBCE = −Y ∗ logP − (1− Y ) ∗ log(1− P ) (1)

3.2.2. Regional loss

Regional loss focuses on specific regions of the masks. There
are regions in the video frame like tongue base in C2 and velum
in C1 which are prone to erroneous segmentation. Using re-
gional losses (which focus on error prone regions) along with
global loss improves the quality of segmentation in these re-
gions, reduces C1 VEL errors and C2 TB errors reported in [20]
to a great extent.
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Figure 3: Regions considered for regional loss for contour 1(a)
and contour2 (b)

The two regions considered for regional losses are - C1
around the VEL region, and C2 around the TB region, as shown
in Figure 3. The exact dimensions of the regions are selected
based on metrics evaluated on the validation set, as explained
in the next section. Once the region is fixed, both BCE loss
and dice loss [26] are used as regional losses. Equation 2 indi-
cates the dice score calculated between sigmoid output P (cor-
responding to the regions selected for each contour) and ground
truth Y. Dice loss is considered in our experiments because it has
been seen in literature that dice loss performs well in boundary
regions for segmentation problems.

LossDice = 1− 2
sum(P ∗ Y )

sum(P ) + sum(Y )
(2)

4. Experiments and Results
The experimental setup for this work, the evaluation metrics
used, and results are illustrated in the following subsections.

4.1. Experimental setup

In this work, a total of 100 rtMRI videos (10 videos from each
subject) are used for ATB segmentation. The experiments are
carried out in a four-fold cross-validation set-up. In each fold,
for each subject, a random permutation is done using the video
numbers. First 8 videos of the permutation are used for training,
9th for validation, and 10th for test. Thus, in each fold, the train-
ing set has 80 videos, and the validation and test set both have
10 videos each. To ensure that the permutations are unique in
each of the folds, random permutation is given seed value equal
to fold number.

The SegNet model is trained for a maximum of 500 epochs
with an early stopping condition imposed based on the valida-
tion loss with a patience of 5 epochs.

4.1.1. Evaluation metrics

Global DTW distance has been used in previous works as an
evaluation metric to analyse the overall quality of ATB seg-
mentation. Regional metrics proposed in [20] are evaluated to
explicitly observe the effect of the proposed method in error-
prone regions. Regional metrics for C1 include regional DTW
(VELrDTW) and EVEL, whereas regional DTW (TBrDTW)
and ETB are the metrics for C2. VELrDTW distance is com-
puted around the VEL region, taking 30% of the total number of
points of C1 from the pharyngeal wall end. TBrDTW for C2 is
found by calculating the DTW distance between annotated and
predicted C2 in the region between LL and the uppermost point
on the tongue. EVEL, for C1, is the Euclidean distance between
predicted and ground truth VEL position and ETB refers to the
Euclidean distance between the predicted and ground truth TB
position (ETB).

4.1.2. Model Loss

BCE is used as the global loss for optimization. The total global
loss (gBCE) is the summation of the BCE loss for each contour
(C1BCE + C2BCE + C3BCE). To find regional losses for C1
and C2, rectangular patches are selected around velum and TB
regions respectively, based on the validation dataset. Then the
losses are estimated in these regions.

Patch selection
Let (v1 , v2) and (t1 , t2) be the positions of VEL and TB re-
spectively, in the 68x68 image space, where (0,0) lies at the top
left corner. The lower lip point is denoted as (l1 , l2). The two
rectangular patches considered for C1 and their corresponding
vertices are:

1. c1 patch1: Vertices at (v1 - 10 , v2 - 10), (v1 - 10 , v2),
(v1 , v2 ), and (v1 , v2 - 10)

2. c1 patch2: Vertices at (v1 - 10 , v2 - 10), (v1 - 10 , v2 +
5), (v1 + 5 , v2 + 5), and (v1 + 5 , v2 - 10)

These two patches are used for running the Seg c1dice model
(explained in detail in the next subsections) and the regional
metrics (EVEL and VELrDTW) are observed (on the validation
set) to be better for the first setup.

For C2, previous works have observed that a recurring error
is the improper prediction of the TB dip between lip and tongue.
So, for C2, the following three patches are experimented with:

1. c2 patch1: Vertices at (l1 + 2 , l2 + 2), (l1 + 2 , t2 - 2),
(t1 - 2 , t2 - 2), and (t1 - 2 , l2 + 2)

2. c2 patch2: Vertices at (l1 , l2), (l1 , t2), (t1 , t2), and (t1 ,
l2)

3. c2 patch3: Vertices at (l1 - 5 , l2 - 5), (l1 - 5 , t2 + 5), (t1

+ 5 , t2 + 5), and (t1 + 5 , l2 - 5)

These three patches are used to run the Seg c2dice model
and the regional metrics (ETB and TBrDTW) are observed to
be better for the third patch.

All regional metrics, calculated on validation set, are tabu-
lated in Table 1 and the final selected patches are illustrated in
Figure 4.

Table 1: Mean ± standard deviation (in pixels) of global and
regional evaluation metrics for different patches considered for
C1 and C2

Metric c1 patch1 c1 patch2 Metric c2 patch1 c2 patch2 c2 patch3

C1DTW 1.02± 0.16 1.02± 0.15 C2DTW 1.24± 0.18 1.23± 0.19 1.19± 0.18

EVEL 1.51± 0.83 1.91± 0.89 ETB 3.36± 3.41 3.09± 3.05 2.49± 1.48

VELrDTW 1.18± 0.37 1.28± 0.42 TBrDTW 1.55± 0.92 1.45± 0.77 1.34± 0.74

Figure 4: Selected patches for regional loss estimation for con-
tour 1 (a) and contour2 (b) respectively
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Table 2: Mean ± standard deviation of global and regional metrics (in pixels) for different models. Seg c1BCE, Seg c2BCE and
Seg c12BCE are based on regional BCE loss, whereas Seg c1dice, Seg c2dice and Seg c12dice are regional dice loss based models.

Model name SegNet Seg c1BCE Seg c2BCE Seg c12BCE Seg c1dice Seg c2dice Seg c12dice
Global loss Global loss + Regional BCE Global loss + Regional dice

Loss gBCE gBCE + VELrBCE gBCE + TBrBCE gBCE + VELrBCE
+ TBrBCE

gBCE + VELrdice gBCE + TBrdice gBCE + VELrdice
+ TBrdice

C1DTW Global
metrics

1.07± 0.81 1.01± 0.17 1.04± 0.16 1.02± 0.17 1.02± 0.16 1.04± 0.16 1.02± 0.15

C2DTW 1.25± 0.73 1.22± 0.19 1.19± 0.19 1.18± 0.18 1.21± 0.19 1.18± 0.19 1.18± 0.19

EVEL
Regional
metrics

2.34± 1.76 1.84± 1.03 2.13± 1.04 1.95± 1.06 1.56± 0.90 2.07± 1.05 1.54± 0.97

VELrDTW 1.50± 1.27 1.19± 0.39 1.37± 0.40 1.22± 0.40 1.13± 0.35 1.28± 0.41 1.12± 0.36

ETB 2.84± 3.18 2.82± 2.37 2.60± 2.49 2.56± 1.96 2.67± 2.54 2.56± 2.51 2.43± 2.35

TBrDTW 1.76± 0.95 1.58± 1.04 1.32± 0.65 1.29± 0.38 1.40± 0.64 1.29± 0.62 1.27± 0.60

Loss estimation
Let C1 regional loss be denoted as VELrloss and C2 regional
loss as TBrloss. BCE loss in patch region for C1 and C2 is
denoted as VELrBCE and TBrBCE respectively. Similarly, re-
gional dice loss in these regions is denoted as VELrdice and
TBrdice. For both the types of regional losses (dice and BCE),
three models are considered. The first model considers only
VELrloss along with the global loss, and the second one con-
siders sum of global loss and TBrloss. The last model combines
both regional losses with the global loss. The combinations of
loss for each model are illustrated in Table 2.
4.2. Results
As explained in the previous subsections, six different models
have been used for experiments (three for regional BCE loss
and three for regional dice loss). Seg c1BCE and Seg c1dice
models consider the sum of gBCE and VELrloss for optimiza-
tion. Similarly, the sum of gBCE and TBrloss is considered
for models Seg c2BCE and Seg c2dice. The combined models
(Seg c12BCE and Seg c12dice) use both VELrloss and TBrloss
along with gBCE. The average ± standard deviation values of
global metrics (C1DTW and C2DTW), as well as, the regional
metrics (EVEL, VELrDTW, ETB and TBrDTW) have been re-
ported in Table 2 for the baseline model (which does not con-
sider any regional loss) as well as, the six proposed models. It
is observed that C3DTW values, for all models, have a range
similar to the baseline model.

All models show significant improvement in metrics over
the baseline model. Regional dice loss based models perform
better than the corresponding BCE loss based models. The
Seg c12dice model gives the best performance for both C1 and
C2, based on regional metrics. Global DTW also improves for
this model. On the test set, EVEL and VELrDTW improve by
34.2% and 25.3% respectively, as illustrated in Table 2. ETB
decreases by 14.4% and TBrDTW improves by 27.8%.

Adding weights to regional loss
As the best performance is observed for a dice loss based model
that considers both C1 and C2 regional losses simultaneously,
we use a similar setup for our next experiments. Instead of di-
rectly adding regional loss to the global loss, we add weighted
regional losses:

C1loss = C1BCE + w1*VELrdice, w1 = 0.4, 0.6, 0.8, 1, 1.2
C2loss = C2BCE + w2*TBrdice, w2 = 0.4, 0.6, 0.8, 1, 1.2
Total loss = C1loss + C2loss + C3BCE

A total of 25 models are trained with these combinations of
weights. The regional metrics are evaluated on the validation
data for all models to compare them. It is seen that models
show better performance when the weight for regional loss is

lower than 1. This is probably because if regional loss is given
more weight than global loss, predictions in other regions of the
contour (which are not considered in the patch) may be affected.
The best regional metrics are observed for both C1 and C2 when
weight w1 is 0.8 and w2 is 0.6. For this model, EVEL is ob-
served to improve by 37.2% and VELrDTW by 25.3 % over the
baseline SegNet model. ETB and TBrDTW show an improve-
ment of 23.9% and 28.4% respectively. Global C1DTW also
decreases by 11.2% and C2DTW by 5.6% for this model.

Figure 5 shows improvement of predictions in the C1 VEL
region using the best model (b and d) over the predictions using
baseline model on the respective frames (a and c). Improvement
is also seen in C2 TB region using this model in Figure 5 (h)
over baseline (g). 5 (e) shows that the baseline model predicted
contour sometimes goes into the tissue in the TB region. This
problem is not observed in the new predictions (f).

Figure 5: Global loss based model predictions (a, c, e, g) and
corresponding predictions using proposed model (b, d, f, h)

5. Conclusion
In this work, we propose an air tissue boundary (ATB) seg-
mentation scheme using regional loss for real-time MRI videos.
Previous works on ATB segmentation have always been based
on a global binary cross entropy (BCE) loss. But it has been
seen in [20] that errors in predictions occur largely in two par-
ticular regions - C1 velum region and C2 tongue base region.
So this work proposes the introduction of regional losses along
with the global loss to rectify such regional errors in predic-
tion. The proposed methods show improvement in regional and
global evaluation metrics, and also show refinement in predic-
tion upon visual inspection. In our future work, we will try to
further improve ATB segmentation by using phonetic informa-
tion regarding the frames. We will also experiment on semi-
supervised approaches for ATB prediction. Further, we will ob-
serve the performance of improved ATBs, predicted using our
proposed method, in different applications.
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