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Abstract

The goal of single-channel source separation is to produce an
accurate estimation of multiple sources given a mixture where
these sources overlap. In this paper, we propose a new archi-
tecture to do this called the quasi-dual-path network (QDPN).
The main difference to previous methods which mostly use the
dual-path approach is to have the advantages of the dual-path
approach like the short-term and long-term pattern recognition
without the disadvantages of the dual-path approach like the
doubling of the input size. Since the input size of the QDPN
is considerably smaller than the input size of the dual-path ap-
proach, it enables us to turn up the hyperparameters for more
accuracy.

On the WSJ02-Mix benchmark, the QDPN achieves a
scale-invariant signal-to-noise ratio of 23.6 dB and on the
WHAMR! benchmark, the QDPN reaches a scale-invariant
signal-to-noise ratio of 14.4 dB.

Index Terms: speech separation, source separation, single-
channel, time domain, deep learning

1. Introduction

Blind source separation, also known as the cocktail party prob-
lem [1, 2], aims to estimate the sources out of a given mixture.
For many speech processing tasks such as automatic speech
recognition, hearing devices and audio production, source sep-
aration is a necessary or useful preprocessing step [3, 4]. This
is because in real-world scenarios, the inputs are often distorted
due to multiple people speaking at the same time, reverbera-
tion and background noise. More specifically, we will focus on
single-channel source separation, meaning the input audio was
recorded with one microphone.

Formally, the problem of single-channel source separation
is easy to express, as the mixture is just the sum of the sources:

C
z=3s (1)
i=1

Given the mixture & € RP*!, the aim is to recover C
speech signals 51 € RP*! to s¢ € RP*!, with D being the
sequence length.

In this paper we will introduce a new approach for single-
channel speech separation called the quasi-dual-path network
(QDPN). The QDPN consists of a new architecture replacing
the dual-path architecture used by most previous recent sepa-
ration methods [5, 6, 7, 8]. The basic concept of the QDPN
is to reproduce what makes the dual-path architecture effective
for source separation without having the downsides of the dual-
path approach. This is shown in Figure 1. The dual-path ap-
proach splits the sequence into chunks and stacks them on top
of each other. However, in order to not lose context between the
chunks, it is necessary for the chunks to overlap, with an over-
lapping factor of 50% being the norm. This almost doubles the
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Figure 1: Comparison between the dual-path and the quasi-
dual-path methods with the original sequence having 12 ele-
ments for simplicity as a reference.

tensor size without adding any information which is very inef-
ficient. We propose the QDPN which corrects this issue. The
QDPN reaches a scale-invariant signal-to-noise ratio improve-
ment (SI-SNRi) of 23.6 dB on the WSJ0-2Mix and 14.4 dB on
the WHAMR!.

2. Related Work

Like many other problem areas within the realm of pattern
recognition, recent single-channel source separation methods
rely on neural networks. Initially, these methods used the short-
time Fourier transform (STFT) as their frontend, operated on the
magnitude, and finally used the corrected magnitude along with
the original mixture’s phase information to produce the estima-
tions [9, 10]. However, as this decouples phase and magnitude
information and does not even correct phase information, time-
domain based methods have been found to be more effective
[11,12].

One of the first and most influential time-domain methods
is the TasNet [12]. It consists of an encoder, mask estimator and
decoder. The mixture is fed into the encoder, usually a convo-
lutional layer, which effectively replaces the STFT without de-
coupling phase and magnitude information. Next, the encoded
mixture is processed by sequence sensitive layers like recurrent
neural networks (RNN), temporal convolutional layers (TCN)
[13] and Transformers [14]. These calculate C' masks and then
multiply these masks with the encoded mixture. Finally, a de-
coder, usually a transposed convolutional layer, returns the C'
estimations.
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Figure 2: The QDPN architecture (A) with the TCN block architecture (B) and the Transformer architecture (C).

One important addition to the TasNet architecture was the
dual-path approach [5]. This splits the sequence into overlap-
ping chunks and stacks these chunks on top of each other. One
problem of audio source separation is the length of the sequence
which makes it difficult to use RNNs or Transformers. The
dual-path approach solves this problem by effectively turning
one long sequence into two shorter sequences. The first se-
quence is the sequence inside the chunks, which is typically
referred to as intra-processing. This sequence captures the pat-
terns of neighbouring values in reference to the original se-
quence, as is shown in Figure 1. The inter-processing is the
sequence across the chunks, which is meant to capture long-
term patterns. Even now, most recent and best performing sep-
aration methods are based on both the TasNet and the dual-path
approach [6, 7, 8].

There are three recent methods that achieve high accuracy
and are relevant for our approach. These are Wavesplit [15],
SepFormer [7] and Sandglasset [8]. Both the SepFormer and
the Sandglasset use the dual-path approach as well as mask es-
timation while Wavesplit uses neither. All of them are based in
the time-domain.

While there are many factors which contribute to the accu-
racy the Wavesplit attains, the main cause we identified in our
experiments is to apply a deep TCN to the entire sequence. Not
using mask estimation also increases accuracy, however this is
only a slight improvement.

For the SepFormer, using a lot of Transformers for the sep-
aration is the main reason for its accuracy. This is enabled by
downsampling the input. Downsampling is necessary because
Transformers have quadratic complexity in relation to their in-
put size which makes them difficult to use with the full resolu-
tion audio on current hardware. However, using conventional
down- and upsampling methods is not adequate and will cause
a significant drop in accuracy. The SepFormer solves this by
using convolutional layers for the up- and downsampling and
setting the kernel size to twice the stride factor which presum-
ably results in offsetting the lost sequential information into the
channel dimension where it can be reconstructed later.

The Sandglasset uses both RNNs and Transformers for the
separation. It uses RNNs for the intra-processing and Trans-
formers for the inter-processing. However, downsampling is
again used before the Transformers. While Transformers are
very effective for speech separation, they have to be combined
with downsampling on current hardware for speech separation.
Although this is not a problem for the inter-processing, it is
a disadvantage for the intra-processing because the context of
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each neighboring sample is lost. That is why Sandglasset only
uses Transformers with downsampling for the inter-processing
and RNNs without downsampling for the intra-processing.

To summarize, Transformers should be used with down-
sampling for the inter-processing. Transformers might also be
the most effective method for intra-processing, but cannot be
used repeatedly without downsampling which is why they cur-
rently should not be used for intra-processing. The Wavesplit
displayed the effectiveness of TCNs. And while the Wavesplit
technically does not use the dual-path approach, it is essentially
doing intra-processing with the TCN. Therefore, using TCNs
for intra-processing and Transformers with downsampling for
inter-processing seems like the optimal combination based on
current understanding of speech separation.

3. QDPN description

The QDPN is using neither mask estimation nor the normal
dual-path architecture. Instead, estimations are calculated di-
rectly and a quasi-dual-path approach is used. For the intra-
processing, a deep TCN is used just like in [15].

The inter-processing is using downsampling and Trans-
formers. A simplified version of this is shown in Figure 1. The
big advantage of the QDPN inter-processing is its efficiency.
For the dual-path approach, the tensor size almost doubles dur-
ing both intra- and inter-processing. For the QDPN, the tensor
size stays the same during intra- and decreases by the down-
sampling factor during the inter-processing. The idea here is
that the inter-processing step of the conventional dual-path ap-
proach is doing a lot of meaningless work. Since the goal of the
inter-processing step is to capture long-term patterns, it should
be sufficient to only do it once instead of doing it as many as
times as the chosen chunk size. For example, in Figure 1, the
chunk size of the dual-path approach is 4, meaning there are
also 4 sequences where inter-processing is applied. These 4
sequences are (1, 3, 5,7, 9), (2, 4, 6, 8, 10), (3,5, 7,9, 11)
and (4, 6, 8, 10, 12). However, in terms of long-term pattern
recognition, these 4 sequences are representing very similar in-
formation. To summarize, the conventional dual-path method
does unnecessary work during the inter-processing step.

The architecture of the QDPN is shown in Figure 2. We
will now explain the process of the QDPN while describing the
shape of the tensor for each step.



3.1. Encoder

The first step of the QDPN is the chunking. The mixture
x € RP*! with D being the sequence length is turned into
M chunks with a 50% overlap. This results in ' € RT*M
with M being the window length and 7" = (2D /M) — 1. Next,
a convolutional layer with ReL.U activation is used to create

x®NC = ReLU(ConvlD(z')) 2)

where £ZNC ¢ RT*E with F being the number of chan-

nels of the convolutional layer. This output, =N is used as
the basis of the separation blocks. Since the rest of the QDPN
is repeated K times, K estimations are calculated and used to
train the neural network, similar to what was proposed in [16].

3.2. Separation blocks

The first step of the separation block is to do the intra-
processing by applying a TCN. The TCN blocks are shown in
Figure 2 and consist of a dilated convolutional layer, a PReLU
layer, a group normalization layer and a residual connection.
The TCN blocks are repeated Z times with the dilation factor
W increasing exponentially from 1,2,4,8... to 221, The over-
all shape of the tensor does not change during the TCN process-
ing, meaning

:ETCN _ TCN(LEENC) + .'L‘ENC (3)

where £TCN ¢ RT*E Note, that £Z™N € is only the input
of the TCN in the first block. In every other block, the output
of the previous block serves as the input of the next block as is
shown in Figure 2.

The next step is the quasi-inter-processing. First, a convolu-
tional layer is used to downsample 27 ™ by choosing a stride
factor F' greater than 1. A kernel size G where G = 2F is
used for both the downsampling and upsampling layers. The
Transformers, just like the TCN, do not change the shape of the
tensor. Meaning the first step for the quasi-inter-processing is
the downsampling step

POWN — C’om)lD(a:TCN) )

where £POWN ¢ RV*¥ with V = T/F. The second
step is the Transformers which are repeated P times and also
shown in Figure 2. The architecture of the Transformer is the
same as in [7]. First, positional encoding [14] is added to the in-
put. Next, layer normalization and multi-head attention (MHA)
is applied along with a residual connection. The second half of
the Transformers consists of a layer normalization and two lin-
ear layers followed by another residual connection. The results
of the P Transformers is

mFORMER DOWN)

(5)

where & € RV*Z_ Finally, a transposed convo-
lutional layer with the same stride factor and kernel size as the
previous downsampling layer is used for the upsampling and
added to the output of the TCN

= Transformers(x
FORMER

U

TCN
xr

FORMER
(= )

P_ TransposedConvlD +x 6)

where zUF € RT*F. Note that T is not an even number,

meaning the upsampling layer actually returns a tensor with the
shape (T'+ 1) x E instead of T' x E. This is fixed by splitting
the tensor into the correct shape before adding it to 27 ™.
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3.3. Decoder

The final steps to create the C' estimations are applying PReLU,
fixing the number of channels to U = M - C using a convolu-
tional layer, splitting the output into C' tensors and overlapping
and adding each of them to create the estimation waveforms.
Meaning

xPRE — ConvlD(PReLU (z"")) (7
where &P FF ¢ RT*V and
xPEC = OverlapAndAdd(mPRE) 8)

where PFC€ ¢ RP*C. The separation blocks and de-
coder are repeated K times, meaning K sets of estimations con-
taining C' sources are produced. Ultimately, for inference only
the last estimations are important, however calculating intermit-
tent estimations does increase accuracy which was first shown
in [16] and confirmed by our experiments.

4. Experiments
4.1. Datasets

In order to evaluate our speech separation system, we test it
on the WSJ0-2Mix [10] and the WHAMR! [17] datasets. The
WSJO0-2Mix is a two speaker separation dataset where two ut-
terances are mixed together at random signal-to-noise ratios
(SNR) between O dB and 5 dB. The WHAMR! dataset is also
a two speaker separation dataset, but it contains reverberation
and background noise. Both datasets use the WSJO corpus [18]
as their source for the utterances. They contain 30 hours of
training, 10 hours of validation and 5 hours of evaluation data.
There are 100 different speakers, 49 being male and 51 being fe-
male. The evaluation datasets only include speakers which are
not used in the training and validation datasets. We train and
evaluate our model on waveforms with a length of 4 seconds
and a sampling rate of 8000 Hz.

Dynamic mixing (DM) [15] is used for data augmentation
which keeps randomly mixing two utterances together at run-
time between random SNRs of 0 dB and 5dB. As was proposed
in [8], utterances of the same speaker are also mixed together
during dynamic mixing to help separate mixtures with similar
voices. Additionally, the speed of the utterances is randomly
adjusted between 95%, 100% and 105% like in [7].

4.2. Experiment configurations

We will now describe the hyperparameters of the QDPN. The
window length M is set to 4. The filter size E is 256 and the
kernel size of the TCN is set to 7. The entire separation block is
repeated 4 times, meaning K = 4, while the Transformers are
repeated 4 times each block, meaning P = 4. The downsam-
pling factor F' is set to 8 and the kernel size of the down- and
upsampling layers G is set to 16. Note that the downsampling
factor is not particularly high at 8. We did test a number of dif-
ferent downsampling factors and even added higher downsam-
pling factors on top of lower downsampling factors for inter-
processing, but the results in terms of separation accuracy were
the best during a downsampling factor of 8.

The multi-head attention layer utilizes 8 parallel heads. The
group size for the group normalization in the TCN is set to 1.
The linear layers have have 1024 and 256 units.

The scale-invariant signal-to-noise ratio (SI-SNR) [19] is
the training objective for the QDPN. The SI-SNR is defined as
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with § € RP*! being the estimation of the source and
s € RP*! being the clean source. Since the estimations might
not be in the same order as the sources, utterance-level permu-
tation invariant training (uPIT) [20, 21] is used to maximise the
SI-SNR by calculating all permutations and choosing the per-
mutation with the highest SI-SNR. The final loss is the average
of the K losses which are calculated for each estimation set with
clipping set to 30 dB as was proposed in [15].

The learning rate is set to le~> and the Adam algorithm
[22] is used for optimization. We train for a total of 150 epochs
while halving the learning rate after the first 100 epochs if the
SI-SNR of the validation dataset has not improved for 3 epochs
in a row. Gradient clipping is used with a maximum L2 norm
of 5.

4.3. Results

Table 1: Model size and SI-SNR improvements (dB) on WSJO-
2Mix and WHAMR)! datasets.

Model SI-SNRi (dB)

Method size WSJ0-2Mix | WHAMR!
Conv-TasNet [23] 5.1M 15.3 8.3
DPRNN [5] 2.6M 18.8 10.3
MulCat [16] 7.5M 20.1 12.2
DPTNet [6] 2. TM 20.2 -
Sandglasset [8] 2.3M 21.0 -
DPTNet-SRSSN [24] | 5.7M 21.2 12.3
Wavesplit [15] - 21.0 12.0
Wavesplit + DM [15] - 22.2 13.2
SepFormer [7] 26M 20.4 13.7
SepFormer + DM [7] 26M 22.3 14.0
QDPN 200M 22.1 13.1
QDPN + DM 200M 23.6 144

Table 1 shows the results of the QDPN on the WSJ02-
Mix and WHAMR! benchmarks. The QDPN achieves 23.6
dB SI-SNRi on the WSJ0-2Mix and 14.4 dB SI-SNRi on the
WHAMR! dataset. Note, however, that the model size of the
QDPN is also considerably bigger than other separation meth-
ods. This is mostly a result of being able to turn up hyperpa-
rameters due to the freed up resources because the dual-path
approach is not used. Since the QDPN does not use RNNG, it is
highly parallelized and almost scales linearly with the channel
dimension E in terms of speed and model size. By lowering
E, it is possible to significantly lower model size and increase
speed while only losing a bit of accuracy.

Figure 3 compares the inference speed and accuracy of re-
cent speech separation methods. As only the SepFormer’s code
is publicly avaible, the speeds of the other methods are mea-
sured using our reconstruction of them. For the QDPN, we show
two versions: the QDPN256 where E = 256 and the QDPN128
where ¥ = 128. Note that the QDPN128 has less than half the
parameters of the QDPN256 while being almost twice as fast
and only slightly less accurate. The QDPN128 is competitive
in terms of speed with the Sandglasset and SepFormer while
outperforming both of them in terms of accuracy.

5356

DPN256
22.0 £
m
e 21.5
c 21.
g ;Q:I)PN’IZS l
t it
E 21.0 ,Sandglasse Wavespli
=)
» 205 SepFormer
=
§ 20.0
g
5 19.5
) LQDPRNN
19.0 _DPRNN
80 100 120 140 160 180

Inference speed given a 4 second mixture in ms

Figure 3: Comparison between inference speed without mixed
precision on an RTX A4000 and separation accuracy of recent
speech separation methods. The batch size is set to 1. The
accuracy shown does not include dynamic mixing, although
the Sandglasset technically does use some data augmentation,
meaning its accuracy might be slightly inflated.

In Figure 3 we also show the speed and accuracy of the QD-
PRNN. The QDPRNN is mostly the same as the DPRNN except
for the inter-processing. To show that the conventional dual-
path method is doing unnecessary work during inter-processing,
we added the same down- and upsampling system as the QDPN
to it in order to test both speed and accuracy. While the origi-
nal DPRNN reaches an SI-SNRi of 18.8 dB and takes 130 ms
to separate a 4 second mixture, the QDPRNN with a downsam-
pling factor of 8 for inter-processing reaches an SI-SNRi of 19.1
dB and takes 75 ms to separate a 4 second mixture. The slight
increase in accuracy is likely caused by the convolutional up-
and downsampling layers adding more complexity to the neural
network. Using a downsampling factor greater than 8§ is un-
necessary in this case as it will actually slow down due to the
convolutional up- and downsampling layers taking more time.

This shows that even while utilizing the dual-path approach,
using the full resolution during inter-processing is unnecessary
and inefficient.

5. Conclusions

To summarize, we propose a new neural network architecture
for single-channel source separation which improves on the
dual-path approach most current separation methods are based
on. While the dual-path approach is useful for reducing se-
quence length, it also causes the tensor size to double with
redundant information. The quasi-dual-path approach, how-
ever, keeps tensor size consistent during intra-processing and
reduces tensor size during inter-processing. This improvement
in efficiency ultimately allows for greater separation accuracy,
as it enables the increase of hyperparameters. However, even
if the dual-path approach is used in future work due to se-
quence length constraints, previous research [8] and our own
experiments suggest that using the full resolution during inter-
processing is unnecessary and downsampling should be used.

For our future work, we plan on testing the improvements
proposed in [25] by adding them to our architecture which
should increase separation accuracy even further.
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