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Abstract
This paper proposes a frame filtering mechanism (FFM) to ac-
celerate inference speed for speech recognition. The FFM con-
sists of three parts: one frame invalid indicator distinguishing
whether the frame is invalid or not, one filtering strategy remov-
ing invalid frames, and one extractor attention block recalling
useful information from filtered frames. The feature sequence
will become shorter after FFM block. As a result, the inference
is accelerated. Compared to other downsampling approaches
on LibriSpeech, our method can achieve best WER with lowest
RTF. Experiments on Aishell-1 show that our approach reduces
the sequence length by up to 73% and achieves 21.1%–34.5%
relative RTF reduction with relative WER increasing no more
than 5.8%.
Index Terms: Speech recognition, end-to-end, inference accel-
eration, FFM

1. Introduction
In recent years, end-to-end ASR has received great attention
in both academic and industrial communities. A series of
technologies have been proposed, such as connectionist tem-
poral classification (CTC) [1, 2, 3], recurrent neural network
transducer (RNN-T) [4, 5], attention based encoder-decoder
(AED) [6, 7] and hybrid CTC/attention [8, 9, 10, 11] alongside
with a variety of neural network structures, e.g., LSTM [12],
Transformer [13, 14, 15] and Conformer [16, 11, 17], show-
ing promising performance. The Conformer block, which com-
bines convolution neural networks and transformers to model
both local and global dependencies of an audio sequence, has
recently become the core block of a large number of end-to-
end encoder models. However, the Conformer and Transformer
suffer from efficiency problems, thus limiting their applications
in production. The time complexity of self-attention can reach
O(T 2), while the feed-forward module O(T ) and convolution
module O(T ) with T being the sequence length. Therefore,
ruducing computation time is essential, especially for decode-
ing long utterances.

A lot of works have been attempted to solve the efficiency.
By exploring the low-rank property in self-attention, Linformer
[18] reduces the number of key elements through a linear pro-
jection on the size dimensiton. For ASR task, Emformer [19]
converts a long-range history context into an augmentation
memory bank. These works simplify the calculation of self-
attention and reduce the calculation effectively. However, for
ASR task, the redundancy within speech signals has been ig-
nored. As we know, the speech signals are highly structured
and there are redundant frames that are less important for recog-
nition. In [20, 17], a prob-sparse self-attention is introduced
to Conformer to introduce sparsity into the computing process
of self-attention by removing redundant computations. How-

ever, the redundancy analysis is only applied to self-attention,
and there is no further analysis of the role of redundancy in the
whole computation. In [21], convolution downsampling module
and multi-head self-attention downsampling module are pro-
posed to reduce the sequence length. However, the two down-
sampling modules are implemented by using a fixed-length
stride without distinguishing between different frames.

In this paper, FFM is proposed, which can reduce the com-
putation by removing the redundant frames. The FFM is in-
spired by the work [22], which utilizes CTC outputs to shorten
the acoustic sequence. CTC has the conditional independence
assumption [1]. Its output is usually a series of spikes sepa-
rated by blanks. Hence we draw two assumptions. First, the
frames corresponding to the spikes have sufficient information
to distinguish labels, which are defined as valid frames. Sec-
ond, frames labled as blank have high probability redundant to
recognition, which named invalid frames. By ignoring invalid
frames, the sequence length is reduced, and then the model in-
ference process can be accelerated.

The proposed method is evaluated on LibriSpeech [23] and
Aishell-1 [24] datasets. Compared with other downsampling
approaches on LibriSpeech, the FFM shows better results in
WER and RTF (real time factor). Experiments on Aishell-1
dataset show that the FFM facilitates the acceleration of infer-
ence speed. The FFM can reduce the sequence length by up to
73%. While significantly reducing RTF, there are only slight
changes in WER. Compared with the model without FFM,
our approach can achieve 21.1%–34.5% relative RTF reduction
with relative WER increasing no more than 5.8%. In order to
enhance the understanding of the FFM, we carefully study the
effects of hyperparameters. The experimental results show that
the FFM can trade off between WER and RTF through parame-
ters.

The rest of this paper is organized as follow. Section 2 de-
scribes the FFM explored in the paper. After presenting our
experiments in Section 3, we conclude this paper in Section 4.

2. FFM
The FFM can be embedded within Conformer blocks in en-
coder, as illustrated in Fig.1. We split Conformer blocks into
two groups, one group with N blocks and the other with M
blocks, and insert the FFM between them. The group with N
Conformer blocks and the layers beneath it form a group named
Encoder I. The other group is named Encoder II. The Encoder
I, the FFM and the Encoder II form the full encoder, which is
then used in hybrid CTC/attention model as illustrated in Fig.4.
The FFM is composed of three parts, a frame invalid indicator,
a filtering strategy, and an extractor attention block, as shown
in Fig.3. Section 2.1, 2.2 and 2.3 introduce these three parts re-
spectively. Finally, Section 2.4 describes how to train the model
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Figure 1: FFM Encoder Figure 2: Extractor block

with the FFM.

2.1. Frame Invalid Indicator

The CTC indicator is used to distinguish whether the frames
are invalid or not for Encoder II to process. It is just like a
CTC decoder. When training, the CTC loss is used. And when
forward to next block, the output value is the CTC decoder’s
blank score, which will be compared with a given threshold to
decide frame filtering or not, to see details in Section 2.2. The
training method of the indicator is described in Section 2.4.

2.2. Filtering strategy

The filtering strategy is used to decide which frames should be
passed to the Encoder II. After passing through the CTC indi-
cator, the blank probabilities of all frames are obtained. After
comparing to a given threshold, the valid frames are selected.
If the blank probability of one frame is less than the threshold,
the frame is considered as a valid frame. Otherwise, the frame
should be treated as an invalid frame. Regarding that the frames
passing through the full Encoder may be used for CTC and at-
tention hybrid decoder, the filter’s output sequence should still
contain blank frames to work with CTC criterion. By using ad-
jacent invalid frames between valid frames, FFM thus satisfies
this requirement easily. The neighboring blank frames also con-
serve more information close to valid ones for help.

Algorithm 1 shows the full filtering strategy. It takes five
parameters as inputs and outputs the filtered frames. X =
{X1, X2, . . . , XL} represents the input sequence frames, and
L is the length of X . θ, n and S are hyperparameters to control
the strategy. θ is used to compare to the blank probability for
each frame. n is an integer to measure the distance of speci-
fied frame to the valid frame. S is used to decide which side
of the adjacent frames to accept, and is limited to left, right
and all. Ω is initialized with empty in line 2, which is imple-

Figure 3: FFM block Figure 4: Hybrid model

Algorithm 1 Indicator and Filtering
1: Proceduer Filtering(X , L, θ, n, S)
2: Ω← ∅
3: P = indicator output blank score(X)
4: for l = 1 ... L do
5: if Pl < θ then
6: if S == left or S == all then
7: for j in l − n . . . l − 1 do
8: if Xj not in Ω then
9: Ω = Ω ∪ {Xj}
10: Ω = Ω ∪ {Xl}
11: if S == right or S == all then
12: Ω = Ω ∪ {Xl+1 . . . Xl+n}
13: return Ω

mented as a set that accepts filtered frames. In line 3, the in-
put frames X are first set forward to the indicator described in
Section 2.1 to get the blank probabilities P of each frame, and
P = {P1, P2, . . . , PL}. Line 4-15 are the main steps of the
strategy. First, the blank probability of each frame Pl is used
to compare with the threshold θ. If the probability is less than
θ, the frame is judged as valid frame. The algorithm stores the
valid frame and the invalid frames which are n step adjacent to
the valid frame in S side to Ω. When n is zero, no adjacent
invalid frame is stored. Finally, the algorithm returns Ω to the
next block.

Fig.3 shows the forward process of FFM. First, the input
frames Xe go through the CTC indicator to output the blank
probabilities of all frames. Then valid frames are chosen from
Xe through the filtering strategy, forming the shorten frames
Xf . Finally Xf and Xe go through the extractor attention block
to regenerate the shortened sequence.

2.3. Extractor Attention Block

After Algorithm 1, invalid frames are ignored. However, the ig-
nored frames may have useful information for recognition due
to the classification errors. Thus an extractor block is added to
recall useful information from the ignored frames as much as
possible. The extractor block is the same as Conformer block,
except replacing the multi-head self-attention block with multi-
head encoder decoder attention block, as illustrated in Fig.2 The
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extractor consists of 4 parts, a feed-forward module (FFN), a
multi-head encoder decoder attention (MHEDA), a convolution
module (Conv), and a second feed-forward module (FFN2) fol-
lowed by a final layernorm in the end. Mathematically, for input
Xe and Xf , the output of the extractor Ye is:

Xffn = Xf +
1

2
FFN(Xf ) (1)

Xeda = Xffn + MHEDA(Xffn, Xe, Xe) (2)
Xconv = Xeda + Conv(Xeda) (3)

Ye = Layernorm(Xconv +
1

2
FFN2(Xconv)) (4)

and MHEDA is Mutil-Head Attention as following:

Attention(Q,K, V ) = softmax(
QKT

√
dk

)V (5)

MHEDA(Q,K, V ) = Concat(head1, ..., headn)W o

with headi = Attention(QWQ
i ,KWK

i , V WV
i )

(6)

where WQ
i ,WQ

i ,WV
i are projection parameters of self-

attention.

2.4. Two-stage Training

The key of the FFM is the accuracy of the indicator. If the
full Encoder shown in Fig.1 is trained from scratch, the conver-
gence speed of the model may be slow and the accuracy of the
indicator may be poor. Therefore the model is trained in two
stages, first training the indicator described in 2.1 and then the
full model.

In stage one, the hybrid CTC/attention structure of Fig.4 is
used to train the indicator. We use Encoder I as the Encoder,
the CTC indicator as CTC Decoder, and an extra 6-layer Trans-
former decoder as the Attention Decoder. The hybrid loss of
Eq.(7) is used as follow:

Loss = αLind + (1− α)Ldec (7)

where α is a scale hyperparameter, Lind is the CTC loss of
the indicator and Ldec is attention decoder loss. When the loss
degrades slowly, the indicator training is completed.

In stage two, the full model is trained with pa-
rameters of the CTC indicator and Encoder I ini-
tilized from the model of stage one. The hybrid CTC/attention
structure of Fig.4 is used to train the model. The real CTC
Decoder and Attention Decoder are used, with the FFM
Encoder as the Encoder. The FFM, as shown in Fig.3, is
working here to accelerate modeling and decoding speeds. The
model is trained with the hybrid CTC/attention loss added by
the indicator loss as following:

Loss = αLind + βLctc + (1− α− β)Ldec (8)

where Lind is the CTC loss of the CTC indicate, Ldec is the loss
of the Attention Decoder, and Lctc is the loss of CTC decoder.
α and β are two scale hyperparameters.

3. Experiments
3.1. Data

The proposed FFM is evaluated on two datasets, LibriSpeech
and Aishell-1. LibriSpeech has 960 hours training data derived
from the LibriVox project and two subsets of development data

and evaluation data. We mainly compare with other downsam-
pling approaches on LibriSpeech. Aishell-1 consists of about
178 hours data of labeled Mandarin speech data, which is di-
vided into training, development and test sets. The smaller
Aishell-1 is mainly used to evaluate the impact of hyperparam-
eters.

3.2. Experimental Setup

The base model is a hybrid CTC/attention model. The encoder
consists of 2 convolutional layers to do 4-time down-sampling
and 12 Conformer blocks. The decoder has an embedding layer
and 6 Transformer blocks. The Conformer and Transformer
blocks both have the same attention dim 256 with 4 heads and
feed-forward dim 2048. Compared with the base model, our
model only inserts the FFM within the Comformer blocks, and
the full parameters are about 50M. All models are trained in
Wenet toolkit [25]. The input feature of 80-channel filterbanks
is computed from a 25ms window with a stride of 10ms. All
models are trained on 8 Tesla V100 Gpus with batch size 16.

When trained completely, the model is exported and loaded
into C++ program provided by Wenet to calculate RTF, running
in Intel Xeon Gold 5118 CPU@ 2.3GHZ . Therefore the RTF
results have practical significance in production. The WER is
calculated without using a language model by two pass attention
rescoring algorithm proposed in [11].

On LibriSpeech, the kernel size of the convolution in Con-
former is 31. We use 5000 sentence pieces as modeling units.
On Aishell-1, the kernel size of the convolution in Conformer is
15, and a set of 4230 Chinese characters is used as the modeling
units.

3.3. LibriSpeech Experiments

Table 1 shows the results of our model and other downsam-
pling models on LibriSpeech. All models were trained for 120
epochs. The CNN module means normal convolution down-
sampling with kernel 3 and stride 2, followed by a linear pro-
jection layer. The Convolution(Conv) downsampling module
and Multi-head self-attention(Att) downsampling module are
from [21] with stride 2. Here we just used the downsampling
modules without dimension increasing and group attention [21].
The modules including CNN, Conv, ATT and FFM, are inserted
between 6th and 7th Conformer block. The WER and RTF
were calculated. RTFR is used to represent the relative RTF
reduction compared to base model. The sequence length ratio
(SLR) is used to represent the sequences length comparision af-
ter and before the extra module. Table 1 shows that FFM can
get best WER than other downsampling modules with a small-
est RTF. Because our method can effectively distinguish fea-
tures and remove invalid frames, it gets better result than other
downsampling methods implemented by stride. Compared to
the base model, FFM achieves more than 20% relative RTF re-
dution while only increasing WER slightly, 0.11% on test clean
set and 0.33% on test other set.

3.4. Aishell-1 Experiments

3.4.1. Training Strategy and Performance Analysis

Table 2 shows the results of our model and the base model
on Aishell-1 test set. Base denotes the base Conformer model
trained for 280 epochs. B6 denotes our model with FFM placed
between the sixth and the seventh Conformer block. B4 is
placed between the fourth and the fifth Conformer block. B2
is placed between the second and the third Conformer block.
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Table 1: Comparison of FFM and other downsampling models
on LibriSpeech.

model test clean test other
WER RTF RRTF SLR WER RTF RRTF SLR

base 3.3 0.078 - - 8.63 0.08 - -
CNN 3.72 0.067 14.1% 0.5 10.54 0.068 15.0% 0.5
Conv 3.95 0.065 16.7% 0.5 10.53 0.066 17.5% 0.5
Att 3.86 0.065 16.7% 0.5 10.29 0.065 17.5% 0.5

FFM 3.41 0.062 20.5% 0.43 8.96 0.063 21.3% 0.43

The B6, B4 and B2 models are trained using training method
described in Section 2.4, with 100 epochs for stage one train-
ing the indicator and another 180 epochs for stage two training
the full model. WERR is used to represent the relative WER
reduction compared to Base model. The RTF results shown in
Table 2 are the average of 4 times running on CPU for each
model. Compared with the Base model, the lower the position
FFM is placed, the more relative RTF reduction and the worse
the WER. B2 has 34.5% relative RTF reduction with WERR
-5.79%. B4 has a 30.6% relative RTF reduction with WERR
-2.57%. B6 has 21.1% relative RTF reduction with WERR
1.93%, showing a better WER than the Base model. The re-
sult of B6 demonstrates that removing redundant frames does
not necessarily lead to the decline of recognition.

Table 2: Comparison of FFM with base model on Aishell-
1. With additional parameters about 2%, our models achieve
21.1%–34.5% RTF reduction with WERR changing between
1.93% and -5.79%

Model Params WER% WERR RTF RTFR
Base 49M 4.66 - 0.072 -

B6 50M 4.57 1.93% 0.057 21.1%
B4 50M 4.78 -2.57% 0.050 30.6%
B2 50M 4.93 -5.79% 0.048 34.5%

3.4.2. Paramerters Studies

We study the effect of the parameters in Algorithm 1 and show
the results of n and S in Table 3. We use the B6 model to test
parameters. The smaller SLR is, the more redundant frames re-
moved and the faster inference speed. The comparision of B6-0
with other models shows that n = 0 results in a severe decline
of WER compared to Base model. From B6-1 and B6-2 results,
we can infer that the left side or the right side of adjacent frame
may have no difference in recognition. The B6-1 and B6-2 re-
sults also show that we can shorten the sequence lenth to 27.2%
of the initial length, which means the sequence length is reduced
by up to about 73%, with WER changing slightly from 4.66%
to 4.70%. The results of B6-1, B6-2 and B6-3 show that sin-
gle side may result in a smaller SLR than both side with WER
changes slightly, which results in a faster speed. The compari-
sions of n shows that when n = 2, SLR is significantly greater
than n = 1, but WER is closer to n = 1. These comparisions
mean that more than 1 adjacent frames make no progress in
recognition.

Table 4 shows the results of parameter θ. We set n = 1 and
S = all. When the θ changes from 0.99 down to 0.88, the SLR
changes from 0.407 down to 0.381. The observation shows that
the smaller θ is, the smaller SLR is. But the change of WER is
complicated. When θ is 0.92, the best WER is achieved.

Table 3: Parameters n and S studies on Aishell-1

Model θ n S WER(%) SLR
Base - - - 4.66 1
B6-0 0.99 0 - 5.90 0.129
B6-1 0.99 1 left 4.70 0.272
B6-2 0.99 1 right 4.70 0.272
B6-3 0.99 1 all 4.65 0.407
B6-4 0.99 2 left 4.68 0.405
B6-5 0.99 2 right 4.68 0.405
B6-6 0.99 2 all 4.67 0.608

Table 4: Parameter θ studies on Aishell-1

Model θ n S WER(%) SLR
B6-3 0.99 1 all 4.65 0.407
B6-7 0.96 1 all 4.60 0.392
B6-8 0.92 1 all 4.57 0.385
B6-9 0.88 1 all 4.62 0.381

3.4.3. Ablation Study of Extractor Attention Block

Table 5 shows the results of the comparision between with or
without the extractor attention block. We train the model B6-
extractor removing the information block from B6-3 , and com-
pare the result with B6-3 model. Both models use n = 1, θ =
0.99 and S = all. As Table 5 shows, without the extrator at-
tention block the WER increases from 4.65% to 4.73% with
relative RTF reduction of 1.7%. Thus removing extrator atten-
tion block is not a good choice in the tradeoff between WER
and RTF.

Table 5: Ablation study of extractor block on Aishell-1

Model WER(%) SLR RTF
B6-3 4.65 0.407 0.059
B6-e 4.73 0.409 0.058

4. Conclusion
In this work, we introduced the FFM, an mechanism to shorten
the sequence frames for speech recognition. Compared with
other downsampling methods, FFM achieves best WER and
smallest RTF on LibriSpeech. We also studied the parameters of
each component on Aishell-1, and demonstrated that FFM facil-
itates the reduction of RTF significantly. The FFM can achieve
a reduction of 34.5% in RTF while only suffer from an increase
of 5.8% in WER. In future work, we would like to apply FFM
to other ASR models.
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