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Abstract

An attempt was made to clarify the effectiveness of crowd-
sourcing on reducing errors in automatic speaker identification
(ASID). It is possible to efficiently reduce errors by manually
revalidating the unreliable results given by ASID systems. Ide-
ally, errors should be corrected appropriately, and correct an-
swers should not be miscorrected. In addition, a low false ac-
ceptance rate is desirable in authentication, but a high false re-
jection rate should be avoided from a usability viewpoint. It,
however, is not certain that humans can achieve such an ideal
SID, and in the case of crowdsourcing, the existence of ma-
licious workers cannot be ignored. This study, therefore, in-
vestigates whether manual verification of error-prone inputs by
crowd workers can reduce ASID errors and whether the result-
ing corrections are ideal. Experimental investigations on Ama-
zon Mechanical Turk, in which 426 qualified workers identified
256 speech pairs from VoxCeleb data, demonstrated that crowd-
sourced verification can significantly reduce the number of false
acceptances without increasing the number of false rejections
compared to the results from the ASID system.

Index Terms: Amazon Mechanical Turk, crowdsourcing,
speaker identification, human-assisted pattern recognition

1. Introduction

Deep speaker embedding, including x-vector, has significantly
improved the performance of automatic speaker identification
(ASID) [1, 2, 3, 4, 5, 6] and diarization [7, 8] and has become
the standard feature extraction technique [9, 10, 11, 12, 13, 14].

However, since SID is based on machine learning, it is
not realistic to achieve perfect identification robustly against all
possible harmful effects encountered in the use of ASID sys-
tems. In contrast, if errors yielded by the ASID systems can be
corrected manually (e.g., using crowdsourcing), it is expected
to enable early system operation in unknown environments and
reliable and efficient speaker annotation for large corpora.

The feasibility of using crowdsourcing for a manual SID
has been studied [15]. This work clarified that manual SID from
the speech is feasible enough by excluding responses from ma-
licious workers and workers with low SID ability and designing
the user interface (UI) for efficient speaker annotation. Other
findings suggest the potential of crowdsourcing for quality eval-
uation of synthesized speech [16, 17] and emotion estimation
from speech [18, 19]. Crowdsourcing has also been found to be
effective enough for voice annotation tasks, although it is nec-
essary to break down complex tasks into simple ones to avoid
workers’ poor concentration [20].

This study, therefore, attempts to reduce identification er-
rors by crowdsourced verification of speech pairs that are error-
prone for ASID systems (i.e., ASID results are unreliable).
Ideally, crowdsourced verification corrects the errors given by
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ASID systems and does not miscorrect the correct answers. In
addition, SID should minimize the false acceptance rate (FAR)
to ensure reliability in authentication and the false rejection rate
(FRR) to ensure usability. Based on the above discussion, the
present study investigates the following two points regarding
the performance of crowd workers in verifying ASID results: i)
whether the workers can ideally correct errors, and ii) whether
the workers can reduce FAR while minimizing the increase in
FRR. Here, crowd workers are asked to revalidate input speech
pairs that are given low scores by the standard ASID system,
which uses x-vectors for speaker embedding and probabilistic
linear discriminant analysis (PLDA) for scoring.

The three challenges in utilizing crowdsourcing are i) the
need for ensuring the reliability of workers, ii) the need for en-
suring the reliability of responses, and iii) the need for a frame-
work that allows for conducting large-scale and seamless data
collection. To overcome these issues, this study will i) request
validation only to the workers who have passed the qualification
test [15], ii) aggregate responses using majority voting or multi-
annotator competence estimation (MACE) [21], and iii) design
and operate microtasks on Tutti.works', an engine software that
enables large-scale data collection using crowdsourcing.

The two main contributions of this paper are summarized as
follows: i) providing insight into whether and how crowdsourc-
ing reduces errors in the ASID system on a standard dataset for
ASID (e.g., VoxCeleb) and ii) providing insight into practical
ways to improve the reliability of responses collected through
crowdsourcing. The present study’s findings would help build
human-assisted ASID systems and utilize crowdsourcing for
annotating speech data.

The remainder of this paper is organized as follows. Section
2 describes elemental technologies used for this study, such as
the engine software for large-scale crowdsourcing and response
aggregation methods. Section 3 discusses the microtask design
and error tendencies in crowdsourced validation results. Finally,
section 4 concludes this paper.

2. Elemental Technology

This section describes two elemental technologies for this re-
search, such as the engine software for utilizing crowdsourc-
ing and modeling of the strategies that workers adopt when re-
sponding. The former is a technology to enable the efficient use
of crowdsourcing, and the latter aims to improve the reliability
of answers obtained through crowdsourcing.

2.1. Engine software for using large-scale crowdsourcing

This study utilized Tutti.works, which we originally developed,
to design a User Interface (UI) for crowdsourcing microtasks.

Uhttps://www.tutti.ai/
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Tutti.works is a microtasking engine software that facilitates
web UI design for outsourcing annotation work as microtasks.
When crowdsourcing annotation work on a large scale, many
system implementations are often required, such as a mecha-
nism for distributing different data according to conditions, and
collecting responses from many workers on the same UI.

This implies that a great deal of time and effort is required
to complete the experiment. Tutti.works, on the other hand,
eliminates the need to worry about anything other than the data
to be annotated, thus significantly reducing the time required
for the experiment.

There are three advantages of using Tutti.works. First, since
the engine provides Ul templates with the function to load dif-
ferent data, the requester is allowed to roughly complete the
preparation of data collection with only minor changes to the
UI design and uploading the data. Second, since the engine
provides the function to design a flow chart for multiple types
of UI, the requester can create complex tasks easily within the
same micro-task, such as repeatedly labeling on the same UI or
different UIs depending on conditions. Finally, since the engine
provides the function to assign tasks to workers automatically
enables appropriate microtask outsourcing according to the tar-
get number of responses collected for each data to be presented.

2.2. Aggregation of responses from multiple workers

Crowdsourcing-based annotation often uses majority voting of
responses obtained from multiple workers to ensure the relia-
bility of the final class labels. This study uses not only majority
voting of responses but also MACE, which estimates the actual
class label while estimating the worker’s ability and suitability
for annotation. Although MACE was initially designed for lin-
guistic annotation, it has been shown to be highly effective in
acoustic annotation as well [22].

MACE assumes the following generative process for crowd
workers’ responses. The true value (e.g., class index) 75 for a
task ¢ is generated from a uniform distribution. The binary vari-
able S;;, which indicates whether a given crowd worker j re-
sponds to the task 7 in good faith, is calculated from a Bernoulli
distribution with a parameter 6; for each crowd worker. Here,
when a crowd worker responds faithfully (S;; 0), the
worker’s response A;; is assumed to be equal to the actual
value T;. Also, if the crowd worker is not responding faith-
fully (S;; = 1), the worker’s response A;; is independent of
the actual value 7;. It is generated from a multinomial distribu-
tion with parameter £;. In this case, the worker’s answer A;; is
observable, but T; and S;; are not. In addition, 6; represents the
reliability of the crowd worker j, and £; describes the behavior
of the crowd worker j when he/she gives dishonest responses.

Let NV be the number of tasks to be requested, and M be
the number of crowd workers who responded. In this case, 6;
and &; can be obtained by maximizing the following likelihood
function using a variational EM algorithm:
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Using the estimated 6; and ¢;, the posterior probability P;; that
the task ¢ is labeled [ is calculated as:

M
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where L denotes the number of response labels for a task and
G denotes a function that takes one when A;; = [ and zero
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otherwise. The label that maximizes P;; is presumed to be the
actual value of the task.

3. Speaker Verification Experiment Using
Crowdsourcing

Experimental investigations were conducted using VoxCelebl
and VoxCeleb2 corpora [23] on the potential of crowdsourcing
for reducing SID errors by manually verifying error-prone voice
pairs in the ASID system.

3.1. Speech materials

VoxCelebl and VoxCeleb2 consist of a training dataset (train)
and an evaluation dataset (test). In this experiment, VoxCelebl
(train) and VoxCeleb2 (train and test) were used to build the
ASID system, and VoxCelebl1 (test) was used for evaluation and
verification using crowdsourcing.

3.2. ASID system

The ASID system used in the experiments was created using
Kaldi’s recipe’: x-vectors embedded with speaker information
using a time-delay neural network (TDNN) were used as feature
vectors, and PLDA [24] was used to calculate the similarity of
the input speech pairs [10]. The training data was augmented
with musan data [25].

3.3. Crowdsourcing-based verification of SID results

This subsection provides an overview of the SID tasks requested
to the crowd workers and their design and then describes the
process of aggregating the responses obtained from the crowd
workers to improve the reliability of the SID.

3.3.1. Overview of microtask

Figure 1 shows the screen where the crowd worker works. The
validation results are obtained as follows. A pair of speech ut-
terances was presented to the worker; the workers listened to a
few seconds of audio by clicking the play button correspond-
ing to each voice; and after listening, the worker selected one
of the following: same speaker (Same), possibly same speaker
(Maybe same), possibly different speaker (Maybe not same), or
different speaker (Not same). The user was not allowed to finish
answering until each voice had been played at least once.

The minimum set of tasks requested to the crowd worker
is referred to as “Human Intelligence Task (HIT).” In this ex-
periment, one HIT was defined as the SID for a total of 40
pairs, consisting of eight speech pairs that are easy in SID and
32 speech pairs that are relatively difficult in SID. Since eight
types of 32 speech pairs are prepared, the number of HITs is
eight. We collected responses from 15 workers for each type
of HIT. A qualification test to measure SID ability was admin-
istered beforehand, and we collected responses only from the
workers who answered all questions correctly.

3.3.2. Design of microtask

This subsection describes the procedure for building a dataset
for verification by the crowd workers, i.e., how to select speech
pairs identified by the workers. A small absolute value of the
PLDA score given by the ASID system for an input speech pair
indicates that the ASID result for that input pair is unreliable.

Zhttps://github.com/kaldi-asr/kaldi/tree/master/egs/voxceleb/v2



[1vs1]
Please provide if the both left and right voice audio are of the same person.

1/40

-

SAME NOT SAME

Can't play audios or have any problems? Answer below:

Please let us know error details

CLICK HERE TO SKIP (AONLY WHEN YOU SEE ERRORS)

Figure 1: Screen where crowd workers work. Workers listen
to two speech sounds and answer whether they are identical
or different speakers, along with degree of certainty. SID of
40 speech pairs was defined as minimum task set (HIT: Human
Intelligence Tasks).

There is a high probability of an error for such speech pairs.
The PLDA scores for the evaluation data are distributed be-
tween —130 and 75, and 85% of the errors have occurred for
the data with the scores between —9 and 9. Therefore, speech
pairs with the absolute value of the PLDA scores less than 9
were considered unreliable inputs for identification and were
validated by the crowd workers.

Speech pairs were selected to vary degrees of difficulty
in SID, yielding an equal number of speech pairs with PLDA
scores of approximately 0, 3, 5, and 8 in absolute values. In
addition, the following combinations regarding the attributes of
the speech pairs are taken into account, resulting in 2° = 8
types of speech pairs:

* whether the gender of the speech pair is male-to-male or
female-to-female;

» whether or not the speech pair is from the same speaker;
and

» whether or not the ASID system predicts that the speech
pair is from the same speaker.

Since the dataset contained equal numbers of all the at-
tributes of the speech pairs as mentioned above, the FRR and
FAR of the ASID system must be 0.5. This setup, as a com-
bination of four absolute reference scores and eight attributes
of speech pairs, yielded 4 x 8 = 32 speech pairs. These 32
speech pairs were prepared in eight different types without sam-
ple overlap. From the above, a total of 32 X 8 = 256 speech
pairs, which were considered difficult in SID, were obtained as
targets for verification. On the other hand, the speech pairs that
were considered easy in SID were selected from those correctly
identified with the large absolute PLDA scores.

3.3.3. Aggregation of multiple responses

The number of workers assigned to each speech pair was deter-
mined to be seven, based on the findings by [15], and the final
label was obtained by their majority vote. It should be noted
that if the number of workers collecting responses is small, the
final validation results may be influenced by the ability of a par-
ticular worker. Therefore, to reduce the influence of the ability
of a particular worker, we collected responses from 15 workers,
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Figure 2: False acceptance rate (FAR) and false rejection
rate (FRR) when using majority voting considering number of
agreements. FAR and FRR of ASID system were both adjusted
to be 0.5. FAR can be reduced without increasing FRR by ma-
Jority voting with consensus of five or more.

and majority voting was conducted for all 6435 combinations
selecting 7 of the 15 responses.

The reliability of crowdsourced verification was improved
by aggregating the multiple workers’ responses as follows:

1. Simple majority vote of multiple workers’ answers
(when more than 50 percent of the workers agree);

2. majority vote considering the number of agreed answers
by multiple workers (e.g., when more than 70 percent of
the workers agree); and

3. MACE using multiple workers’ responses [21].

If the number of workers who gave the identical responses to
speech pairs (i.e., the number of agreements) is large, the ma-
jority vote is more reliable. This leads to an approach that sets
a threshold for the number of agreements. The result from the
ASID system is adopted as is for speech pairs where the num-
ber of agreements is less than the threshold, while the response
from the worker is adopted for speech pairs where the number
of agreements is greater than the threshold. If the threshold is
set to 50% of all workers, this is equivalent to a simple majority
vote, and a higher threshold means that the worker’s answer is
adopted only if it has a high confidence level.

3.4. Verification results

Each of the eight validation datasets was constructed so that the
FAR and FRR of the ASID system were both 0.5. This experi-
ment, therefore, examined the extent to which the FAR and FRR
could be reduced from 0.5 by replacing the ASID results with
responses collected through crowdsourcing. It is desirable to
reduce the FAR while minimizing the increase in the FRR.

3.4.1. Effect of number of agreements on FAR and FRR

The FAR and FRR were examined when verification was con-
ducted by majority voting that considers the number of workers’
agreements. Figure 2 shows the FAR and FRR as a function of
the minimum number of agreements N, which represents the
lower limit of the number of workers who gave the identical re-
sponse. This figure shows that the FAR is below 0.5, regardless
of the minimum number of agreements. This indicates that the
FAR can be reduced by majority voting of multiple workers’ an-



Table 1: Percentage of maintained, successfully corrected, missed, and contaminated speech pairs when using majority voting requiring

50% and 70% agreement and MACE.

Verification  Verification | Majority voting  Majority voting MACE
by system by workers (50%) (70%)
Maintaining correct correct 0.45 0.54 0.46
Successful correction incorrect correct 0.22 0.10 0.22
Miss correction incorrect incorrect 0.18 0.30 0.18
Contamination correct inccorect 0.15 0.06 0.14
whRR AR 1. Maintaining: For speech pairs that were correctly iden-
tified by the ASID system, human verification also cor-
rectly identified them.
Majority voting(50%) 013_ 053 2. Successful correction: Speech pairs for which the ASID

wajority votingGo) T, o

0.22

wace N,

0.18

0.00 0.10 0.20 0.30

FAR, FRR
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Figure 3: False acceptance rate (FAR) and false rejection rate
(FRR) when using majority voting requiring 50% or 70% agree-
ment and MACE.

swers. On the other hand, the FRR was lower than 0.5 when the
minimum number of agreements was five or more. In this case,
the FAR and FRR have a trade-off relationship concerning the
number of agreements: the smaller number of required agree-
ments indicates the lower FAR and the higher FRR, while the
larger number of agreements needed indicates the higher FAR
and the lower FRR. This experimental comparison, therefore,
adopts the case when five, the minimum number of agreements
that the FRR is below 0.5, was determined to be the threshold
(i.e., when more than 70% of workers agree), and compared it
with the simple majority decision and MACE.

3.4.2. Effect of aggregating responses from multiple workers

Figure 3 shows the FAR and FRR when simple majority vot-
ing, majority voting considering the number of agreements, and
MACE were used as the aggregation method for the responses
collected from the crowd workers. Simple majority voting re-
duced FAR the most but degraded FRR. In contrast, majority
voting requiring 70% agreement and MACE reduced both FAR
and FRR. In this case, the MACE performed better in terms of
the degree of error reduction. Specifically, the MACE reduced
the FRR by 7.9% and the FAR by 64.3%. Since the reduction of
FAR is more important than that of FRR to ensure the reliabil-
ity of authentication, this result suggests that the crowdsourced
verification was performed ideally.

3.4.3. Effect of crowdsourced verification

In the verification by crowd workers, it is desirable to correct
any errors from ASID systems and maintain the ASID results
if they are correct. To clarify the feasibility of such an ideal
verification, the proportions of the following four cases were
examined:
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system made errors were successfully corrected by hu-
man verification.

Miss correction: Crowd workers failed to correct errors
in speech pairs for which the ASID system made errors.
Contamination: Crowd workers undesirably correct the
results of the speech pairs successfully identified by the
ASID system.

Table 1 lists the average values over 6435 speech pairs
for the percentage of the maintained, successfully corrected,
missed, and contaminated pairs when using simple majority
voting, majority voting requiring 70% agreement, and MACE.
Majority voting requiring 70% agreement reduced the chances
of correction, and thus the percentages of maintained and
missed speech pairs are inevitably higher. In this case, the ratio
of adverse effect due to verification (i.e., sum of miss correc-
tion and contamination) is 0.30 + 0.06 = 0.36. Similarly, the
ratio is 0.18 + 0.15 = 0.33 for simple majority voting and
0.18 4+ 0.14 = 0.32 for MACE. This result implies that the
MACE has the least adverse effect on crowdsourced verifica-
tion.

4. Conclusion

This study attempted to validate the outputs of ASID systems
through crowdsourcing to reduce the errors from the ASID sys-
tems. Experimental investigations demonstrated that requesting
verification tasks to qualified workers and improving verifica-
tion reliability by aggregating responses from multiple work-
ers significantly reduced FAR while minimizing the increase
in FRR. In addition, MACE-based verification was ideally cor-
rected errors compared to response aggregation based on ma-
jority voting.
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