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Abstract

Cover song identification (CSI) has been a challenging task and
an import topic in music information retrieval (MIR) commu-
nity. In recent years, CSI problems have been extensively stud-
ied based on deep learning methods. In this paper, we pro-
pose a novel framework for CSI based on a joint representation
learning method inspired by multi-task learning. In specific,
we propose a joint learning strategy which combines classifica-
tion and metric learning for optimizing the cover song model
based on WideResNet, called LyraC-Net. Classification objec-
tive learns separable embeddings from different classes, while
metric learning optimizes embedding similarity by decreasing
the inter-class distance and increasing the intra-classs separabil-
ity. This joint optimization strategy is expected to learn a more
robust cover song representation than methods with single train-
ing objectives. For the metric learning, prototypical network is
introduced to stabilize and accelerate the training process, to-
gether with triplet loss. Furthermore, we introduce SpecAug-
ment, a popular augmentation method in speech recognition,
to further improve the performance. Experiment results show
that our proposed method achieves promising results and out-
performs other recent CSI methods in the evaluations.

Index Terms: cover song identification, metric learning, joint
representation learning

1. Introduction

Cover song identification (CSI) aims at finding the music ver-
sion given a query music track. Cover music differs from the
original music work with respects to variants of key, tempo,
structure, instrumentation or genre. Those variants of changes
make CSI a difficult task. Large amounts of online user-
generated content have been creating a big challenge to music
composers and companies in protecting their music copyright.
CSI becomes important for detection and protection of music
copyright.

Early attempts of CSI achieved reasonable results by com-
paring the correlation or similarity between two music with
handcrafted features [1, 2, 3]. However, it is difficult to ap-
ply them in large scale due to the complexity, efficiency, and
performance. In recent years, deep learning shows a strong ca-
pability and incredible performance in all the research fields in-
cluding speech and music processing [4, 5, 6]. Researchers of
CSI also switches their focus and achieves promising results in
some larger datasets with deep learning [7, 8].

A typical kind of deep learning approaches for CSI treat
the training as a classification task [7, 9]. The embeddings
extracted from the trained bottleneck layer is used for cover
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song representation that can be generalized to unseen samples.
On the other hand, triplet loss functions have been used as a
powerful training objective for CSI by optimizing the relative
distances of embeddings from same and different cover song
groups. [10, 11, 12]

In terms of the model architecture, Yu er al. [7] proposed
temporal pyramid pooling (TPPNet) to extract information
on different scales and generate fixed-dimensional representa-
tions. In a follow-up study, CQTNet is designed based on
the characteristics of the cover song task [9] and trained us-
ing softmax classification. Inspired by a person re-identification
study [13], Bytecover [14] and Bytecover2 [15] was proposed
and achieves state-of-the-art results using ResNet-IBN50 [16]
with BNNeck [13] and multi-loss including softmax and triplet
loss. PiCKINet, proposed by Ken et al. [17], builds with Pitch
Class Blocks in order to maintains the key-invariance features
of music. Besides, they introduced center loss instead of the
triplet loss, and additionally make usage of the octave switch-
ing augmentation during training.

Although triplet loss has demonstrated promising perfor-
mance on CSI task, it requires careful pair or triplet selection
which can be time consuming and performance sensitive. For
this reason, this paper proposes to stabilize and accelerate the
training for CSI using prototypical network loss (PNL) [18].
PNL learns a metric space in which open-set classification can
be performed by computing distances to prototype representa-
tions of each class. The use of multiple negatives helps to sta-
bilise learning since loss functions can enforce that an embed-
ding is far from all negatives in a batch, rather than one particu-
lar negative in the case of triplet loss.

In this paper, we propose LyraC-Net, which is trained with a
joint training objectives to learn a robust representation of cover
song versions. In specific, we combines classification, and met-
ric learning losses including PNL and triplet loss. This joint
training strategy is expected to result a more robust and non-
overfitting representation. Instead of classic ResNet, We use
wide residual network (WideResNet) [19] as the model archi-
tecture for our CSI task, which shows strong performance in the
experiments. Furthermore, we apply SpecAugment [20], a pop-
ular augmentation method in speech recognition, to training of
our cover song models. In the rest of the paper, we introduces
our proposed method in Section 2. Experiments in Section 3
compare our proposed method with other existing state-of-the-
art methods. We conclude our method in Section 4 with possible
improvements in the future.
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2. Proposed Approach: LyraC-Net

The goal of this paper is to learn a embedding representation of
cover songs from input features. Our approach consists of three
stages summarised in Fig. 1 . First, we adopt constant-Q (CQT)
spectrogram as the input features and perform data augmenta-
tion on them. Second, we introduce WideResNet [19] as the
model architecture for the cover song identification task. Third,
we propose a joint representation learning loss for optimizing
the network by combining the classification loss and multiple
metric learning methods.

In the following subsections, we will introduce the details
of each stage in our approach.
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Figure 1: Framework of the proposed method, LyraC-Net.

2.1. Data augmentation

Here two data augmentation methods are used for our
cover song representation training. One basic augmentation
method is implemented by cropping input features with vari-
ant lengths in order to accommodate input features of differ-
ent lengths [9] [17]. With different feature length, samples are
cropped from a random time in a given track. Another im-
portant augmentation method introduced here is SpecAugment,
a simple but effective data augmentation method proposed for
speech recognition [20]. Rather than process the raw waveform,
the augmentation is directly performed on the input features by
randomly masking the horizontal and vertical bins. In our CSI
study, we apply frequency and time masking to the CQT fea-
tures during the training process.

* Frequency Masking: f consecutive frequency channels
[fo, fo + f) are masked with f frequency bins chosen
from a uniform distribution from 0 to F'. fo is randomly
chosen from [0,v — f), v is the number of frequency
channels.

 Time Masking: t consecutive frames [t0,t0 + t) will be
masked, where t is chosen from a uniform distribution
from O to 7T'. T is a predefined parameter and %o is ran-
domly chosen from [0, 7 —t), where 7 is the frame num-
ber of each input feature.

2.2. Model Architecture

In our CSI task, we introduce WideResNet [19] as the trunk ar-
chitecture for learning cover song embeddings. WideResnet is a
model architecture developed by decreasing depth and increas-
ing width of residual networks. The network takes as input CQT
feature of size 84 xT", with T denoting number of temporal bins.
The output of the network is set to be a 1024 dimension embed-
ding. In this study, we use a WideResNet in which the wide
factor k is 8 and number of blocks N is 4. The network is pre-
sented in Table 1 and implemented with modifications based on
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! The average pooling in the original WideResnet is replaced
by generalized mean (GeM) pooling [21] which is a popular and
useful trick in image retrieval. Furthermore, the second batch
normalization in each residual unit of WideResnet is replaced
by instance-batch normalization [16].

Table 1: The WideResNet Architecture

Input CQT Spectrogram .
B4 xT x 1) Output Size
Conv2D (3 x 3, 16) 84 x T x 16
3 x 3,16k
3% 3 16k XN | 42xT/2 x 16k
3 x 3,32k
3 x 3,32k XN | 21xT/4 x 32k
3 x 3,64k
3 % 3. 64k xN | 11xT/8 x 64k
3 x 3,128k
3 % 3 128k xN | 6xT/16 x 128k
GeM Pool I1x1 x 128k
FCl1, 1024 1024

2.3. Joint representation learning

For our cover song detection task, we propose a joint represen-
tation learning based on classification and metric learning su-
pervisions. In terms of the metric learning, triplet and prototyp-
ical network are adopted to measure the similarity loss between
cover songs of same and different groups.

2.3.1. Softmax loss

In a minibatch with [V samples, the cover song embeddings are
x; and the corresponding cover song labels are y; where 1 <
i < N,and 1 < y < C. The softmax loss consists of a softmax
function based on a cross-entropy loss formulated as below.
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where W and b are the weights and bias of the embedding layer
of the trunk architecture, respectively. In the following experi-
ments, we add label smoothing to softmax loss which help pre-
vent over fitting [22]. The final loss is denoted as Lcr.s.

2.3.2. Triplet loss

Triplet network is a typical metric learning method that was pro-
posed to solve the face recognition problem [23] and success-
fully applied to speaker recognition [24].

Each triplet sample consists of a anchor x7, a positive em-
bedding m;’ , and a negative embedding =} (Fig. 2(a)). Given
a triplet (x5, m? ,x7), the corresponding triplet loss can be de-
scribed with the equation below:

(@)

where m > 0 is a margin parameter. In the implementation,
the hard negative mining strategy [25] is adopted. The final
loss for a mini-batch is calculated as the mean loss value of all
selected triplets.

Lrpr = max(0, [|z§ — 2} — [|zf — || +m),

https://github.com/kekmodel/MPL-pytorch/
blob/main/models.py
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Figure 2: Optimizaiton of embedding distance for triplet loss
and prototypical network.

2.3.3. Prototypical loss

Different from triplet loss where the embedding distance is op-
timized from one embedding to another, prototypical network
loss [18] forces the embedding clustering by optimizing the em-
bedding center (Fig. 2(b)). During training, one mini-batch B
(N x M) contains embeddings of M cover versions from each
of N classes. B is split into a support set S and a query set Q,
namely, B = S U Q. The centroid of the support set S;, C S
of class n (1 < n < N) is defined as follows:

1
PR

z;E€Sn
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Each query sample in the batch will be classified against N
cover classes based on a softmax over distances to each cover
song prototypes (Fig. 2(b)). The softmax output for query sam-
ple z; of class n is formulated as:

e~ d@icn)

Zn/ e—d(zic,r)”
where d(z;,cn) denotes the squared Euclidean distance be-
tween z; and its class prototype ¢,,. The final PN loss is cal-

culated as the sum of all multi-class cross-entropy of the query

set:
Lpnr = Z —log(P(x))
TLEQ

(S)

2.3.4. Joint representation learning loss

After introducing the classification and metric learning loss as
above, the final loss for the joint representation learning is de-
fined as the sum of these loss functions. In addition, center
loss [26] (denoted as Lcrr) is also added to help stabilize the
triplet loss training. The final total loss can be shown in Fig. 3
and formulated as follow:

Liotat = Lcrs + Lrpr + Lpnr +0.001 - Lok,

WideResNet

y
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Figure 3: Joint representation learning of the proposed method.
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We assume that the classification loss and each metric
learning loss contribute equally during the training. The weight
of center loss is set as 0.001, which is validated as a suitable
parameter in our experiments.

3. Experiments

In this section, we compare our method with the recently
proposed methods including TPPNet [7], CQTNet [9], Byte-
cover [14] and PiCKINet [17]. TPPNet and CQTnet are imple-
mented partially based on the released codes by the authors. We
implement training of networks behind Bytecover and PiCK-
INet by ourselves. Evaluations for each method are based on the
metrics of the Mirex Audio Cover Song Identification Contest *:
the mean average precision (MAP), precision at 10 (P@10), and
the mean rank of the first correctly identified cover (MR1).

3.1. Dataset

We test our method on SHS100K [27], which is collected from
Second Hand Songs website ®. This dataset consists of three
subsets: SHS100K-TRAIN, SHS100K-VAL and SHS100K-
TEST with respectively 84340, 10883, and 10547 music sam-
ples *. We successfully obtained most of music samples in
SHS100K while a small number of urls have expired. In
this study, SHS100K datasets we downloaded are denoted as
SHS100K-TRAIN*, SHS100K-VAL* and SHS100K-TEST",
with song number of 73283, 9477, and 9140, respectively. We
will show in the following experiments that, MAP results are
close between the evaluations on SHS100K* and SHS100K.
Furthermore, we evaluate our model on another two widely
used datasets: Covers80 [28] and Da-tacos [8]. Since music
samples in Da-tacos are also collected from Second Hand Songs
website, those same samples in the training data are removed.

In our experiments, we found that adding more training data
greatly improves the results. We therefore collect about 670000
music sample from Second Hand Songs website as our training
data which is denoted as SHS600K-TRAIN. SHS100K-VAL*
and SHS100K-TEST" are used as evaluation datasets and thus
excluded from SHS600K-TRAIN.

3.2. Setups

We use CQT spectrogram as input features for all evaluted mod-
els. To calculate CQT features, the audio is first resampled to
22050 Hz; The number of bins per octave is set as 12 and Hann
window is used for extraction with a hop size of 512. Finally,
a 15-point mean down-sampling in the time direction is applied
to the CQT in order to reduce the size of input features. In
terms of the data augmentation, the CQT features are cropped
with variant lengths 7' € {300, 400,500} and random start
time. SpecAugment is performed with 50% probability where
the max number of bins for the time and frequency masking are
set to 100 and 27, respectively.

Our implementation is based on PyTorch [29] and trained
for 200 epochs with weight decay of 0.00001. Cosine Anneal-
ing [30] with Warm Restarts and period 75 of 40 epochs is used
as the learning rate schedule. In the training with metric learn-
ing methods, each batch has 54 cover song groups with 4 ver-
sions each. The Adam optimizer is used with an initial learning

’https://www.music-ir.org/mirex/wiki/2021:
Audio_Cover_Song_Identification

3https://secondhandsongs.com/

“https://github.com/yzspku/TPPNet/tree/
master/data



Table 2: Comparisons between different cover song identification methods using SHS100K-TRAIN* and SHS600K as training data.

Train: SHS100K-TRAIN | Train: SHSI00K-TRAIN* | Train: SHS600K-TRAIN

Methods Eval: SHS100K-TEST Eval: SHS100K-TEST* Eval: SHS100K-TEST*

(Cited results) (Implemented results) (Implemented results)

MAP P@I10 MRI1 MAP P@I10 MRI1 MAP P@10 MRI

TPPNet [7] 0.465 0.357 72.2 0.456  0.336 75.52 0.682 0.445  48.51
CQTNet [9] 0.655 0.456 54.9 0.673 0.439 54.29 0.785 0.489  40.38
ResNet-IBN50 [16, 13] - - - 0.468 0.338 76.04 0.832 0.507  36.63
PiCKINet [17] - - - 0.631 0.416 72.76 0.806 0.495 40.85
LyraC-Net(Ours) - - - 0.765 0.478 48.32 0.884 0.528 32.50

rate of 0.001. In terms of the hyper-parameters for metric learn-
ing, we set m = 0.2 for triplet loss. For training with prototypi-
cal network loss, each 4 versions of a cover song group are split
equally into 2 support and 2 query samples, respectively.

3.3. Results

Table 2 shows the results of our proposed model using joint
learning and augmentation (denoted as LyraC-Net) and other
state-of-the-art methods. Results in the second column of the
table are reported results from authors of TPPNet [7] and CQT-
Net [9] with models trained using SHS100K-TRAIN and eval-
uvated on SHS100K-TEST. In our implemented training us-
ing SHS100K-TRAIN™, we reproduce similar MAP results on
SHS100K-TEST" as those by authors of TPPNet and CQTnet.
However, we did not successfully train ResNet-IBN50, the net-
work behind ByteCover [14] since our implemented MAP re-
sult of 0.468 is much worse than the result in the original paper.
This unsuccessfully training is also experienced by the authors
of PiCKINet [17]. It should be noted that our implemented
results of other compared methods do not necessarily repre-
sent original performances implemented by their authors due
to perhaps different implementation details. It can be seen that
when training models using SHS100K-TRAIN™, our proposed
method outperforms other compared methods.

When training with SHS600K-TRAIN, we reproduce sim-
ilar MAP result using ResNet-IBN50 as that by ByteCover
authors. It seems that using only SHS100K-TRAIN* is
not enough to successfully train ResNet-IBN50 without addi-
tional training tricks. Results of all compared methods are
greatly improved using SHS600K-TRAIN as training data than
SHS100K-TRAIN™. It suggests that in CSI tasks, large size
of training data is vital to improve the results. Our pro-
posed method achieves best results with MAP= 0.884, P@10=
0.528 and MR1= 32.50.

Table 3 compares our method training with SHS600K-
TRAIN and other methods evaluated on Covers80 and Da-
tacos datasets. Our proposed method outperforms other com-
pared methods for both dataset. It should be noticed that some
compared methods are based on unsupervised methods and the
training data for supervised methods may be different as well.

Table 4 presents the contribution of each module in LyraC-
Net. It suggests that data augmentation using SpecAugment
consistently improves performance for all evaluated models.
Training with softmax classification performs better than us-
ing metric learning (however opposite when training using
SHS100K-TRAIN™, and results not listed here). Joint learn-
ing based methods combining classification and metric learning
outperforms methods using solely classification or metric learn-
ing as training objectives. Therefore, the effectiveness of the
proposed ideas are validated. It also suggests that even training
with only classification objective without SpecAugment, our

Table 3: Comparing different methods on Covers80 and Da-
tacos.

Methods MAP P@10 MRI
Covers80
Qmax [31] 0.544  0.061 —
TPPnet [7] 0.744 0.086 6.88
CQTNet [9] 0.84 0.091 3.85
Bytecover [14] 0.906 0.093 3.54
PiCKINet [17] 0.953  0.106 —
Bytecover2 [15] | 0.928 - 3.23
LyraC-Net(Ours) | 0.961 0.105 3.12
Da-tacos
Qmax [31] 0.365 — 113
SiMPle [32] 0.332 — 142
MOVE [33] 0.507 — 40
Re-MOVE [34] 0.534 — 38
ByteCover [14] 0.714 0.801 23
Bytecover2 [15] | 0.791 - 19.2
LyraC-Net(Ours) | 0.813  0.819 15

method based on WideResNet still has competitive results com-
pared with other methods in Table 2. It indicates that WideRes-
Net may be a suitable model architecture for CSI tasks.

Table 4: Contributions of each module when training using
SHS600K-TRAIN and evaluated on SHS100K-TEST*

LyraC-Net methods MAP P@10 MRI
Loss SpecAug.

Classification w/o 0.847 0.513 40.21

with 0.859 0.520 39.52

Metric learning w/o 0.824 0.502 36.40

with 0.838 0.506 33.62

Joint Learning w/o 0.873 0.524 34.17

with 0.884 0.528 32.50

4. Conclusions

This paper proposes a novel framework for representation learn-
ing in cover song identification tasks. We propose LyraC-Net
using WideResNet as the model architecture with joint repre-
sentation learning and data augmentation, in order to learn a ro-
bust representation for cover versions. In specific, we propose a
joint learning method combining classification and metric learn-
ing objectives for the training. Experiment results validate that
this joint training strategy outperforms methods using only clas-
sification or metric learning objectives. Besides, we introduce
SpecAugment, a popular data augmentation method in speech
recognition, which further improves results in CSI tasks. Our
joint learning method with data augmentation outperforms all
other compared methods in the evaluations.
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