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Abstract

Recent interest in “deep learning”, which can be defined as the
use of algorithms to model high-level abstractions in data, us-
ing models composed of multiple non-linear transformations,
has resulted in an increase in the number of studies investigat-
ing the use of deep learning with automatic speech recognition
(ASR) systems. Some of these studies have found that bot-
tleneck features extracted from deep neural networks (DNNs),
sometimes called “deep bottleneck features” (DBNFs), can re-
duce the word error rates of ASR systems. However, there has
been little research on audio-visual speech recognition (AVSR)
systems using DBNFs. In this paper, we propose a method of
integrating DBNFs using multi-stream HMMSs in order to im-
prove the performance of AVSRs under both clean and noisy
conditions. We evaluate our method using a continuously spo-
ken, Japanese digit recognition task under matched and mis-
matched conditions. Relative word error reduction rates of
roughly 68.7%, 47.4%, and 51.9% were achieved, compared
with an audio-only ASR system and two feature-fusion mod-
els, which employed DBNF's and single-stream HMMs, respec-
tively.

Index Terms: audio-visual speech recognition, deep neural net-
work, bottleneck features, multi-stream hidden Markov model

1. Introduction

The performance of ASR systems has been significantly im-
proved through the use of deep learning [1]. There are two
main approaches for applying deep learning to ASR systems,
a hybrid approach [2] and a tandem approach [3]. In the hybrid
approach, DNNs are used to estimate the posterior probabilities
of hidden Markov model (HMM) states, and these probabilities
are subsequently used as output probabilities, an approach also
known as DNN-HMM. In the tandem approach, we use DNNs
to generate a set of features, which are then used as input fea-
tures for a conventional Gaussian mixture model HMM (GMM-
HMM), an approach also known as DBNF-GMM-HMM. It has
been shown that both approaches are effective in improving the
accuracy of ASR systems, thus many studies on ASR systems
have employed deep learning techniques [4, 5, 6].

As a result of the improvement in speech recognition accu-
racy made possible by use of deep learning in ASR systems,
research on the use of deep learning in audio-visual speech
recognition systems has also been conducted [7]. Convention-
ally, AVSR systems are more effective than ASR systems in
noisy environments, because they visual information as well
[8]. AVSR systems operate through the use of one of two
main mechanisms, fusion-based methods or recognition-based
methods. In fusion-based models, feature vectors from multiple
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modalities are concatenated and transformed to obtain multi-
modal feature vectors. Ngiam et al. [7] proposed a bimodal,
deep auto-encoder for obtaining these multi-modal feature vec-
tors. Huang et al. [9] utilized a deep belief network (DBN)
for audio-visual speech recognition tasks by combining mid-
level features obtained from single modality DBNs. Regarding
recognition-based models, Noda et al. [10] used multi-stream
HMMs which were built using features obtained from deep ar-
chitectures, a deep, denoising auto-encoder [11] and a convo-
lutional neural network (CNN) [12]. All of these methods suc-
cessfully achieved reductions in the word error rates of AVSR
systems. There have been few studies examining the use of DB-
NFs for improving the performance of AVSR systems in clean
and noisy environments, however.

In this paper, we investigate the use of DBNFs to improve
word recognition accuracy in AVSR systems. We focus on the
integration of audio and visual DBNFs, extracted from audio
and visual modalities, respectively, for AVSR. First, conven-
tional audio and visual features are extracted, and then they are
converted into DBNFs using deep learning methods. There are
two strategies for fusing audio and visual features. In the first
approach, an audio-visual vector is obtained by concatenating
conventional audio and visual features, then the vector is con-
verted into an audio-visual DBNF. In the second approach, an
audio DBNF is generated from a source audio feature, and a
visual DBNF is similarly computed, after which the two DB-
NFs are concatenated. Multi-stream HMMs can be addition-
ally applied in the latter case, an approach which is often used
to balance both modalities and to achieve better performance.
Therefore, we propose a method employing DBNF architec-
tures as well as multi-stream HMMs. We evaluate our proposed
method using a continuously spoken, Japanese digit recognition
task under clean and noisy conditions, and then compare our re-
sults with audio-only ASR and two feature-fusion models using
single-stream HMMs. We trained the models using clean and
noisy data, and evaluated them under four matched conditions
and two mismatched conditions. Relative word error reduction
rates of roughly 68.7%, 47.4%, and 51.9% were achieved using
the proposed method, compared with the audio-only ASR sys-
tem and the two feature fusion models using DBNFs, respec-
tively.

The rest of this paper is organized as follows. In Section 2,
DBNFs and recognition models are introduced. We explain how
we extracted and integrated DBNFs in Section 3, describe our
experimental setup in Section 4, and report our experimental
results in Section 5. Finally, in Section 6, we conclude this
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Figure 1: DNN architecture

2. Deep bottleneck features

Bottleneck features are generated from a multi-layer perceptron
in which one of the internal layers, which we call the “bottle-
neck layer”, has a small number of hidden units. This layer cre-
ates a constriction in the network which forces the information
needed for classification into a low dimensional representation
[13].

Figure 1 illustrates the architecture proposed for bottleneck
feature extraction. A DNN is first pre-trained [14] in a layer-
wise, unsupervised manner. After pre-training, the DNN is then
fine-tuned [15] in order to predict the probabilities of classes.
Features extracted from the bottleneck layer are called DBNFs.

3. DBNFs and recognition models

In this paper we investigate two feature-fusion approaches, ini-
tial integration and middle integration. We also use two conven-
tional models for AVSR, employing single-stream and multi-
stream HMMs.

3.1. Feature fusion
3.1.1. Initial integration

One of the simplest methods of obtaining multi-modal DBNFs
is to train a DNN using audio-visual features concatenated in
advance, an approach we call “initial integration”. In other
words, we obtain multi-modal features directly from the DNN.
Figure 2 shows an example of multi-modal bottleneck feature
extraction architecture. A DNN with a bottleneck layer is first
trained to predict probabilities of HMM states. After training,
outputs from the bottleneck layer are used as input features
for a conventional, single-stream GMM-HMM, using an ini-
tial integration approach. We call these multi-modal features
extracted from the DNN and trained by audio-visual features
concatenated in advance deep bottleneck audio-visual features
(DBAVFs).

( Class. )
==

( Internal

Bottle.

( Internal )
a4 =

( Internal )

( Internal )

(__Input (audio-visual feature) ]

Figure 2: Initial integration
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3.1.2. Middle integration

Another feature-fusion approach is to concatenate DBNFs ex-
tracted from DNNSs trained separately for audio features and vi-
sual features. This differs from the previous approach in the
timing of the integration of the audio and visual features, i.e., we
obtain multi-modal features by concatenating DBNFs extracted
from single-modality DNNs. We call this approach “middle in-
tegration”, and the process is illustrated in Figure 3. An audio
DNN with a bottleneck layer is first trained using conventional
audio features, in order to predict the probabilities of HMM
states. In a similar manner, a visual DNN is also constructed us-
ing visual training data. Second, deep bottleneck audio features
(DBAFs) are obtained from the bottleneck layer in the audio
DNN, and deep bottleneck visual features (DBVFs) are also ex-
tracted in the same manner. As a third step, DBAFs and DBVFs
are concatenated into multi-modal features. Finally, we build
a conventional, single-stream GMM-HMM using multi-modal
training features.

3.2. Multi-stream hidden Markov models

Most successful AVSR systems extract visual features from fa-
cial regions of interest, combine them with audio features, and
employ multi-stream HMMs for speech recognition. Studies
have shown that multi-stream HMMs can achieve a significant
reduction in word error rates compared to single-stream meth-
ods [16]. The main advantage of using multi-stream HMMs is
that we can precisely balance the importance of each modality
by changing the weight of each stream, depending on the relia-
bility of the modalities. Many studies have investigated how to
identify the best stream weights in order to maximize the per-
formance of AVSR systems operating under noisy conditions
[17,18].

A conventional multi-steam HMM for AVSR systems has
two streams, an audio stream and a visual stream, and stream
weight parameters, called the audio stream weight A4 and the
visual stream weight Ay, respectively. The log likelihood of
an audio-visual feature bay (0av ) can be computed using the
following formula [19]:

bav(oav) = Aaba(oa) + Avby (ov), (D

where ba(o4) and by (ov) are the log likelihoods of the au-
dio and visual streams, respectively. The stream weights are
restricted using the following equation:

A+Av =1, Aa >0, Ay >0. 2)
Figure 4 depicts the multi-stream HMM used in our pro-
posed method. DBAFs and DBVFs are employed for the multi-

stream GMM-HMM, and are extracted from the same DNNs
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Figure 3: Middle integration
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Figure 4: Multi-stream DBNF-GMM-HMM

as in the middle integration approach. We call this the “multi-
stream DBNF-GMM-HMM” method.

4. Experimental setup

The goal of this study is to investigate the effectiveness of DB-
NFs and multi-stream HMMs in improving the performance of
AVSR systems in clean and noisy environments. We focus on
how AVSR systems using DBNFs perform compared to audio-
only ASR systems under these conditions, and explore which
models are the most successful at improving performance un-
der matched and mismatched conditions. For these reasons, we
selected a GMM-HMM trained using 39-dimensional MFCC
features as our baseline system, and conducted recognition ex-
periments using the Audio-Visual version of the Corpora and
Environments for Noisy Speech Recognition 1 (CENSREC-1-
AV) [20].

4.1. Corpus description

CENSREC-1-AV is an evaluation corpus for audio-visual
speech recognition of continuously spoken, Japanese digits.
Each utterance consists of 1 to 7 digits, and each digit is
pronounced as follows; ichi(1), ni(2), san(3), yon(4), go(5),
roku(6), nana(7), hachi(8), kyu(9), zero or maru(0), respec-
tively. The database consists of training and test sets, containing
3,234 training utterances and 1,963 test utterances made by 42
and 51 speakers, respectively. Clean and noisy audio and visual
data are available, as interior car noises recorded on city roads
and expressways have been added to clean speech data at sev-
eral SNR levels (20dB, 15dB, 10dB, 5dB, 0dB, and -5dB). In
addition, we prepared music waveforms as noise data, generat-
ing six sets of music-overlapped speech data with different SNR
levels. We also included two additional sets of noisy speech
data, in which either city road or expressway noises were added
to speech with music, at various SNR levels. As a result, 30
kinds of noisy speech data, in addition to clean speech data,
were included in our test set. The training data set consisted
of city road, expressway and music noise data in addition to
clean speech data, at various SNR levels, however noisy data
at the -5dB SNR level were not employed, therefore 16 kinds
of speech data were used for training. Details of each set are
shown in Table 1.

4.2. Baseline system and network training

The baseline, audio-only ASR system used in this experiment
was trained using 39-dimensional MFCC features (static, delta,
and delta-delta coefficients). Table 2 shows the detailed con-
ditions employed for feature extraction. We employed 11 digit
HMMs, a silence HMM, and an additional short-pose HMM.
All HMMs were left-to-right, and the number of states were 16,
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Table 1: Training and testing sets.

Training sets (16)

clean (matched)

city (5 SNRs, matched)
express. (5 SNRs, matched)
music (5 SNRs, matched)

Test sets (31)

clean (matched)

city (6 SNRs, matched)

express. (6 SNRs, matched)

music (6 SNRs, matched)

city & music (6 SNRs, mismatched)
express. & music (6 SNRs, mismatched)

3, and 1, respectively, thus there were 179 states in total. Each
state in a digit HMM had 20 Gaussian components, whereas
there were 36 components in the silence and short-pose HMMs.

Table 3 shows the number of units in each DBNF extrac-
tion layer. In our experiments, DBAFs, DBVFs, and DBAVFs
were extracted directly from audio features, visual features, and
audio-visual features, respectively. For DBAFs, subsequent 11-
frame, 39-dimensional MFCC features were used as the input
to the DNN. The DNN had 40 hidden units in the bottleneck
layer, and 2048 hidden units in each internal layer.

In the visual modality, ten-dimensional principal compo-
nent scores of eigenfaces were extracted as a conventional fea-
ture. Table 3 also shows the setup used to extract eigen-
faces. We used 11-frame, 30-dimensional eigenface parameters
(static, delta, and delta-delta) as the input to the DNN for ex-
tracting DBVFs. The visual DNN had the same structure as the
audio DNN.

The DNNs for DBAVFs accepted 11-frame, 69-
dimensional audio-visual features consisting of simply
concatenated audio and visual features as the input. Note

that the DNN had either 40 or 80 hidden units in the bottle-
neck layer, since we wanted to investigate the influence of
dimensional differences.

Table 2: Feature extraction conditions.

[ Audio [ Visual |
Sampling 16kHz, 16bit Lip image 29.971ps, 8155,
grayscale
Frame length | 25ms Frame length | —
Frame shift 10ms Frame shift 10ms (interpolated)
Features 12 MFCCs, Features 10 eigenfaces,
a log power, their A and AA
their A and AA

Table 3: Number of units in each DBNF layer.

[ Feature Representation [[ Input | Internal | Bottle. | Class. |
40-DBAF 429 2048 40 179
40-DBVF 330 2048 40 179
40-DBAVF 759 2048 40 179
80-DBAVF 759 2048 80 179

5. Results

Results for the audio-only (baseline), visual-only, and various
feature-fusion audio-visual recognition methods using DBNFs
are presented as word error rates and are compared in Table 4.
Figure 5 shows the average of 31 test data experiments at each
SNR level. As shown in Table 4, DBNFs (DBAFs, DBVFs, and
DBAVFs) had the effect of reducing the word error rates for
ASR under both clean and noisy conditions. The systems us-
ing DBAFs or DBAVFs outperformed the baseline system un-
der both conditions, improving the word error rate from 60.3%
to 36.1% (40.1% relative improvement) and 60.3% to 35.9%



Table 4: Average Word error rates for baseline and systems us-
ing DBNFss.

[ Feature Representation | Avg. Word Error Rate [%] |

39-MFCC (Baseline) 60.3
30-PCA 80.3
40-DBAF 36.1
40-DBVF 60.7
40-DBAVF (Initial) 35.9
80-DBAVT (Initial) 32

100
90
80
70
60
50
40
30
20
10

@+ 39-MFCC
--#-30-PCA
—8-40-DBAF
——40-DBVF
<E=40-DBAVF
--l- 80-DBAVF

Avg. Word Error Rate [%]

clean 20 15 10 5 0 -5
SNR [dB]
Figure 5: Average word error rates for baseline and systems
using DBNFs at each SNR level

(40.5% relative improvement), respectively. Similarly, the per-
formance of visual-only ASR was also improved due to the use
of DBVFs. In contrast, only a slight difference can be observed
if we compare the system using the initial integration models,
i.e.,40 — DBAV F(Initial), with the system using DBAFs,
if we only compare the average word error rate. However, as
shown in Figure 5, we can see a significant difference between
the system using only DBAFs and the systems which applied
initial integration when we compare word error rates at differ-
ent SNR levels. While the performance of the system using
DBAVFs was higher than the system using DBAFs under low
SNR conditions, the DBAF system outperformed the DBAVF
system under high SNR conditions. This may have been be-
cause the initial integration model relied equally on audio and
visual features. In addition, we can observe that the influence
of dimensional differences in the bottleneck layer is relatively
small, and that increasing the number of dimensions of DBNFs
does not seem to improve performance. In a future study we
will need to investigate the optimum number of dimensions for
DBNFs.

Next, we discuss the experimental results for our proposed
method, the multi-stream DBNF-GMM-HMM. The stream
weights were set manually, with best performance under all
the test conditions demonstrated when the audio stream was
weighted at 0.8 and the visual stream at 0.2.  Table 5 com-
pares the initial integration model, middle integration model,
and multi-stream DBNF-GMM-HMM approach from the view
point of average word error rate, and Figure 6 illustrates the
averages for each method at various SNR levels. The single-
stream DBNF-GMM-HMM method is the middle integration
model approach in this experiment. Our results show that the
proposed multi-stream DBNF-GMM-HMM achieved a remark-
able improvement in AVSR system word recognition perfor-
mance under both clean and noisy conditions, outperforming
the baseline system by a very large margin by reducing the word
error rate from 60.3% to 18.9% (a 68.7% relative improvement).
It also outperformed the initial integration model by a large mar-
gin, reducing the word error rate from 35.9% to 18.9% (a 47.4%
relative improvement). In addition, our proposed method out-
performed the single-stream model, reducing the word error rate
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Table 5: Average Word error rates for baseline and other meth-
ods, including multi-stream DBNF-GMM-HMM.

\ Feature Representation | Avg. Word Error Rate [%] |

40-DBAF 36.1
40-DBVF 60.7
40-DBAVF (Initial) 35.9
DBAF & DBVF (Single-stream) 39.3
DBAF & DBVF (Multi-stream) 18.9
100 @- 40-DBAF
90 L
& «e40-DBVF
80
——40-DBAVF

70
60
50
40
30
20
10

—&-Single-stream
<m=Multi-stream

Avg. Word Error Rate [%]

clean 20 15 10 5 0 -5
SNR [dB]
Figure 6: Average word error rates for baseline and other meth-
ods, including multi-stream DBNF-GMM-HMM, at each SNR
level

from 39.3% to 18.9% (a 51.9% relative improvement). Note
that the proposed method improves performance under noisy
conditions while maintaining superior performance under clean
conditions.

Another advantage of the proposed method is its strong per-
formance under mismatched conditions, as shown in Table 6,
where we compare matched conditions (clean, city, express, and
music in Table 1) and mismatched conditions (city & music, ex-
press. & music). Our proposed AVSR method worked robustly
under both matched and mismatched conditions, outperforming
other methods by a wide margin, especially under mismatched
conditions.

Table 6: Avg. Word error rates under matched and mismatched
conditions.

\ Feature Representation [[ Matched [%] | Mismatched [%] |

39-MFCC 39.3 69.9
40-DBAF 12.1 42.3
DBAF & DBVF (Multi-stream) 8.5 17.3

6. Conclusion

In this paper, we proposed a method for integrating DBNFs us-
ing multi-stream HMMs in order to improve the performance
of AVSR systems operating under both clean and noisy condi-
tions. The proposed method was experimentally evaluated us-
ing a continuously spoken, Japanese digit recognition task un-
der various conditions, and results were compared with those of
an audio-only ASR system and with those of two feature-fusion
models using DBNFs and single-stream HMMs. Our results
suggest that systems using DBNFs outperform audio-only ASR
systems, and that the most effective approach for integrating
DBNFs for AVSR tasks is our proposed method, which employs
a multi-stream DBNF-GMM-HMM.
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