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Abstract
There is broad consensus that speech sound development is
a gradual process, with acoustic measures frequently reveal-
ing covert contrast between sounds perceived as identical.
Well-constructed perceptual tasks using Visual Analog Scaling
(VAS) can draw out these gradient differences. However, this
method has not seen widespread uptake in speech acquisition
research, possibly due to the time-intensive character of VAS
data collection.

This project tested the validity of streamlined VAS data col-
lection via crowdsourcing. It also addressed a methodological
question that would be challenging to answer through conven-
tional data collection: when collecting ratings of speech sam-
ples elicited from multiple individuals, should those samples be
presented in fully random order, or grouped by speaker?

100 naı̈ve listeners recruited through Amazon Mechanical
Turk provided VAS ratings for 120 /r/ words produced by 4 chil-
dren before, during, and after intervention. 50 listeners rated the
stimuli in fully randomized order and 50 in grouped-by-speaker
order. Mean click location was compared against an acoustic
standard, and standard error of click location was used to index
variability. In both conditions, mean click location was highly
correlated with the acoustic measure, supporting the validity of
speech ratings obtained via crowdsourcing. Lower variability
was observed in the grouped presentation condition.

Index Terms: acquisition and disorders; covert contrast; per-
ceptual rating; crowdsourcing

1. Introduction
1.1. Using human listeners for gradient measures of child
speech

This paper makes the case that online crowdsourcing has the po-
tential to transform the process of rating and measuring speech
samples for the study of speech acquisition and disorders. Both
typically-developing children and children with phonological
delay or disorder produce speech patterns that differ system-
atically from adult inputs. These patterns are often described
in terms of substitution of one phoneme for another. For in-
stance, a child with the phonological pattern of velar fronting
may be perceived to produce the words “key” and “tea” as ho-
mophones, which would both be transcribed [ti]. However,
analyses based on impressionistic transcription may not provide
a sufficiently detailed characterization of child speech patterns.
Acoustic measures often reveal covert contrast, i.e. measurable
but perceptually subtle phonetic distinctions between categories
that are transcribed identically [1, 2, 3, 4, 5]. Since these fine-
grained acoustic measures represent a kind of gold standard,

one solution would be to make regular use of instrumental mea-
sures in place of impressionistic transcription. However, it is
not always practical to collect acoustic measures, particularly
when datasets are large. The problem is exacerbated in research
involving child and clinical speech samples, where automatic
measurement algorithms developed for typical adult data per-
form unreliably.

Recent literature has highlighted an alternative approach in
which gradient measures of speech production accuracy are ob-
tained using fine-grained perceptual measures such as visual
analog scaling (VAS). In VAS, the endpoints of a line are de-
fined to represent target and non-target production, and listeners
click any location to indicate the prototypicality of an utterance.
Munson and colleagues have shown that mean VAS click loca-
tion correlates significantly with continuous acoustic measures
for various overt and covert contrasts in child speech [6, 7, 8].

Despite these demonstrations of validity, VAS has not seen
widespread uptake in research on speech acquisition and disor-
ders. This is partly a reflection of practical limitations, since
VAS data collection can require a large number of experimenter
hours, particularly when raters must be brought into the lab
setting. Making speech rating tasks available online is one
way to facilitate the process of reaching appropriate listeners
and collecting their judgments. Munson [8] reported compara-
ble performance when VAS ratings of child speech were col-
lected online versus in the laboratory setting. McAllister Byun,
Halpin, & Szeredi [9] used the Amazon Mechanical Turk
(AMT) crowdsourcing platform to obtain ratings of isolated
words elicited from children over the course of treatment for
/r/ misarticulation. Binary ratings of accuracy were collected
from 250 listeners on AMT and 25 speech-language patholo-
gists. Across items, there was a strong correlation between the
proportion of AMT listeners and the proportion of experienced
listeners who classified a given item as featuring a “correct /r/
sound” (Pearson’s r = .92). A bootstrap analysis found that
the “industry standard” level of agreement with an expert lis-
tener gold standard was matched when responses were aggre-
gated across samples of at least 9 AMT listeners. Thus, prelim-
inary evidence suggests that crowdsourced listener judgments
can represent a valid method for binary categorization of child
speech productions. However, McAllister Byun et al [9] did not
investigate the validity of crowdsourcing as a means to obtain
gradient characterizations of child speech data.

Crowdsourcing also makes it possible to address method-
ological questions about perceptual rating that would not be
practical to answer through conventional data collection. Re-
searchers in speech acquisition and disorders frequently need
to track changes in the speech of multiple individuals over the
course of maturation or intervention. Such studies may use
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grouped stimulus presentation, where all productions from one
speaker are rated in a randomized order before moving on to
the next speaker. The rationale for grouped presentation is
that hearing multiple productions from a single speaker in close
proximity could maximize the listener’s capacity to make use of
fine-grained phonetic differences when assigning a rating. An
alternative is to randomize the order of presentation across all
speakers, with the rationale that listeners can make more reli-
able judgments when the stimuli presented have diverse acous-
tic characteristics. These are important questions, since every
investigator who collects perceptual ratings must choose an or-
der for stimulus presentation. However, the slow and costly
nature of obtaining perceptual ratings has tended to deter re-
searchers from undertaking systematic studies of such topics.

The present study used crowdsourcing to obtain VAS rat-
ings for /r/ sounds in words collected from multiple children
over the course of speech sound intervention. One listener co-
hort rated the stimuli in a grouped-by-speaker order, and a sec-
ond, non-overlapping cohort rated the same items in a fully ran-
domized order of presentation. The validity of crowdsourced
VAS ratings under different conditions of presentation was eval-
uated by comparing mean click location against an acoustic
gold standard (distance between the second and third formants,
F3–F2). In addition, the standard error of click location across
speakers was used as a measure of variability for different items
and rating conditions. The following questions were addressed:

1. Across the full sample of raters, what is the correlation
between mean VAS click location and F3–F2 distance?

2. Is there a significant difference in accuracy (average dis-
tance between VAS click location and F3–F2 distance)
between ratings collected with grouped-by-speaker ver-
sus fully randomized stimulus presentation?

3. Is there a significant difference in variability (standard
error of click location) of ratings collected with grouped-
by-speaker versus fully randomized stimulus presenta-
tion?

2. Methods
2.1. Stimuli

Crowdsourced listeners’ ratings were collected for child speech
samples representing acquisition of a late-developing phoneme,
the American English rhotic /3~/. Listeners rated 120 isolated
words, of which 30 tokens were produced by each of four speak-
ers. The speakers were female children aged 6;8-10;10 who had
received one or more semesters of speech intervention targeting
rhotic misarticulation as part of the authors’ previous research.
The selected speakers represented different levels of response
to treatment: two participants made a transition from clearly
inaccurate to clearly adult-like rhotic sounds; a third partici-
pant made more incremental progress; and the fourth participant
showed minimal change over the treatment period. For each
child, words to be rated were isolated from probes administered
before, during, and after the treatment interval(s). These probes
elicited rhotics in various contexts (e.g., in syllable-initial posi-
tion or in rhotic diphthongs), but only items containing stressed
syllabic /3~/ were used in the present study. As a consequence,
the number of word types represented in the full set of 90 tokens
was relatively small (sir, her, purr, fur, worm, nurse, turn).

Acoustic measurements were used as the gold standard rep-
resenting the accuracy of each token. The height of the third
formant (F3) serves as an acoustic index of accuracy for /r/,

with a lower F3 indicating a more accurate rhotic production.
Because F3 heights associated with perceptually correct rhotics
differ across speakers with different vocal tract lengths (and
thus, across ages and genders), the distance between the sec-
ond and third formants (F3–F2) was used as an adjusted acous-
tic measure [10]. Praat software [11] was used to measure the
first three formants in each production of /3~/ at the word level.
To measure formants, trained student assistants listened to the
audio record of each word while viewing the spectrogram with
automatic LPC tracking of the first five formants. The num-
ber of LPC coefficients was selected on an individual basis for
each participant via inspection by the authors. For each token,
the student placed a cursor at a point that was judged to rep-
resent the minimum height of F3 in the /3~/ interval, avoiding
points that appeared as outliers. The first three formants were
extracted from the selected point in each word using either an
automated algorithm or hand-measurement.

2.2. Data collection

The rating task was implemented in the Javascript-based ex-
periment presentation platform Experigen [12]. A total of 120
self-reported native English speakers were recruited for the
task through Amazon Mechanical Turk. Listeners were offered
$1.25 for the 125-item task. Participants followed a link to the
experiment, entered non-identifying demographic information,
and completed practice trials. Half of all unique IP addresses
were randomly assigned to the version of the task with stimuli
grouped by speaker, and half to the version with fully random
ordering. Workers were permitted to complete the task only
once, and repeat access from the same IP address was grouped.
After successful completion, listeners received a code to enter
for compensation.

Instructions for the VAS task were adapted from Julien &
Munson [7]. Listeners were informed that they would hear
words collected from children of different ages, and their task
was to rate the /r/ sound in each word. Following Julien & Mun-
son (2012), no effort was made to train listeners to a uniform
standard for using the VAS. (The instructions stated: “We don’t
have any specific instructions for what to listen for when mak-
ing these ratings. We want you to go with your gut feeling about
what you hear.”) Five practice trials were presented at the start
of the study, to familiarize raters with the interface, but no feed-
back on accuracy was provided. To identify listeners who were
inattentive or unreliable, 20 items with a predetermined correct
response were used as attentional “catch trials.” The selected
items featured extreme acoustic values (several standard devi-
ations either above or below the mean for the speaker’s age)
and were judged by consensus among the authors to contain
unambiguously correct or incorrect /r/ sounds. Listeners were
credited with a correct response if their click location fell in
the upper or lower half of the VAS scale in accordance with
the correct/incorrect judgment assigned by the authors. Par-
ticipants were required to demonstrate above-chance accuracy
(minimum 16/20 correct) across catch trials.

Data collection was completed in 7 hours and cost $165,
including Amazon fees. In the grouped condition, results were
discarded from 4 participants due to missing data, and from 10
participants who did not exceed chance-level performance on
attentional catch trials. In the random condition, results were
discarded from 5 participants due to missing data and from 16
participants due to chance-level performance on catch trials.
Following these exclusions, the sample featured a total of 46
raters in the grouped condition and 39 in the random condition.

2835



2.3. Analysis and results

2.3.1. Question 1

Our first research question asked about the strength of the corre-
lation across items between VAS click location and our acous-
tic gold standard measure, F3–F2 distance. VAS estimates of /r/
prototypicality were calculated for each item by taking the mean
click location across responses from included raters. In Fig. 1,
points represent individual tokens, with different shapes/colors
for the four child speakers. The x-axis represents VAS click
location averaged across the full sample of 85 raters, and the y-
axis represents F3–F2 distance. With data collapsed across all
speakers and raters, there was a significant correlation between
F3–F2 distance and mean click location (Pearson’s r = -.82, p
< .001). The relationship between F3–F2 distance and mean
VAS location remained robustly significant (β = -0.0004, t = -
111.21, p< .001) in a regression that also controlled for speaker
as a fixed effect and for rater as a random effect. Thus, at the
level of the full listener sample, strong agreement was observed
between VAS and acoustic measures of gradient degrees of /r/
prototypicality.

Figure 1: Mean VAS vs F3 - F2 distance, sample of 85 raters
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2.3.2. Question 2

Our second question pertained to the relative accuracy of the
raters who heard tokens in grouped-by-speaker order versus in
fully random order. For this analysis, accuracy was operational-
ized as the difference between F3–F2 distance and VAS click
location, calculated individually for each token-rater combina-
tion. To test for a difference between rating conditions, we fit
a mixed model with this measure of accuracy as the depen-
dent variable and with fixed effects representing rating method,
speaker, and target word, as well as a random effect of rater.
Rating method was not a significant predictor (β = -0.264, t =
-0.02, p > .05).

2.3.3. Question 3

Our third and final question asked whether the two rating meth-
ods differ in response variability. For each individual token, we
can calculate two different standard error values: one represent-
ing the standard error of the mean VAS click location across lis-
teners in the grouped condition, and one representing the same

measure for listeners in the random condition. We can then ex-
amine the mean difference in standard error between the two
conditions, calculated pairwise by token; if the two rating con-
ditions are equivalent in variability, we expect a mean difference
of approximately zero. A univariate t-test indicated that the av-
erage pairwise difference was significantly different from zero (t
= -8.14, p < .001). If we express this difference as a percentage
of the standard error in the random condition, this result implies
that on average, the confidence interval for the mean VAS click
location will be 18.1% narrower under the grouped condition
than under the randomized condition (CIgrouped = .181*CIrandom).
This difference in mean standard error can be visualized in Fig.
2, which plots the mean click location and standard error bars
for each token in both rating conditions. Tokens have been or-
dered based on mean click location in the grouped condition. To
confirm this finding, we examined the pairwise by-token differ-
ence in standard error in a regression with fixed effects of child
and F3–F2 distance. The difference failed to remain significant
in this model (F = 1.01, p = .404). Fig. 3 plots the same infor-
mation as Fig. 2 (mean click location and standard error in both
rating conditions for each token), but with the data from each of
the four child participants displayed separately.

Figure 2: Mean and standard error of VAS click location, sepa-
rated by token and rating method. Grouped-by-speaker order =
black/solid, fully random order = red/dashed.
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2.3.4. Qualitative observations

Figures 2-3 point to the existence of patterns that did not reach
significance in our statistical models, but nevertheless warrant
qualitative commentary. In Fig. 2, there is no systematic differ-
ence in mean click location across the grouped and random con-
dition, which is consistent with our finding that the two meth-
ods did not differ significantly in accuracy. However, there do
appear to be local stretches in which the difference is fairly reli-
able: for example, for tokens 60 through 80, the mean click lo-
cation is almost always lower in the randomly ordered condition
than the grouped condition, while for tokens 100 through 120,
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the reverse is true. We hypothesized that these local patches
of consistency might be related to differences across the four
child speakers. This prediction is supported by the plots in
Fig. 3, where it is apparent that for one participant (pseudonym
“Gabby”), the mean VAS click location is reliably higher in
the grouped condition than in the random condition, while for
participant “Lilianne,” the opposite relationship holds. For the
other two participants, the relationship between grouped and
random VAS click means is not stable across all tokens. It is
not possible to draw inferences based on these nonsignificant
findings. However, qualitative inspection of these patterns does
suggest that a study with more raters and tokens might reveal a
significant difference in accuracy between random and grouped
order of presentation, or an order-by-speaker interaction. We
will not speculate on the nature of this difference based on the
current data. Follow-up data collection may reveal that the op-
timal order for eliciting ratings could depend on the distribution
of the tokens (e.g., unimodal versus bimodal) or the range of
acoustic values represented.

Figure 3: Mean and standard error of VAS click location, sep-
arated by child, token, and rating method. Grouped-by-speaker
order = black/solid, fully random order = red/dashed.
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3. Conclusions
Overall, these results supported the validity of crowdsourced
data collection as a means to obtain gradient measures of
speech. Mean click location was significantly associated with
an acoustic gold standard measure in both the grouped and
randomly ordered conditions. The grouped order of presenta-
tion was associated with reduced variability (significantly lower
standard error of click location) relative to the fully randomized
order of presentation. The two conditions did not differ sig-
nificantly in accuracy (mean distance between VAS click loca-
tion and F3–F2 distance), but qualitative inspection of the data
for each of the four speakers suggested that differences could
emerge in a study with higher power. This qualitative inspec-
tion also suggested that differences in mean VAS click location
between grouped and random conditions are influenced by the
shape of the data distribution, e.g. unimodal versus bimodal or
clustered versus spread.
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