10.21437 /Interspeech.2014-506

INTERSPEECH 2014

Robust Low-Resource Sound Localization in Correlated Noise

Lorin Netsch, Jacek Stachurski

Texas Instruments, Inc.

netsch@ti.com,

Abstract

In this paper we address the problem of sound source location
using the time difference of arrival (TDOA) technique in an
environment containing stationary correlated noise. We
present a robust low-complexity method for enhancing
estimation of sound direction, augmenting the well-known
Generalized Cross-Correlation with Phase Transform (GCC-
PHAT) approach. In the proposed method, the estimated
cross-spectrum of a correlated background noise is subtracted
from the observed spectrum. This effectively removes the
phase distortion introduced by the interfering noise and
significantly improves the robustness of the sound direction
estimate. We test the performance of this approach on data
collected and processed with a low-resource embedded
platform.  Results illustrate = substantially  enhanced
performance over the baseline GCC-PHAT sound localization.

Index Terms: sound source localization, source location,
time-delay estimation, GCC-PHAT

1. Introduction

Sound source localization is desirable in many environment-
aware applications such as robotics, security, communications,
as well as home or workplace management. The currently
available sound-localization solutions typically require many
sensors to be effective. To reduce cost and power
consumption, the applications can benefit from limited-
capability low-resource sensor systems. The sound localization
performed by each system could then be integrated within a
larger sensor fusion process. This makes low-resource sound
localization an attractive area of interest.

Noise interference in each channel is often due to
reverberation. However, in many applications the environment
may contain interfering noise sources separate from the sound
of interest, such as a fan in an office. Sensors are in practice
also susceptible to interfering noise components such as
electrical noise within the physical devices of the sensor
system itself which may exhibit correlation.

One commonly-used method for determining the location
of a sound estimates the TDOA of a sound source relative to
several microphones. A popular method for achieving this is
the Generalized Cross-Correlation with Phase Transform
(GCC-PHAT) method [1], which is attractive due to its low
computational requirements and effectiveness in reverberant
environments. A limitation of GCC-PHAT is that it obtains the
TDOA estimate directly from the phase by normalizing the
spectral magnitude at each frequency. This emphasizes the
phase even at frequencies dominated by low-level background
noise. Recently, many methods have been developed to deal
with this issue. Some techniques modify the GCC-PHAT
weighting function, for example by applying an SNR-
dependent exponent to the weighting function [2], adding a
bias term in the denominator [3], using estimates of the phase
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statistics [3][4], or other SNR-based weighting functions [5].
In some methods, frequencies of low SNR have been
temporally removed from consideration in the GCC-PHAT
calculations [6]. Prior to applying GCC-PHAT, some methods
reduce the effects of noise and remove unwanted signal
components by performing spectral subtraction and mean
normalization [3], or by decomposing the input using basis
functions [7]. These techniques do not discriminate between
correlated or uncorrelated noises, and thus may remove
desired signal information. In [8], the phase of the noise signal
in each channel is estimated during times when the desired
signal is not present, and then the estimated signal without
noise is generated prior to TDOA analysis. However, the noise
signal phase is estimated for each channel individually without
considering the noise signal correlations between channels.

This paper presents a robust low-complexity method for
enhancing estimation of sound direction by removing
stationary interfering signals prior to the GCC-PHAT
weighting and TDOA estimation. Our method is similar to [8],
except that the estimation and noise removal is applied in the
cross-spectral domain. This incurs little additional processing
since the cross-spectrum is a required component of the GCC-
PHAT processing. We test the method on data collected using
a microphone pair connected to the processor in a Texas
Instruments TMDSIPCAMS8127J3 reference design IP camera,
and illustrate significant interfering noise reduction and TDOA
performance improvements.

The paper is organized as follows. Section 2 presents the
problem and formulates the proposed solution. Section 3
focuses on the practical implementation issues. Section 4
reviews the performed test and summarizes the results. We
draw the conclusions in section 5.

2. Problem Statement

This paper considers a two-microphone array in order to
determine the sound direction based on the well-known time
difference of arrival. We assume that the sound source is
located far enough from the microphones that the far-field flat-
wavefront assumption applies. In addition, we assume that
there exists some interfering noise signal that acts as a
correlated signal in each channel. With these assumptions, we
represent the observed signals at each microphone as:

xi(t) =5t —75))+ bt —7pi)+1i(t) i=12 @))]

Here x;(¢)is the observed sound signal in microphone i at
time #. We wish to determine the angular direction of the
location of signal source s in relation to the two microphones
using TDOA, where the different distances between the source
s and the microphones i result in time delays zy; . The signal b
is a background signal that appears as an interfering sound
source, and which acts as a correlated noise with time delays
ofzp;. The signals 7; represent uncorrelated noise in each
channel due to effects such as electronic component thermal
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noise. We assume that s, b, and 77; come from different sources
so they are uncorrelated with each other and are zero mean,
and that b and #; are stationary within the time of interest.

2.1. Proposed TDOA Direction Estimation

Given the assumption of s, b, and 7; being uncorrelated with
one another, the cross-correlation of the two microphone
signals in (1) becomes

Rx(u):J.xl(t)xz(t+u)dt:RS(U—rS)+Rb(U—Tb) 2)
where the time difference of arrival between microphones
corresponding to the signal s is 7y =74, —75 and for the

interfering signal b is 75, = 72 — 7p1 -

In the absence of the interfering noise b, the peak of the
cross-correlation occurs at 7, When noise is present, the cross-
correlation is a combination of the signal and the background
noise, affecting the location of the estimated cross-correlation
peak of R.(v). Since the background noise b is stationary, the
problem may be practically mitigated by estimating the cross-
correlation component of the signal b during times when the
signal s is not present, and subtracting it from the cross-
correlation of the observed signal.

Ry(v=17,) =R ()~ Ry(v~1}) 3)

One method to estimate the cross-correlation is to include
voice activity detection (VAD) as in [8] to determine when
only the interfering background signal is present. The estimate
can be made from these periods. Once the estimated
interfering background cross-correlation is removed, the
resulting peak value should provide a better estimate of the
TDOA of the signal s.

2.2. Spectral representation and PHAT

The cross-correlation processing is often performed in the
frequency domain by considering the signal cross-spectrum.
This also allows the introduction of frequency weighting such
as GCC-PHAT. Taking the Fourier transform of (2), we
obtain:

Gy (@) = Gy (@) + Gy(w)

=[S(@)[ 7?5 +|B(@) e/

4)

where Gs(w) is the cross-spectrum of the signal s, and
Gp(w) is the cross-spectrum of the interfering noise b. The
time delays 7, and 7, are now reflected in phase shifts that are
linear in frequency. In GCC-PHAT only the phase information
contributes to the estimate of the time delay 7. In (4) the term
Gjp(w) produces a phase error which causes the phase of the
observed Gy(w) to differ from the phase of Gs(w). This
phase error depends on the difference in phase between
Gs(w) and Gp(w), as well as their relative magnitudes. For
frequencies where |G (w)| is greater than |Gs(w)|, the phase
of the interfering signal » dominates (even though the overall
SNR may be high).

To reduce the phase errors due to the interfering signal b,
we want to perform the PHAT weighting, and to determine the
TDOA estimate 7, using the spectrum corresponding to the
uncorrupted signal s, i.e.
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We can obtain the cross-spectrum Gs(w) by estimating
the interfering cross-spectrum Gj(w) and subtracting it from
Gx(w). For example, we can calculate an estimate of the
cross-spectrum Gp(w) during times when the signal s is
absent.

3. Implementation

In a practical implementation, we must perform processing
on successive segments (frames) of the input signal.
Processing in the frequency domain allows us to efficiently
estimate the cross-spectrum of G, and take advantage of
frequency weighting of the cross-spectrum, such as GCC-
PHAT.

3.1. Estimation of Gy(k)

We begin by calculating the FFT of the observed signal for

each frame. (For clarity in the following analysis we do not

include a frame index in the equations.)
X; (k) = FFT(x;(m)

i=12 (6)

We next calculate the cross-spectrum of X; for the frame

G (k) =X| ()X, (k) ™)

As mentioned above, we estimate the cross-spectrum G(k)
during time periods when the speech signal s is not present. In
the absence of s, the observed cross-spectrum will be a noisy
representation of G,(k) due to noises 7. We average G,(k)
over a number of frames to reduce the effect of noise and
produce an estimate such that:

27k

Gy (b =|Bhe VT ®)

where B(k) is the spectrum of the interfering signal b, N is the
size of the FFT, and T is the sample period of the signal.

3.2. Estimation of G,(k)

We obtain the signal cross-spectrum by removing the
estimated interfering cross-spectrum:

G, (k) = G (k) — Gy (k)

e ©
=[Sk e “NT
and apply the PHAT weighting to G,(k).
G,k _ i
P, (k)= ) N (10)
|Gy (k)
The PHAT weighting removes all spectral amplitude

information, so that the TDOA is reflected only in the phase
information. Since the interfering phase information is reduced
by (9), we expect improved estimation of 7,

3.3. Estimation of Delay 7,

To estimate the delay 7z, based on (5), a discrete
implementation of the inverse Fourier transform is generated
for each frame of data. For increased resolution, this is



sometimes done by taking the inverse FFT of P (k) followed
by interpolation to determine a more accurate estimate of the
delay [6]. In our current method, we follow an approach
outlined in [9]. Since the delay values of interest are limited to
a range representing 90 degrees relative to the microphone
axis, we form a transformation matrix D for 2N +1 discrete
test values 7 spanning that range
nd

where n=—-N;...N
N, T T

an
where d is the distance between microphones and c is the
speed of sound. The resolution of 7 (and so the z; resolution)
can be adjusted by selection of N,. Using the above values of
7, we form the matrix D of discrete exponential multipliers for
frequency indices k:
27 ; 27k nd
D(n,k):ej NT' _ ' NT eN:

with k=1..n72 (12
We apply this transformation to Py(k) to produce the GCC-
PHAT cross-correlation:

Ry(n)= ) reallD(n,k)P; (k) (13)
k

The delay estimate is determined by finding the index » of
the largest value of R(n):

n=argmax (R,(n)) and 7, = nd
n T

(14)

The cross-spectrum of G(k) in (9) will be noisy due to the
influence of the noises 7. In the experiments described in
Section 4, we test two methods to mitigate the effects of this
noise. The first method averages R () over a number of
frames prior to calculating the estimate of 7, in (14). The
second method averages the Gy(k) in (9) over a number of
frames prior to applying the PHAT weighting in (10).

4. Experiments and Discussion

We validate the proposed methods using a pair of microphones
connected to a Texas Instruments TMDSIPCAMS8127J3
reference design IP camera. The camera and microphones are
mounted on a stand approximately 1m high and placed in an
office room 3.7m by 2.5m. The microphone spacing is 10cm.
A speaker, placed at the same height as the camera, is
positioned in the room facing the center of the microphones, at
a location that would result in a time delay of 0.28ms. The 16
kHz speech signal played out of the speaker consisted of a
concatenation of sentences spoken in a noise-free environment
by several male and female subjects, having a total duration of
about 69s. The nominal SNR recorded at the IP camera is
18dB. A plot of one microphone channel is shown in Figure 1.

We use a frame size of 1024 samples, an FFT size N of
2048 (zero-padded), and we choose 90 as the value for N, .
For simplicity, instead of using VAD, we take the first 10 non-
speech frames to determine the correlated background noise
(initial frames contain only background noise as can be seen
from Figure 1).

We use two different methods to mitigate the effects of the
uncorrelated noise 77;. In one method we average the GCC-
PHAT cross-correlation Ry(#), and in the other we average the
cross-spectrum Gy(k). In either case, the averages are
performed over eight consecutive frames.
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Figure 1: Microphone channel data.

For the first method, we determine G(k) with and without
removing the estimated Gj,(k) noise as per (9). We apply the
GCC-PHAT as in (10), calculate the cross-correlation Ry(n) as
in (13), and finally average the Ry(n) values over consecutive
frames. The results are shown in Figure 2. In Figure 2a we
show a plot of Ry(n) for each frame during the speech portion
of the signal without removing Gy (k). The peak delays in
Ry(n) corresponding to 0.28ms can be seen. However there is
interfering correlated noise around Oms. Although the audio
amplitude of the correlated noise at the beginning of the signal
is quite small as seen in Figure 1, the contribution to the GCC-
PHAT is often large enough to exceed the signal peak. Figure
2b is a scatter plot of the estimated delay GCC-PHAT values
%, as in (14) for each frame without removal of Gj(k). In
Figure 2¢ we show the plot of R (1) for each frame with prior
removal of Gy (k). This results in a noticeable decrease in the
interfering correlated noise, which allows for a much better
detection of the signal delay. To confirm the effectiveness of
the interference removal, in Figure 2d we show the scatter plot
with removal of Gy (k). Comparing Figure 2b and Figure 2d,
we can see that without the Gp(k) removal many frames
during speech have the peak locations at Oms delay. With the
Gy (k) removal, there are fewer misidentified peak locations,
demonstrating the effectiveness of the proposed solution.

For the second method, we again determine G,(k) with and
without Gp(k) as per (9). We now calculate the average the
cross-spectra  Gy(k) prior to applying the GCC-PHAT
weighting of (10). Finally, we calculate the cross-correlation
Ry(n) as in (13), but do not average these (as done in the first
method). The results are shown in Figure 3. In Figure 3a we
show the plot of Ry(n) during the speech portion of the signal
without removing Gp (k). Again peaks can be seen at 0.28ms,
along with the interfering peaks at Oms. Comparing Figure 2a
and Figure 3a, the peaks at 0.28ms appear more consistent and
the noise peaks at Oms are in many cases lower than the peaks
at 0.28ms in Figure 3a. This is confirmed by the scatter plot of
the estimated delay GCC-PHAT values #; in Figure 3b,
which show that there are fewer peaks around Oms. With
removal of Gy, , the plot of Ry(n) is shown in Figure 3c. Again,
the peaks at Oms are reduced in amplitude. Comparing Figure
2¢ and Figure 3c, in the later the peaks at 0.28ms are more
consistent and the interfering peaks at Oms are less consistent
in location and amplitude. Comparing the scatter plots of
Figure 3b and Figure 3d, again we see correction of the peak
locations.

Comparing Figure 2d and Figure 3d, both methods
produce similar improvements in location of the estimated
signal peaks. This suggests choosing the averaging method
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Figure 2: Method 1: averaging over Ry(n); a) Ry(n)
with interference; b) the corresponding %, values;
¢) Ry(n) with interfering noise Gp(k) removed: d)
the corresponding % values.

that reduces computation for best efficiency. The first method
averages the 181 real values of R (n) of the cross-correlation
index, n over the frames, and the second method averages the
1024 complex values of Gy(k) of the cross-spectrum index, k.
This favors the method of averaging of cross-correlation.

In principle the solution presented can be used for multiple
correlated interfering sound sources as long as they can be
separated from the signal of interest, for example, by using
VAD. The estimation of the interfering noise does not require
a complex algorithm and will not require significant additional
resources, since it can be developed in the process of the
GCC-PHAT calculation. This makes it applicable to low-
resource platforms.

5. Conclusions

We presented a method to improve the TDOA estimate in the
presence of a stationary interfering noise that exhibits
correlation between microphone channels. We demonstrated
that its contribution to phase distortion substantially affects the
location of GCC-PHAT cross-correlation peaks, even though
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Figure 3: Method 2: averaging over Gy(k), a)
Ry(n) with interference; b) the corresponding 7
values; ¢) Ryn) with interfering noise Gy(k)
removed; d) the corresponding %5 values.

the interfering noise may be small in amplitude compared to
the desired signal. We introduced a computationally efficient
method to estimate and reduce this interfering phase distortion.
The proposed solution effectively improves performance over
baseline GCC-PHAT sound localization.

In addition to reducing phase distortion due to the
correlated noise, we compared two different methods of
averaging to reduce the effects of the uncorrelated noise
component. Experiments showed that without reducing the
correlated noise distortion, averaging the cross-spectrum prior
to the GCC-PHAT transformation provided more reliable
estimates of TDOA. However, when we suppress the
correlated noise interference, both cross-spectrum and cross-
correlation averaging methods yield comparable TDOA
estimates. The reduced dimensionality of cross-correlation
averaging is preferable for reduced computation.
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