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Abstract
This paper proposes using a hidden Markov model (HMM) to
model a speech signal in terms of its speech class (voiced, un-
voiced and nonspeech) and for voiced speech its fundamental
frequency. States of the HMM represent unvoiced speech and
nonspeech with multiple voiced states that model different fun-
damental frequencies. The transition matrix of the HMM mod-
els temporal changes in speech class and the time-varying fun-
damental frequency contour. The model is then applied to voic-
ing and fundamental frequency estimation by extracting acous-
tic features from a speech signal and then applying Viterbi de-
coding. Experimental results are presented that investigate the
estimation accuracy of the proposed system and a comparison
is made against conventional methods.

1. Introduction
Many approaches have been developed to estimate the voic-
ing class and fundamental frequency of speech signals. These
include methods that operate in the time-domain, frequency-
domain and cepstral-domain [1, 2, 3, 4]. Through much refine-
ment these can attain high levels of accuracy and can operate
robustly in noisy speech. These methods, however, are suscep-
tible to errors, which occur mainly as voicing classification er-
rors in low energy or noisy regions, and doubling and halving
errors of the fundamental frequency estimate. To compensate
for these errors, post-processing is typically employed which
involves methods such as median filtering to correct voicing er-
rors and low-pass filtering to smooth the resulting fundamental
frequency contour. The methods typically also require fine tun-
ing to optimise their performance in different operating condi-
tions and this involves adjusting a set of internal parameters.

The proposal in this work is to move away from the two
stage approach of first making a measurement of voicing and
fundamental frequency and then applying post-processing to
correct measurement errors. Instead an integrated model is
proposed that models both the speech class (voiced, unvoiced
and nonspeech) and, within the voiced class, the fundamen-
tal frequency. Such a model can then be applied to the prob-
lem of voicing classification and fundamental frequency esti-
mation. This work proposes using a hidden Markov model
(HMM) where the observation probabilities model the instanta-
neous fundamental frequency/voicing and the transition matrix
models the temporal dynamics of the speech. Such an approach
can combine into a single model the instantaneous modelling of
fundamental frequency/voicing and the modelling of temporal
dynamics. A further aim of this statistical approach using an
HMM is that model parameters are all learnt from training data
which removes the need for parameter optimisation and intro-
duction of rules to compensate for errors.

The use of statistical approaches in voicing classification
and fundamental frequency estimation is not new in itself and
has been investigated in several works. Statistical approaches to
voicing classification typically involve training separate proba-
bilistic models representing voiced speech, unvoiced speech and
nonspeech, and classifying input vectors according to their re-
spective probabilities [5, 6, 7, 8]. For fundamental frequency
estimation, transition probabilities have been used to refine a
set of candidate fundamental frequencies for each frame to pro-
duce a smoothed contour [5]. In [9], a statistical estimate of the
fundamental frequency of a frame of speech is made from the
power spectrum of noisy speech and contaminating noise. Post-
processing is then applied in the form of dynamic programming
that uses a combination of frame-level costs and transition costs
to identity an optimal fundamental frequency contour. These
methods tend to involve separate stages for the tasks of voic-
ing classification, fundamental frequency estimation and post-
processing for error reduction and smoothing. The proposed ap-
proach instead aims to use a single integrated statistical model,
namely the HMM, to combine the instantaneous estimates and
find a best path from which voicing classification and funda-
mental frequency estimation are made.

Section 2 introduces the use of a hidden Markov model
(HMM) to model the acoustic properties and temporal dynam-
ics of the speech class and fundamental frequency. Section 3
examines the temporal modelling of the speech class and fun-
damental frequency by the transition matrix of the HMM. Sec-
tion 4 considers the acoustic modelling within each state of the
HMM and the associated extraction of acoustic features from
the speech. Finally experimental results are presented in Sec-
tion 5 which examine the accuracy of the proposed method.

2. HMM modelling of voicing and
fundamental frequency

A speech signal, in terms of its voicing class and fundamental
frequency, can be considered as existing in one of a number of
different states. These states represent periods when the speech
is voiced, unvoiced or nonspeech. For the case when the speech
is voiced, the voiced state can be subdivided into a number of
states each corresponding to a different fundamental frequency.
Fundamental frequency is not, of course, discrete in value but
given a sufficiently fine quantisation of levels it can be consid-
ered as existing in a particular state.

An effective model to represent speech as existing in one
of a number of different states is an ergodic HMM [10]. Every
speech class/fundamental frequency can follow any other, with
the probabilities of these transitions being learnt from training
data. Figure 1 shows a section of an HMM to model speech
class and fundamental frequency, with the focus on the voiced
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Figure 1: A section of an HMM to model the voicing and fun-
damental frequency of speech.

state that models a fundamental frequency of 150Hz. Tran-
sitions from this state allow the speech to move to another
voiced state (either a different frequency or the same frequency)
or to either unvoiced speech or nonspeech. Similarly, transi-
tions to this state allow the preceding frame to have been un-
voiced or nonspeech, or the same or a different fundamental
frequency. The transitions between states determine the prob-
ability of moving from one state to another. For example, it
could be assumed that the probability of moving from 150Hz to
151Hz would be relatively high compared with the probability
of moving from 150Hz to 120Hz. Within each state an obser-
vation probability can be computed that reflects the likelihood
of an acoustic feature vector. For example, for a feature vector
extracted from speech with a fundamental frequency of 150Hz
the observation probability in the state modelling 150Hz should
be high in comparison to that for the state modelling 120Hz.

Such an integrated model of speech can be trained effec-
tively from real speech data and can model both the acoustic
variations (within state) and temporal variations (state transi-
tions) of the speech class and fundamental frequency. Obser-
vation probabilities for the HMM are learnt from distributions
of acoustic feature vectors extracted from speech while transi-
tion probabilities are learnt from reference labelled fundamental
frequency/voicing data. The next two sections describe the tem-
poral modelling and acoustic modelling.

3. Temporal modelling
The temporal modelling of speech as it changes in fundamental
frequency or moves to/from unvoiced and nonspeech states is
modelled by a transition matrix, A, in the HMM

A =




ans,ns ans,u ans,vL · · · ans,vH
au,ns au,u au,vL · · · au,vH
avL,ns avL,u avL,vL · · · avL,vH

...
...

...
. . .

...
avH,ns avH,u avH,vL · · · avH,vH




(1)

Subscripts ns and u represent non-speech and unvoiced speech,
while subscripts vL and vH represent voiced speech associated
with the lowest, L, and highest, H , fundamental frequencies
that are to be modelled. So, for example, au,v150 is the proba-
bility of the speech being unvoiced and then changing to voiced

Figure 2: Transition matrix estimated from a single female
speaker with fundamental frequencies from 95Hz to 360Hz.

speech with a fundamental frequency of 150Hz.

3.1. Transition matrix

The transition matrix is trained from a speech database that is
annotated, for each frame, with the speech class (voiced, un-
voiced or nonspeech) and, for voiced speech, the fundamental
frequency. Each annotation, li, is associated with an acous-
tic feature vector, vi, that is extracted from a frame of speech
where i is the frame index. The transition probabilities within
each state are computed using conventional HMM training [10].
For example, the transition probability from the unvoiced state
to the voiced state with a frequency of F Hz is computed

au,vF =
N(u, vF )

N(u)
(2)

where N(u) is the number of unvoiced frames and N(u, vF )
is the number of unvoiced frames followed by a voiced frame
with a fundamental frequency of F Hz.

3.2. Analysis of the transition matrix

The transition matrix obtained from a database comprising a
single female speaker is shown in figure 2 where the x and y
axes show fundamental frequencies (from 95Hz to 360Hz) and
the z axis the probability of the transition. For clarity the first
two rows and columns in the matrix, which correspond to non-
speech and unvoiced speech, are not shown. The very strong
diagonal indicates that the fundamental frequency of the next
frame of speech is likely to be close to the current fundamen-
tal frequency and arises from the high correlation in the fun-
damental frequency contour. The roughness of the diagonal is
due to insufficient training data which is particularly evident
at low and high frequencies where very few frames existed at
these frequencies. The isolated, low probability regions corre-
spond to errors in the annotation data. These could be removed
by hand correction of the annotations, or, more efficiently, by
smoothing the entire transition matrix, although work so far has
not addressed this.

It is interesting to examine in more detail a single row of
the transition matrix which shows the probability of moving
from the current fundamental frequency to every other funda-
mental frequency – and also to the unvoiced and non-speech
classes. For illustration, figure 3 shows two rows of the tran-
sition matrix, one corresponding to 175Hz (which is the mean
fundamental frequency of the speaker) and the other at 316Hz
which is close to the maximum fundamental frequency of the
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Figure 3: HMM transition probabilities from voiced states rep-
resenting 175Hz (left) and 316Hz (right). Note – for clarity only
the region close to the fundamental frequency is shown.

speaker. Transitions from the 175Hz state shows that quite
a narrow range of fundamental frequencies (168Hz to 181Hz)
have a non-negligible probability of being the fundamental fre-
quency of the next frame. The distribution is approximately
symmetric as 175Hz is close to the mean of the distribution
of fundamental frequencies. Interestingly, the most probable
next fundamental frequencies are 174Hz or 176Hz, rather than
175Hz as may have been expected, which reflects the dynamic
nature of fundamental frequency. Examining transitions from
316Hz shows the most probable next fundamental frequencies
to be even further from the current value. This is attributed to
faster temporal movement of fundamental frequency at these
higher frequencies.

4. Acoustic modelling
The purpose of acoustic modelling is to model the distribution
of acoustic feature vectors for each state of the HMM. This re-
quires suitable feature vectors to be extracted from the speech,
along with an appropriate annotation to indicate their speech
class and fundamental frequency.

4.1. Acoustic feature extraction

Features extracted from the audio signal must contain sufficient
information to: i) discriminate between voiced, unvoiced and
nonspeech classes, and ii) for voiced speech, enable fundamen-
tal frequency to be estimated. Many techniques have been pro-
posed for estimating fundamental frequency and voicing and
this has led to many features that could form the acoustic fea-
ture vector – for example correlation coefficients, spectral fea-
tures and higher-order cepstral coefficients. One of the best per-
forming methods of fundamental frequency estimation is YIN
which computes a cumulative mean normalised difference func-
tion (CMNDF) from which the fundamental period is measured
[3]. Based on the success of the CMNDF this is chosen to form
part of the acoustic feature. A downside of the YIN algorithm
is that it does not provide voicing classification. To supplement
the CMNDF the frame energy is also included in the acoustic
feature as this has been shown to discriminate well between dif-
ferent voicing classes [11, 12].

The CMNDF is computed using a difference function,
di(τ), applied to a frame of N speech samples

di(τ) =

N∑

n=1

(
xi(n)− xi(n+ τ)

)2 (3)

where xi(n) is the nth sample in the ith frame of speech. The

CMNDF, d′t(τ), is then computed from the difference function

d′i(τ) =





1, if τ = 0,

di(τ)

/[
(1/τ)

τ∑

j=1

di(j)

]
otherwise. (4)

where τ is a fundamental period measurement. For voiced
speech the CMNDF exhibits a minimum at the fundamental pe-
riod. For unvoiced speech no such structure is exhibited and the
CMNDF takes a more noise-like appearance. Thus, in addition
to fundamental frequency information, the CMNDF also pro-
vides information regarding voicing. The range of d′i(τ) values
assigned to the feature vector were from 50Hz to 400Hz which
encompasses a typical range of frequencies for both male and
female speech. This is equivalent to 40 ≤ τ ≤ 320 and forms a
281 dimensional vector. The short-time log energy of the frame
is also computed and augments the feature vector

4.2. Observation probabilities

Within each state of the HMM the distribution of acoustic fea-
ture vectors is modelled by a Gaussian mixture model (GMM).
The reference annotation label associated with each feature vec-
tor is used to create vector pools, Ωns, Ωu and ΩvL to ΩvH , that
correspond to nonspeech, unvoiced speech and voiced speech
with a vector pool for each fundamental frequency value from
L Hz to H Hz. Expectation maximisation training [13] is ap-
plied to each vector pool to create a GMM for each state in the
HMM that models the distribution of feature vectors for each
speech class and fundamental frequency.

To create a set of M voiced states the fundamental fre-
quency annotations must be quantised to M levels. Applying a
linear quantisation (for example to a 1Hz resolution) creates an
asymmetric distribution of values that is skewed towards higher
frequencies – as shown in figure 4a. To make the distribution
symmetric a non-linear quantisation of frequency is proposed
that is based on a perceptual scale wherem is the new frequency
label and f the value in Hertz

m = b690 + (120 log2(
f

440
))c (5)

This scale is equivalent to a MIDI note number multiplied by 10,
so a frequency of 220Hz equates to MIDI note 57, and in this
scale, model 570. Across the target frequency range of 50Hz
to 400Hz this gives a set of 361 voiced states which correspond
to labels 313 to 673. The non-linear scaling gives a frequency
resolution of 1/10 of a tempered semitone, or 10 cents, which
is based on the JND (just noticeable difference) of human fre-
quency perception [14]. The distribution of frequencies in the
perceptual frequency space is shown in figure 4b and can be
seen to now exhibit a more symmetric shape.

5. Experimental results
This section examines the accuracy of the proposed method of
voicing and fundamental frequency estimation and compares
performance against conventional methods. A database com-
prising a single US English female speaker was used for the ex-
periments. A set of 660 phonetically rich sentences, sampled at
16kHz, was used for training and a separate set of 50 sentences
used for testing, with each sentence approximately 5 seconds in
duration. For each utterance, 20ms frames of audio were ex-
tracted at 5ms intervals. The reference fundamental frequency
and voicing was provided by laryngograph recordings, and for
the test data these were manually checked and corrected.
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Figure 4: Histograms of fundamental frequency using a) linear
frequency scale and b) logarithmic frequency scale.

Three error metrics were used to evaluate the accuracy
of the estimation methods, namely voicing classification error
(EV ), gross errors (E>20%) and RMS fundamental frequency
error (ERMS). Voicing classification error is defined

EV =
Nv|nv +Nnv|v

NT
× 100% (6)

Nv|nv is the number of nonvoiced (nonspeech and unvoiced)
vectors that are incorrectly classified as voiced, Nnv|v is the
number of voiced vectors that are incorrectly classified as non-
voiced and NT is the total number of vectors in the test which
was approximately 50,000. The gross error is defined as the
percentage of fundamental frequency estimates that are greater
than 20%. For fundamental frequency errors less than 20%, the
RMS fundamental frequency error is computed

ERMS =

√√√√ 1

NFE

NFE∑

i=1

(f̂i(0)− fi(0))2 (7)

f̂i(0) and fi(0) are the estimated and reference fundamental
frequencies of the ith frame and NFE is the number of frames
with error less than 20%, which are also known as fine errors.

Viterbi-based HMM decoding [10] was used to find the best
path through the model and hence output the speech class and
estimate of fundamental frequency. A modification was made
to the probability computation of the HMM to allow the respec-
tive contributions of the observation probabilities and transition
probabilities to be varied. This operates by weighting the ob-
servation probabilities to give them more contribution. Figure 5
shows the effect on EV and E>20% of varying the observation
weight from 1 to 17. Voicing errors are minimised at a weight
of 7 which gives a gross error rate of 0.16%. Further increases
to the observation weight reduces constraints imposed by the
transition matrix and increases gross errors by allowing more
doubling and halving errors.

Table 1 shows voicing classification accuracy, gross errors
and RMS error for the HMM method. For comparison the per-
formance is also shown for the YIN, ETSI and subharmonic-to-
harmonic ratio (SHRP) methods [3, 15, 16]. Voicing errors for
the HMM are significantly higher than ETSI (YIN and SHRP
do not give voicing classification). Examination of errors by
the HMM reveals these to occur almost solely at voicing bound-
aries. Similar errors were also observed in training data annota-
tions and this may contribute to the higher errors with the HMM
over ETSI. Gross errors are lowest with the HMM which makes
almost no fundamental frequency errors over 20%. This is at-
tributed to the temporal modelling of fundamental frequency
provided by the transition matrix which gives almost zero prob-
ability to a halving or doubling of fundamental frequency. RMS

Figure 5: The effect of varying observation weight on voicing
errors (left) and gross errors (right).

Test Ev E>20% ERMS

HMM 13.10% 0.16% 8.34Hz
YIN - 2.27% 6.89Hz

ETSI 8.44% 1.29% 6.51Hz
SHRP - 3.63% 6.57Hz

Table 1: Comparison of voicing errors, gross errors and RMS
error for HMM method and YIN, ETSI and SHRP methods.

error is worse using the HMM and is attributed to the acoustic
models within each voiced state not being sufficiently discrim-
inative. This is most likely due to annotation errors in training
causing an increase in variances that allows misclassification
of fundamental frequency. The choice of feature vector is also
likely to be an issue and errors could probably be reduced with
a more discriminative feature.

6. Conclusion
This work has presented the results of initial ideas into using a
single statistical model, namely an HMM, to model the voicing
class and fundamental frequency of speech and subsequently
estimate these parameters. Such a method avoids conventional
two-stage approaches of first fundamental frequency estimation
and then smoothing by making a joint decision within a sin-
gle model. In comparison to conventional methods, gross errors
were found to be significantly lower while voicing classification
errors and RMS error were both higher. Such a data-driven sta-
tistical model is dependent upon accurate training data and anal-
ysis has shown that while no halving or doubling errors were
present in the annotations (contributing to the very low gross
errors), both voicing errors at voicing boundaries and small fun-
damental frequency errors occurred. These will reduce the ac-
curacy of the acoustic models within the states of the HMM and
introduce errors in the transition matrix, and may account for
some of the errors reported. Further work will examine the ef-
fect of correcting these errors in the annotations. Observation
probabilities are dependent on the ability of the feature vector
to discriminate between different fundamental frequencies and
voicing classes. This is also an area for further work, with the
aim of improving discrimination. It must also be commented
on that the method reported is speaker-dependent and it will
be necessary to also examine speaker-independent performance.
Moving to speaker-independance will clearly change the transi-
tion matrix although it is likely to remain primarily diagonal.
In terms of observation modelling, features will need to be as
independent to speaker as possible.
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