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Abstract 

To test whether speech rate influences the interpretation of 

lexically-ambiguous forms, we conducted a visual-world eye-

tracking study. We varied the speech rate of carrier phrases, to 

see if this influences how listeners perceive sequences with a 

coronal/labial ambiguity. Our results suggest that listeners’ 

interpretations are sensitive to speech rate: Even with identical 

acoustic materials, listeners’ real-time processing of ambiguous 

words is influenced by the speech rate of the surrounding carrier 

sentence. This work highlights the importance of incorporating 

speech rate into existing models of spoken word recognition. 

Index Terms: spoken word recognition, speech rate, visual-

world eye-tracking 

1. Introduction 

The factor of speech rate has received relatively little attention in 

the field of spoken word recognition. However, production 

studies have shown that changes in speech rate can have 

important phonetic consequences, including patterns of 

coarticulation and assimilation [1]. In addition, increased speech 

rate may lead to deletion of segments [2], and disproportional 

changes in the duration of consonants and vowels [3]. As a 

result, listeners frequently need to adjust for the different speech 

rates of speakers in their recognition of spoken words. 

Considering the wealth of knowledge that has been accumulated 

in the literature of lexical access, it is surprising that the 

prominent models of spoken word recognition have not 

explicitly accounted for the role of speech rate.  

In one of the few studies that examine the relations between 

listeners’ sensitivity to timing information and spoken word 

recognition, Dilley and Pitt [4] investigated whether the 

perception of function words may be dependent on speech rate. 

They found that when talkers produced sentences containing a 

severely reduced function word, listeners perceived the sentences 

as lacking that function word entirely (e.g., leisure or time was 

perceived as leisure time) when the context speech rate was 

slow. Strikingly, when talkers produced the same sentences 

without the function word, listeners perceived that the non-

existing function word was actually present (e.g., leisure time 

was perceived as leisure or time) when the context speech rate 

was fast. Therefore, [4] suggest that speech rate helps listeners 

form expectations about word boundaries, potentially modifying 

the number of words perceived in degraded speech signals.  

Listeners may also perceive words differently as a result of 

coarticulation. Previous studies have shown that listeners can 

compensate for coarticulation, perceiving identical sounds 

differently in different contexts. In a classic study, Mann [5] 

found that when identifying ambiguous sounds in a continuum 

from /da/ to /ga/, listeners reported more /ga/ when the preceding 

syllable was /al/, as opposed to when it was /ar/. What explains 

this? Listeners might have perceived identical sounds differently 

because they know that overlapping gestures lead to the blending 

of acoustic signals. For instance, when a speaker produces the 

sequence /al/, the tongue is pulled forward due the gestures for 

/l/. Therefore, the acoustic signal shifts toward /d/, which 

corresponds to a more forward constriction location. Thus, 

llisteners might perceive Mann’s /da/-to-/ga/ syllables more as 

/ga/-like when the preceding syllable is /al/ as opposed to /ar/ 

because they were trying to compensate for the blending of 

acoustic signals due to /l/. When Mann and Repp [6] studied the 

identification of ambiguous sounds along a /ta/-to-/ka/ 

continuum, listeners similarly perceived more /ta/ when they 

followed /ʃ/ than when they followed /s/.  

If listeners can compensate for coarticulation, they may also 

be able to compensate for assimilation, where the extent of 

coarticulation is influenced by speech rate changes.  For 

example, coronal place assimilation occurs when a coronal 

segment (e.g., /t/, /d/, /n/) takes on the place of a following non-

coronal (labial or velar) segment. A sentence like the following, 

“A quick run picks you up”, may potentially be ambiguous due 

to the coarticulation of articulatory gestures [7]. The lexical 

ambiguity may arise when the /n/ from run is assimilated to /m/ 

by the labial segment in the following word picks. In other 

words, the word run in the sentence may be perceived as rum 

because of the influence from the labial segment. If the sentence 

is produced under different speech rate conditions, it is more 

likely that the faster speech rates will produce the assimilated 

form (e.g., rum) as opposed to the unassimilated form (e.g., run). 

We wanted to test whether listeners’ processing of 

potentially assimilated sounds is sensitive to speech rate. 

Previous studies examining the perceptual consequences of this 

lexical ambiguity, however, have only focused on non-perceptual 

mechanisms [7, 8]. Instead, the current study aims to answer the 

following question: if identical lexically-ambiguous forms 

resulting from coronal assimilation are presented to listeners, can 

listeners compensate for assimilation on the basis of speech rate 

in a manner that is similar to compensation for coarticulation?  

2. Experiment 

To test whether speech rate influences the interpretation of 

lexically-ambiguous forms, we used the visual world eye-

tracking paradigm [9] to probe whether and when different 

lexical items are activated as listeners encounter words that are 

potentially lexically ambiguous due to coronal place 

assimilation. Most existing studies on assimilation have used a 

metalinguistic task, namely decisional decision, which offers 

only a snapshot of lexical activation at a given time point. In 

contrast, studies using the visual world eye-tracking paradigm 

have shown that eye-movements to objects in a display are 

closely time-locked as spoken linguistic message unfolds over 

time [9]. Particularly, this paradigm allows for the real-time 

interpretation of continuous speech because there is sufficient 
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temporal resolution for the measurement of lexical activation. 

Therefore, visual-world eye-tracking can provide a detailed time 

course of assimilated speech processing and lexical activation 

with respect to different speech rates. 

2.1. Materials 

In this study, we manipulated the speech rate of the carrier 

sentences in which the target sequences were embedded, to see if 

this influences how people perceive potentially ambiguous words 

in the target sequences. There were 36 targets and 50 fillers in 

the experiment.  We first discuss the auditory components of the 

stimuli and then the visual displays they were paired with. 

As this study focuses on coronal place assimilation to words 

that begin with a labial, we focused on two-word sequences 

made up of (i) an initial noun ending in a coronal nasal followed 

by (ii) a verb beginning with a labial. Examples of the target 

sentences are shown in ex.(1) and ex.(2), with Shoon and Kine as 

the noun and bats and proposes as the verb in the target 

sequences. We refer to this noun + verb sequence as the ‘target 

sequence.’ The rest of the sentence is called the ‘carrier phrase.’ 

 

(1) After practicing with other Fedorans for weeks on the 

baseball field, Shoon bats confidently at the top of the 

lineup. 

 

(2) Seeing that every Fedoran has eaten too much since coming 

to Earth, Kine proposes to skip lunch every other day.   

 

 We used nonwords in our target sequences (e.g. Shoon, 

Kine) for two main reasons. First, it is difficult to find real word 

pairs of unassimilated and assimilated forms that are evenly 

matched in neighborhood density. Second, it is challenging to 

construct sentences that are equally plausible for both the 

unassimilated and the assimilated form. Therefore, three pairs of 

nonwords—Vone, Vome, Kine, Kime, Shoon, and Shoom—were 

chosen from the ARC nonword database [10]. The word pairs 

were controlled for the number of neighbors, the summed 

frequency of the neighbors, the number of phonological 

neighbors and the summed frequency of phonological neighbors.  

The study was designed such that the word used in the target 

sentences was the coronol member of the word pair. E.g., in the 

word pair Vone/Vome, Vone was used in the target sequence. 

Crucially, when (completely) assimilated to the following labial, 

Vone should be perceived as Vome.  

To justify the use of these nonwords in regular sentences, 

participants were told that these nonwords were the names of 

alien creatures from a planet called Fedora. Three additional 

nonwords—Gome, Kise, Shan—were included in filler trials.  

(Thus, if participants were to attend to the words’ phonological 

properties, they might assume that there were three groups of 

aliens: (a) Vone, Vome, and Gome, where one name had a 

different onset but all names had the same vowel; (b) Kine, 

Kime, and Kise, where one name did not have an /n/ or /m/ in the 

coda position but all names had the same vowel; and (c) Shoon, 

Shoom, and Shan, where one name had a different vowel but all 

names had the same onset.) 

In the audio tokens, target sequences (noun + verb) were 

spliced into carrier phrases, which had different speech rates. 

Table 1 shows an example of how the sentences were cross-

spliced to create the three experimental conditions. Carrier 

phrase part 1 and part 2 were taken from sentences where speech 

rate was manipulated. Crucially, the acoustic materials in the 

target sequence were always identical across the different 

speech rate conditions. In other words, we changed only the 

speech rate in the surrounding context, but kept the speech rate 

of the target sequence constant. Each alien name was used in 

twelve targets. On average, the sentences that were cross-spliced 

in the fast, medium, and slow speech rate had a measure of 5.86 

syllables/s, 4.04 syllables/s, and 2.92 syllables/s, respectively. 

(The different speech rates were elicited with the use of a 

metronome, to ensure maximal consistency.) 

Table 1. Example of splicing for the three conditions. 

Carrier phrase part 1 Target Noun + 

Verb sequence 

Carrier phrase 

part 2 

Every time the waiter 

brings out a strawberry 

cheese cake from the 

kitchen, 

Vone peeks to see if he 

can steal a 

piece. 

Fast, medium, or slow  Fast, medium, 

or slow 

 

All auditory tokens of the same target set had the same visual 

display. Each visual display consisted of four pictures in the four 

quadrants of the display (Fig. 1). For the target items, three of the 

pictures were aliens, where two of them were the critical pair 

(e.g. Vone, Vome) while the fourth picture was a distractor, 

namely a picture that was associated with one meaning of a 

homophone (e.g. ‘ring’ in Fig. 1). The alien pictures had the 

names of the aliens underneath in case the participants forgot 

them, although participants were familiarized with them 

beforehand. The relative positions of the critical aliens (e.g. Vone 

and Vome in Fig. 1) were counterbalanced.  

Each participant heard all 50 fillers and all 36 targets. 

However, each participant only heard one version of each target 

(e.g. fast, medium or slow version of the carrier sentence). Thus, 

a participant never heard a particular target sentence more than 

once. Overall, each participant came across a total of 86 items 

and saw the three conditions an equal number of times. 

 

 

Figure 1: Sample visual display for target tokens. 

2.2. Procedure 

Participants listened to pre-recorded sentences while looking at 

displays that consisted of four pictures on a computer monitor 

(Fig.1). The task for the experiment was to click on the picture 

(using the mouse) that best matched the sentence they heard (e.g. 

the picture of Vone or Vome in Fig. 1). Participants were told that 

they would hear sentences by a female speaker practicing her 

speech for a job at a radio program, so there was no need to be 

alarmed if they found her to be speaking different from normal 

INTERSPEECH 2012 2010



speech in some ways. Also, they were told that the topic of her 

recording was about fictional alien characters from a planet 

called Fedora. Prior to the start of the experiment, participants 

were familiarized with the aliens’ names. 

Eye-movements were recorded using an Eyelink II 

Eyetracker (SR Research), sampling at 500 Hz. For each 

participant, the average probability of fixating on any of the four 

pictures on the screen was sampled every 2 ms. 

2.3. Participants 

Twenty-four native speakers of American English participated. 

All participants had no language impairments and had normal (or 

corrected-to-normal) vision and hearing.  

2.4. Predictions 

Given that faster speech rates are associated with more 

coarticulation, words are more likely to be assimilated at faster 

speech rates than slower speech rates. Therefore, when identical 

lexically-ambiguous forms resulting from coronal assimilation 

are presented to listeners, we predict that, due to compensation 

for assimilation, these forms should be (i) more likely to be 

interpreted as the unassimilated form (e.g., Vone) when 

embedded in fast speech rates but (ii) more likely to be 

interpreted as the assimilated form (e.g., Vome) when embedded 

in slower rates. 

3. Results 

We first present the overall eye-movement patterns, and then the 

data for each set (Vone/Vome, Kine/Kime, Shoon/Shoom).  

3.1. Overall data 

The eye-movement data from -300ms to 1500ms after the onset 

of the alien name is shown in Figures 2, and plotted in terms of 

the coronal-picture advantage. The coronal-picture advantage is 

calculated by subtracting the proportion of looks to the 

assimilated form, which ends in a labial (e.g., Vome, Kime, or 

Shoom), from the looks to the unassimilated form, which ends in 

a coronal (e.g., Vone, Kine, or Shoon). Therefore, a positive 

coronal-picture advantage score means a higher proportion of 

looks to the unassimilated form (e.g., Vone) and a negative 

advantage score means a higher proportion of looks to the 

assimilated form (e.g., Vome). The vertical solid line indicates 

the onset of the alien word and the vertical dashed line indicates 

the average offset of the alien word. 

As shown in Figure 2, participants were more likely to look 

to the unassimilated form  (e.g. the picture of Vone) in the fast 

and medium rate conditions, starting from the onset of the alien 

name, but in the slow rate condition looked increasingly more to 

the assimilated form (e.g. Vome). Note that the different speech 

rates refer to the carrier phrase portion of the target sentence: 

The rate of noun + verb target sequences was held constant 

across these different speech rate conditions. Although the 

differences between the conditions seem to disappear around 700 

ms after the onset of the alien name, they re-appear around 1100 

ms: We again see a negative score in the slow-rate condition and 

a comparatively more positive score in the medium and fast rate 

conditions. The fixation patterns were generally as predicted, 

although the medium rate condition patterned quite similarly to 

the fast rate condition. 

 

 

Figure 2: Coronal-picture advantage for the three  

conditions. (Solid line = onset of alien name; Dashed 

line = offset of alien name) 

ANOVAs were conducted on 100ms time-slices, beginning 

300ms prior to the onset of the alien word and continuing for 

1500ms post-onset. We found a main effect of Speech Rate, 

which was marginal from 100 to 200ms (p1=.086, p2=.072), 

significant from 200 to 300 ms (F2(2,35)=3.493, p2<.05), 

marginal again from 400 to 500 ms (p1=.084) before becoming 

significant again from 1100 to 1400 ms (p1=.077, F2(2, 

35)=3.519, p2<.05; F1(2,23)=5.399, p1<.01, F2(2,35)=7.804, 

p2<.001; F1(2,23)=3.278, p1<.05, F2(2,35)=3.798, p2<.05). To 

test the differences between individual speech rates, planned 

pairwise comparisons (Bonferroni-corrected) were conducted. 

Between the fast and slow rate, from 0 to 100ms and 400 to 

500ms participants looked marginally more to the unassimilated 

form in the fast rate condition than in the slow rate condition, 

and from 100 to 300 ms the difference between these two rates 

was significant (p<.05). Participants also looked marginally 

more to the unassimilated form in the fast rate than in the 

medium rate condition from 400 to 500ms. From 1100 to 

1400ms, there were significantly more looks (p<.05) to the 

unassimilated form in the medium rate condition than in the slow 

rate condition. 

3.2. Individual sets 

We also looked at the eye-movement patterns for each alien pair 

(Vone/Vome, Kine/Kime, Shoon/Shoom) individually. Target sets 

involving Vone and Kine, in general, patterned similarly to the 

combined overall data as a whole (Section 3.1): 

For sets involving Vone, participants looked (slightly) more 

to the assimilated form in the slow rate condition initially. Just 

like the overall data, after a period where there was no difference 

between rates, and then there were again more looks to the 

assimilated form in the slow rate condition. However, unlike the 

overall data, the fast and medium rate conditions patterned 

similarly, at least early on (rather than the medium and slow rate 

conditions, see Fig.1). For sets involving Kine, the pattern was 

also very similar to the overall data, though participants looked 

more to the assimilated form in both the slow and medium rate 

conditions initially. Thus, although we see some minor 

variantions, the key finding that emerges for Vone/Vome and 

Kine/Kime is that faster speech rates triggered more 

consideration of the unassimilated form (-n), and slower speech 

rates triggered more consideration of the assimilated form (-m). 

 In contrast, targets with Shoon patterned differently from the 

other two. Although the slow rate condition also had more initial 
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looks to the assimilated form in the slow rate condition, the 

difference was much greater than what was observed in the other 

two sets. Moreover, the difference observed between the slow 

rate and other rate conditions beyond 900ms post-onset appeared 

to be smaller in comparison with the overall data. 

Planned pairwise comparisons with Bonferroni adjustment 

were conducted for the three target sets. For Vone, participants 

looked significantly more to the unassimilated form (p<.05) in 

the fast rate condition than in the medium rate condition from 

1000 to 1300ms. For Kine, there were significantly more looks to 

the unassimilated form (p<.05) in the medium rate condition than 

the slow rate condition from 1100 to 1300ms. For Shoon, there 

were significantly more looks to the unassimilated form (p<.05) 

in the fast rate condition than in the slow rate condition from 0 to 

300ms, (p<.05) in the medium rate condition than in the slow 

condition from 300 to 600ms, (p<.05)  in the fast rate condition 

than in the slow rate condition from 400 to 500 ms.  

4. Discussion 

Our experiment indicats that speech rate plays an important role 

in spoken word recognition—listeners did compensate for 

assimilation on the basis of speech rate. As the fixation patterns 

have demonstrated, when perceiving lexically-ambiguous forms 

resulting from coronal assimilation, listeners looked more at the 

unassimilated forms (e.g., Vone) when speech rate was faster. 

The findings here are consistent with research showing that 

listeners’ perception is highly sensitive to sub-phonemic 

variation [11], especially changes brought on coarticulation.  

 It may appear to be puzzling, at first glance, that the medium 

rate condition is significantly different from the slow rate 

condition from 1100ms to 1400ms while the same is not true 

between the fast rate and slow rate condition. This may be due to 

the fact for the fast rate condition, the effect may be exerted 

earlier than the medium rate condition (hence its absence in the 

later window), given that words for carrier phrase part two would 

appear earlier in the fast rate condition. 

A relevant question concerns the underlying mechanism 

through which speech rate is incorporated into the perceptual 

system. The findings here are compatible with multiple theories 

on how speech is perceived. In gesture-based theories of speech 

perception [12, 13], our results might be interpreted as listeners 

perceiving the coproduction of articulatory gestures in faster 

speech and compensating for the effects of coarticulation. On the 

other hand, the general perceptual and learning account [14, 15] 

would argue that the perceptual system may have learned that in 

a sentence like “A quick run picks you up”, run is more likely to 

be the intended target than rum when the acoustic signal is 

ambiguous and speech rate is fast. This is consistent with 

exemplar models of phonology, which propose that phonological 

structure emerges from generalizations over the phonetic detail 

of speech as experienced by a speaker-listener [16].  

A psycholinguistic model of spoken-word recognition like 

TRACE [17] can also be modified to account for speech rate 

without invoking perceiving articulatory gestures. For instance, 

when speech rate is fast, there could be less inhibition within the 

word layer for run when /n/ from run and /p/ from picks are 

overlapped. As a result, the word run is more activated when 

speech rate is fast when compared to the activation of rum.  

The results of this study do not yet allow us to determine 

which of these accounts is best; this is an important question for 

future work. Our aims in this study were more modest, namely to 

explore the need for including speech rate in models of spoken 

recognition.  

5. Conclusion 

Even with identical acoustic materials, listeners’ real-time 

processing of ambiguous words is influenced by the speech rate 

of the surrounding carrier sentence. Our findings are consistent 

with research showing that listeners are sensitive to sub-

phonemic variation [11]. While existing theories may 

accommodate our findings in different ways, the key point that 

emerges from our study is the importance of including speech 

rate in models of spoken recognition. 
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