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Abstract 
Joint factor analysis (JFA) is widely used by state-of-the-art 
speech processing systems for tasks such as speaker 
verification, language identification and emotion detection. In 
this paper we introduce new developments for the JFA 
framework which we validate empirically for the speaker 
verification task but in principle may be beneficial for other 
tasks too. We first propose a method for obtaining improved 
recognition accuracy by better modeling supervector 
estimation uncertainty. We then propose a novel approach we 
name JFAlight for extremely efficient approximated 
estimation of speaker, common and channel factors. Using 
JFAlight we are able to efficiently score a given test session 
with a very small degradation in accuracy. 
Index Terms: joint factor analysis, speaker recognition, 
speaker verification, efficient speaker recognition, efficient 
joint factor analysis 

1. Introduction 
Joint Factor Analysis (JFA) has become the state-of-the-art 
technique for many speech processing tasks such as speaker 
verification, language identification and emotion detection. 
For speaker verification JFA is used to jointly model speaker 
and intra-speaker inter-session variabilities. In this framework, 
each session is represented by its zero, first (and for some 
implementation second) order statistics under a GMM-UBM 
(Gaussian mixture model - universal background model) 
framework. The basic assumption is that a speaker- and 
channel- dependent supervector of stacked GMM means 
denoted by M can be decomposed into a sum of two 
supervectors: a speaker supervector s and a channel 
supervector c

csM +=                                      (1) 

where s and c are normally distributed according to: 

DzVyms ++=                               (2) 

Uxc = .                                         (3) 

In Equations (2, 3) m is the supervector corresponding to 
the UBM, D is a diagonal matrix, V is a rectangular matrix of 
low rank and y (the speaker factors) and z (the common 
factors) are independent random vectors having standard 
normal distributions. U is a rectangular matrix of low rank, x
(the channel factors) is a vector distributed with a standard 
normal distribution. The UBM and the JFA hyper-parameters 
U, V and D are estimated from a development data in a process 
described in [1].  

We define the following terms: C is the GMM order, K is 
the feature vector size, Nc is the data count for Gaussian c, N is 
a CK x CK diagonal matrix, whose diagonal blocks are NcIK
(IK is K x K identity matrix), and F is a CK x 1 vector, obtained 
by concatenating the first order GMM statistics. Given an 
enrollment session E and a test session T, the sufficient 

statistics for E and T are represented by {NE, FE} and {NT, FT} 
respectively. 

The linear scoring method proposed in [2] for calculating 
the log-likelihood ratio (LLR) between the target speaker 
model E and the UBM, for a test session T is as follows: first, 
point estimates for the speaker factors yE and the common 
factors zE for enrollment session E are calculated, then point 
estimates for the channel factors (xT) for test session T are 
calculated. The point estimates of the factors are obtained 
either using a closed form solution [1] or using an iterative 
method [3]. Given the point estimates for the factors and the 
zero and first order statistics for the test session {NT, FT}, a 
linear scoring function is used to calculate the LLR: 

( ) ( )TTTT
t

EElin UxNmNFDzVyLLR −−Σ+= −1    (4) 

The aim of this paper is twofold. We first aim at 
improving the accuracy of JFA-based speaker verification by 
explicitly dealing with uncertainty in GMM supervector 
parameter estimation. Consider for example an enrollment 
session with no observations used to estimate the parameters 
of a particular Gaussian c (Nc=0). JFA will do its best to 
estimate the c-th Gaussian mean. However, the information 
that the estimated value is unreliable is not used in the LLR 
scoring function. In this paper we propose a method to partly 
incorporate this information into the LLR calculation. 

Our second goal in this paper is to reduce the time 
complexity of the verification phase using an approximation to 
the standard verification process. That is, given an enrolled 
speaker model and a test session T, the goal is to efficiently 
approximate LLRlin. We propose an efficient method for doing 
that and validate it experimentally. 

The remainder of this paper is organized as follows: 
Section 2 introduced a modified JFA scoring function aimed at 
better handling uncertainty in GMM supervector parameter 
estimation. Section 3 describes our proposed method for 
efficient approximated JFA-based speaker verification. 
Section 4 describes the datasets and experimental setup. 
Section 5 presents the experiments and results. Finally, 
Section 6 concludes and discusses future work.  

2. Modified JFA-based scoring 
Given the modeling assumptions of the JFA method, the 
likelihood of a test session T given an enrollment session E
may be accurately calculated using a method described in [1]. 
However, the accurate method is computationally impractical 
and using point estimates for the speaker, common and 
channel factors is a common practice. The likelihood 
calculated using the point estimates is therefore only an 
approximation of the true likelihood.  In this section we report 
two different methods we use to improve the approximation 
for the likelihood obtained by using point estimates. 

2.1. Weighted fusion of forward and reverse scores 
The terms forward and reverse scores are defined in [4] as 
follows: a forward score is the likelihood Pr(T|E), while a 
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reverse score is the likelihood Pr(E|T). According to Bayes's 
rule both likelihoods should be equal after score 
normalization. However in practice the likelihood estimates 
are inaccurate due to the use of point estimates.  

An improved scoring strategy is therefore to compute both 
forward and reverse scores and to fuse them according to the 
reliability of the approximation of each score. We propose the 
following linear fusion: 

( ) reverseforwardweighted SwwSS −+= 1             (5) 

According to both theoretical arguments and empirical 
evidence the LLRlin scoring function is more sensitive to the 
estimation accuracy of the enrollment session factors than to 
the estimation accuracy of the test session factors. 
Furthermore, the accuracy of the estimation of the factors is 
strongly dependent on the length of the session. Therefore, the 
weighting factor w should be equal to 0.5 when the enrollment 
and test sessions are of equal size, larger than 0.5 when the 
enrollment session is longer than the test session, and smaller 
than 0.5 in the opposite case. We report empirical results using 
the weighted fusion in section 5. 

2.2. JFA-based scoring using Gaussian occupancies 
for handling estimation uncertainty   
The linear LLR function described in Equation (4) may be 
reformulated as following: 

( ) TT

t

ETlin sNsNLLR 2
1

2
1

2
1

2
1 −− ΣΣ=                    (6) 

with EEE DzVys +=  and mUxFNs TTTT −−= −1 . The 
linear LLR may therefore be formulated as a dot product 
between the normalized enrollment and test GMM-
supervectors. The dot product in Equation (6) is closely related 
to the dot product used in the NAP framework [5]. We can 
therefore burrow techniques originally developed for NAP. 
Recently, a new kernel denoted by CGM was proposed in [5] in 
the context of NAP-based SVM classification. Inspired by the 
CGM kernel we propose the following score which takes into 
account uncertainty both in the enrollment factors and in the 
test factors: 

)( 2
1

2
1

2
1

2
1 1

TE

TTE
t

E
robust

NNtr
sNNsLLR

−Σ=                      (7) 

Note that the CGM kernel in [5] implies a slightly different 
scoring function. Unfortunately we failed to obtain satisfactory 
results using it neither for our JFA system nor for our NAP 
system, probably because we are not using SVM 
classification. 

3. Approximated JFA-based verification 
We start by briefly describing the widely used exact maximum 
likelihood (ML) point estimation method, which was 
originally introduced in detail in [1]. We then describe our 
approximation method. 

3.1. Exact ML estimation of channel factors 
Given a session T, XT=(xT yT zT)t is a vector of the hidden 
variables (factors) for T. According to Theorem 2 in [1], the 
ML estimate for XT given T is T

t
TT FWLX 11ˆ −− Σ=  where  

( )DVUW =  and WNWIL T
t

T
1−Σ+= .  

The computational complexity of calculating the ML 
estimates is dominated by the enormous dimensions of LT, As 
described in [1]  LT can be written as 
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Now, according to [1], we can write the ML estimate for XT  as 
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In conclusion, in order to compute the ML estimate for XT we 
need to first calculate �T, �T-1 and �T-1, use �T-1 and �T-1 to 
calculate JT, and finally estimate XT  using Equation (8) . 

3.2. JFAlight 
In order to compute a ML estimate for XT we need to calculate 
�T, �T-1 and �T-1, and then apply Equations (8, 9).  Note that the 
time complexity of computing �T-1 and applying Equations (8, 
9) is negligible compared to the time complexity of computing 
�T and �T-1. Examining the expressions in the definitions of �T
and �T-1 we notice that their dependency on session T is limited 
to the Gaussian occupancies-based matrix NT.  

The key observation here is that �T and �T--1 generalize the 
role of the relevance factor used in simple UBM-GMM MAP 
adaptation. That is, they control the estimation process in 
Equations (8, 9) by balancing between the use of prior 
information (given by U, D,V and �-1) and the use of the 
observed information (given by FT and NT). It turns out that 
the computation of the generalized relevance factor is the most 
complex component in the estimation of XT. 

We hypothesize that the accurate estimation of �T and �T--1

may be important for accurate estimation of the common 
factors because the common subspace is extremely high-
dimensional. For the speaker and channel factors we 
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hypothesize that the accurate estimation of � and �-1 is of less 
importance due to the relatively low dimensions of the speaker 
and channel spaces. In section 5 we report empirical evidence 
to support our hypotheses. 

We therefore propose the following method to estimate XT. 
�T and �T-1 are approximated without using session T at all. 
This is done by replacing the term NT in the calculation of �T
and �T-1 (and consequently aT, bT ,cT and �T) with a session 
independent approximation of NT. This way, we can compute 
�T and �T-1 offline. We denote the approximated values of �T
and �T-1 by � and �-1 respectively. Given a test session T we 
only need to compute �T-1 and estimate XT using the pre-
computed values of � and �-1. We name this method JFAlight. 
In this work we approximate NT gender dependently by 
calculating the mean of NT in a gender dependent development 
set.  

Alternatively, we can also estimate � and �-1 by computing 
�T and �T-1 for every session in the development set and 
calculating their means. In our experiments we observed no 
significant difference in accuracy between the two 
approximation methods. 

To summarize, the outline of the JFAlight method is as 
following: 

Development phase (gender dependent)
1. Calculate the zero order statistics (matrix N) for 

every session in the development dataset. 
2. Calculate the mean of N�N*. 
3. Use N* for calculating � and �-1. 

Test phase (gender dependent)
1. Calculate the zero and first order statistics (F, N) for 

the given test session. 
2. Calculate �-1 using N. 
3. Estimate factors according to Equations (8, 9) using 

�-1, F, N, and the pre-calculated � and �-1. 

4. Datasets and experimental setup 

4.1. Datasets 
We trained the UBM and the JFA hyper-parameters U, V and 
D on 12,711 sessions from Switchboard-II, NIST 2004 
speaker recognition evaluation (SRE) and NIST-2006-SRE. 
We used a subset of these sessions for ZT-score normalization 
for our NIST 2008 experiments. 

We have evaluated our methods on five datasets. The first 
dataset is a subset of the NIST-2008-SRE (the short2-short3 
condition). We limited our experiments on telephone trials 
only. The male experiments consist of 5,838 target trials and 
435,142 impostor trials. The female experiments consist of 
11,312 target trials and 1,231,732 impostor trials.

The four other datasets were collected by the Wells Fargo 
Bank within the framework of a proof of technology (POT) 
[6]. The datasets consist of 750 recorded WF employees. Each 
dataset is partitioned into a development dataset (200 
speakers) and an evaluation dataset (550 speakers). Each 
speaker has 2 sessions using a landline phone and 2 sessions 
using a cellular phone. The data collection was accomplished 
over a period of 4 weeks. In all of our experiments we use 
only same gender trials. 

Four different authentication conditions were defined for 
the WF POT. In the first authentication condition named 
global, a common text is used for both enrollment and 
verification. In the second condition named speaker a user 
(speaker) dependent password (assumed to be known to the 
imposters) is used for both enrollment and verification. The 

third condition named prompted is a condition in which during 
the verification stage the user is instructed to speak a prompted 
text. Enrollment for the prompted condition uses speech 
corresponding to text different than the prompted verification 
text. Finally, in the text independent condition the user is 
enrolled by reading a fixed text (shared among all speakers) 
and verified by saying utterances such as user's full name, 
user's work phone number, user's zip code, etc. 

 The WF POT male experiments consist of approximately 
2,500 target trials and 15,000 impostor trials per authentication 
condition. The female experiments consist of approximately 
4,000 target trials and 25,000 impostor trials per authentication 
condition. About 75% of the target trials are channel 
mismatched (landline vs. cellular) and 25% of the trials are 
channel matched. The WF POT development data (800 
sessions) is used for ZT-score normalization. Finally male 
scores and female scores are pooled together and evaluated.  

4.2. Baseline system 
The front-end is based on Mel-frequency cepstral coefficients 
(MFCC). An energy based voice activity detector is used to 
locate and remove non-speech frames. The final feature set 
consists of 12 cepstral coefficients augmented by 12 delta and 
12 delta-delta cepstral coefficients extracted every 10ms using 
a 32ms window. Feature warping is applied with a 300 frame 
window. We used a GMM order of 1024, 300 speaker factors 
and 100 channel factors.  Factors are estimated using the exact 
method described above. (In our experiments iterative 
estimation of the factors [3] was found to be inferior to exact 
estimation). Scoring is performed using the linear scoring 
method described in Equation (4) followed by ZT-score 
normalization.  

5. Experiments and results 
Table 1 presents results for weighted fusion of forward and 
reverse trials. We can see that when the lengths of the 
enrollment and verification sessions are comparable (NIST-
2008) fusion gives a significant improvement. However, in the 
case where the enrollment sessions are significantly longer 
than the verification sessions (WF POT), plain fusion is not a 
good policy. However, weighted fusion manages to cope with 
the length mismatch. Throughout this work we use w=0.5 
unless the enrollment session is significantly longer than the 
verification session (all WF POT conditions) or if JFAlight is 
used. In these cases we use w=0.8.  

Table 1. Forward scoring compared to reverse, fusion, 
and weighted fusion. Results are in EER (%). 

Dataset Forward Reverse Fusion Weighted 
fusion 

NIST 2008 males  1.72 1.64 1.45 1.45 
NIST 2008 females 1.97 1.81 1.66 1.66 
WF global  2.63 3.55 2.79 2.67 
WF speaker  3.22 4.16 3.40 3.26 
WF random 7.27 9.76 8.08 7.40 
WF TI  2.40 2.89 2.48 2.37 

Table 2 presents results for the robust scoring function. 
We can see that robust scoring reduces EER by an average of 
7% relatively. The experiments were done using forward 
scoring. 
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Table 2. Linear vs. robust scoring. Experiments were done 
using forward scoring. Results are in EER (%). 

Dataset Linear 
scoring 

Robust 
linear 

scoring 

Relative 
error 

reduction 
NIST 2008 males 1.72 1.56 9% 
NIST 2008 females 1.97 1.84 7% 
WF global  2.63 2.31 12% 
WF speaker  3.22 2.89 10% 
WF random 7.27 7.11 2% 
WF TI  2.40 2.30 4% 

Table 3 compares the JFA method to our proposed 
JFAlight method. For linear scoring, JFAlight degrades EER 
by 2.3% relative for forward scoring and by 9.6% relative for 
weighted fusion (on NIST-2008 males). However, for robust 
scoring (which is superior to linear scoring) the degradation is 
only 1.8% relative for forward scoring and 5% relative for 
weighted fusion scoring (on NIST-2008), and no significant 
degradation is observed on the WF POT. 

Table 3. JFA vs. JFAlight. Results are in EER (%). 

Experiment Method Fwd. Rev. Fusion Weighted 
fusion 

JFA 1.72 1.64 1.45 1.45 NIST 2008 
males  linear  JFAlight 1.76 4.00 1.83 1.59 

JFA 1.56 1.62 1.37 1.37 NIST 2008 
males robust  JFAlight 1.59 3.04 1.59 1.42 

JFA 1.84 1.74 1.69 1.69 NIST 2008 
females robust JFAlight 1.87 2.19 1.88 1.80 

JFA 2.31 2.96 2.35 2.28 WF global  
JFAlight 2.33 3.21 2.43 2.30 
JFA 2.89 3.56 2.94 2.85 WF speaker
JFAlight 2.85 3.97 2.97 2.80 
JFA 7.11 8.33 7.13 7.11 WF random
JFAlight 6.86 8.34 6.85 6.76 
JFA 2.30 2.54 2.26 2.26 WF TI
JFAlight 2.27 2.53 2.13 2.15 

Table 4 summarized the results for our baseline system, 
the proposed improved system and the JFAlight approximation 
for the latter. The improved system gives an average relative 
improvement of 19% in EER and 12% in minDCF on NIST-
2008, and a relative EER reduction of 8% for the WF POT. 
The JFAlight system gives a relative degradation of 5% in 
EER and 1.5% in minDCF compared to the improved JFA 
system on NIST-2008. However, on the WF POT datasets 
JFAlight actually reduces EER by 2.7% relative. This is 
probably explained by the significant mismatch between the 
JFA development data and the WF POT data.  

Table 4. A comparison of the baseline system with the 
improved JFA-based and the improved JFAlight-based 

systems. Results are in EER (%) / minDCF x 10^5 (NIST only)

Method JFA 
linear 

forward 

JFA 
robust 

weighted 
fusion 

JFAlight 
robust 

weighted 
fusion 

NIST 2008 males 1.72 /  695 1.37 / 641 1.42 / 647 
NIST 2008 females 2.08  / 852 1.69 / 720 1.80 / 733
WF global 2.63  2.28 2.30 
WF speaker 3.22 2.85 2.80 
WF random 7.27 7.11 6.76 
WF TI 2.40 2.26   2.15 

Table 5 compares the running times of the JFA baseline 
and the JFAlight systems.  JFAlight gives a speedup factor of 
more than 100 for forward scoring, and a speedup factor of 22 
for weighted fusion scoring. 

Table 5. Running times (in msec) for factors 
estimation (verification phase) for JFA vs. JFAlight.  

Method Forward Reverse Fusion 
JFA 1700 
JFAlight 15 70 76 

6. Conclusions and future work 
In this paper we have proposed three modifications to the 
standard JFA. The first contribution is weighted fusion of 
forward and reverse scores using a simple weighting scheme. 
The weighed fusion method enables us to gain from reverse 
scoring even when test sessions are significantly shorter than 
the enrollment session (the WF POT typical scenario). 

Our second contribution is the robust scoring function. 
Following [5], we modified the kernel proposed in [5] and 
used it to define the robust scoring function which gives an 
average relative error reduction of 7%. 

Last but not least, we developed the JFAlight algorithm 
which manages to speed up LLR calculation (excluding 
sufficient statistics calculation which is relatively fast) by a 
factor of over 100 for forward scoring and 22 for fused 
(forward+reverse) scoring.   

For NIST 2008, JFAlight gives a speedup factor of 22 with 
a relative degradation of 5% in EER and 1.5% in minDCF. For 
the WF POT scenarios, test sessions are always significantly 
shorter than the enrollment sessions. Therefore, forward 
scoring gives almost as good results as weighted fusion. For 
forward scoring JFAlight gives a speedup factor of 100 with a 
0.5% relative improvement in EER compared to the weighted 
fusion JFA system. 

We plan to further investigate the challenge of modeling 
uncertainty in the GMM supervector estimation. In the 
JFAlight framework we are looking for better approximations, 
for instance by using the GMM counts from the enrollment 
session as candidates for approximating the GMM counts for 
the test session. Another direction we are exploring is 
automatic detection of test sessions which are poorly 
approximated by JFAlight and proper processing of those 
sessions. 
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