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Abstract 
In this paper, we describe techniques for improving 

machine translation quality in the context of speech-to-speech 
translation for significantly different language pairs. 
Specifically, we explore three broad approaches for 
improving translation from English to Iraqi and vice versa. 
First, we investigate normalization techniques which address 
the differences in spoken and written forms of both languages. 
Second, we incorporate additional knowledge sources into the 
translation process such as a bilingual lexicon and named 
entity detection. Third, we exploit the rich morphological 
structure of Iraqi Arabic using two different approaches. The 
first approach decomposes words in Iraqi Arabic whereas the 
second approach, a novel one inflects English by combining 
key phrases into words using the minimum descriptive length 
criterion. Significant gains in accuracy are observed, while 
translating from text as well as speech recognition output.  
Index Terms: machine translation, minimum descriptive 
length, morpheme segmentation 

1. Introduction 
Spoken communication across a language barrier is of 

increasing importance for both civilian and military 
applications. Under the DARPA TransTac program, we have 
developed a two-way speech-to-speech translation system 
which facilitates communication between an English speaker 
and a speaker of colloquial Iraqi Arabic [1],[2],[3].  Our 
system is a novel integration of several technologies including 
speech recognition, statistical machine translation, and text-
to-speech synthesis.  While the algorithms used by the system 
are general, it is specifically targeted towards the military 
domain of force protection. The system is intended to support 
translingual dialogues for situations such as checkpoints, 
municipal service survey, medical problems, and questions 
about people, buildings, vehicles, etc.  

There are several challenges involved in building the 
machine translation component of such a system. Firstly, we 
must deal with significantly different language pairs that have 
limited parallel data available for training statistical models. 
Although colloquial Iraqi Arabic (Iraqi) has a sizable 
vocabulary overlap with the written form of Arabic, referred 
to as Modern Standard Arabic (MSA), there are syntactic and 
lexical differences between the two. Therefore, one cannot 
directly reuse the parallel corpora for MSA to English to 
develop translation models for English/Iraqi translation. 
Given that Iraqi like MSA is morphologically complex, a 
significant amount of training data is required for translating 
the large number of unique words and phrases. Additionally, 
speech translation is inherently difficult due to the challenges 
posed by conversational speech as well as errors from speech 
recognition that propagate to the translation engine.  

In this paper we investigate techniques for improving 
speech translation for the English/Iraqi language pair.  These 
techniques fall into three broad categories: (1) Text 

normalization for addressing the differences in written and 
spoken form of both languages, (2) Use of other knowledge 
sources such as bilingual lexicon and named entity detection, 
(3) Exploiting the rich morphological structure of Iraqi. We 
present experimental results for translating in both directions. 
In addition, we validate the improvements achieved on a 
development set by performing translation from both text and 
speech on a validation set. 

2. Corpus for Experimentation  
Over 400 hours of colloquial Iraqi and 45 hours of 

English speech data were collected under the DARPA 
TransTac program. The data spans a wide range of scenarios 
including, municipal services, checkpoint interviews, house 
raids, medical services, people descriptions, etc. The initial 
data collections were mostly in colloquial Iraqi, where 
answers to a fixed set of English questions were recorded. 
The later collections were recordings of more free flowing 
conversations; either three-way conversations between an 
English interviewer, a bilingual interpreter and an Iraqi 
civilian or two-way conversations between an Iraqi 
interviewer and an Iraqi civilian. Most of the audio data was 
transcribed and translated by Appen PTY Ltd. In Table 1, we 
show the characteristics of the training, development, and test 
sets chosen from the parallel translation corpus.  

Iraqi ���� English  
#Arabic Words #English Words 

Set 
#Sentence 

Pairs Total Unique Total Unique 

Train  440K  1.9M 75K  2.7M 36K 

Dev   15K  80K 13K  116K 8K 

Test   14K  72K 11K 105K 7.5K 

English ���� Iraqi  
#Arabic Words #English Words 

Set 
#Sentence 

Pairs Total Unique Total Unique 

Train  29K  224K 24K  329K  6.2K 

Dev  1K  7.5K 2.7K  11.5K 1.4K 

Test  1.6K  11.7K 3.8K  18.3K 1.8K 

Table 1.Details for the English � Iraqi and Iraqi�
English parallel corpus. 

3. Baseline Translation Experiment 
Our machine translation (MT) engine is a phrase-based 

translation system based on the noisy channel model [2],[4]. 
Alignments for words between source-target sentence pairs 
are generated using GIZA++ based on IBM’s models 1-4 [5]. 
To improve the quality of the word alignments, we merge 
word alignments in the forward and backward direction, 
similar to the approach in [6]. Phrase pairs are automatically 
extracted from neighboring word alignments using a set of 
rules.  
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Our decoder uses a log linear model of different features 
to choose between competing hypotheses for the translation. 
The parameters of the model are estimated using statistics of 
the phrase pairs extracted from the word alignments. The 
interpolation weights are typically optimized by minimizing 
the translation errors on a held out development set. 

The baseline systems for translation in Iraqi to English 
(I2E) and English to Iraqi (E2I) were trained on the training 
data described in Table 1. Given that the amount of training in 
E2I direction is fairly small, we augmented the E2I training 
with the I2E data reversed. The E2I data was weighted three 
times and the I2E data once.  

System Bleu Meteor TER 
Iraqi -> English 38.1 65.6 47.3 
English -> Iraqi 13.0 37.1 69.3 

Table 2.Baseline performance on the development set. 

In Table 2, we describe the performance of our baseline 
system in both directions. We evaluated the MT performance 
using multiple metrics including BLEU, METEOR, and TER.  

 From Table 2 above, it can be seen that the translation 
performance in the E2I direction is significantly worse than 
I2E. We believe the primary reason for this effect can be 
attributed to the morphological complexity of Arabic. An 
inflected Arabic word typically includes information about 
the pronoun, gender, number, etc in addition to the root 
concept of the word. Thus in E2I translation, an Iraqi word 
that has the correct root but the wrong affixes is penalized in 
scoring. For example, if an English translation hypothesis 
contains the phrase “my book” instead of “his book”, this 
would account for 50% error. However, if the Iraqi equivalent 
 this would result ,”آ����“ was substituted by the word ”آ����“
in 100% error. Another reason for the worse translation 
performance in E2I direction could be the due to significantly 
less amount (1/10th) of data available for E2I than I2E.  

3.1. Data Normalization  

In Arabic, different forms of the hamza (the glottal stop) 
can be optionally represented or omitted in the written form 
of the word without changing the semantic information 
conveyed. Since the TransTac data was collected from a 
variety of sources, there are inconsistencies in the 
transcription conventions of the hamza. Therefore, for I2E 
translation, we normalized all forms of the hamza appearing 
on the alif, waaw or yaa to the form without the hamza. The 
madda over the alif is also normalized to the alif.  For certain 
frequent words, the alif maksura at the end of the word was 
mapped to the yeh. Since the hamza dictates pronunciation 
rules for the text-to-speech component of the speech 
translation system, these normalizations were applied only for 
scoring in E2I translation. 

A frequent problem encountered in any form of parallel 
data is the inconsistent transliteration of names. For example, 
in Iraqi/English parallel data, “Mohammed”, “Muhammad”, 
and “Mohamed” are all different transliterations of the same 
Arabic name. This results in the translation probabilities 
being unnecessarily distributed amongst these equivalent 
forms. To alleviate this problem, we implemented a semi-
automatic name normalization module based on the minimum 
edit distance [7].  

For normalizing names, we utilized a transliteration 
database of 10K Iraqi names available to us under the 
TransTac effort. All words in the translated text which 

contained a name from the lexicon were compared using edit 
distance against the name transliterations. Words within a 
specified threshold of edit distance were clustered into a 
single class of words for that name. Normalization rules were 
then derived by mapping all the words in a class to the most 
frequently occurring word in that class. Finally, the word 
classes were manually inspected to ensure that spurious 
normalization rules were filtered out. The above approach 
resulted in 2K pair-wise name normalization rules. 

In addition to the name normalization, we corrected 
several transcription errors and misspellings. Also, 
contractions in English were expanded, and colloquial forms 
of words were changed to their formal expressions. 

Iraqi ���� English 
Normalizations 

Training Scoring 
Bleu Meteor TER 

No No 38.1 65.6 47.3 
No Yes 41.5 70.7 44.1 
Yes Yes 41.4 71.3 44.3 

English ���� Iraqi 
Normalizations 

Training Scoring 
Bleu Meteor TER 

No No 13.0 37.1 69.3 
No Yes 14.6 39.6 67.1 
Yes Yes 14.7 39.8 67.0 

Table 3.Effect of normalizations on translation 
performance on the development set. 

Table 3 shows the translation performance with the 
normalizations applied for training and scoring. The 
normalizations applied to training result in a small 
improvement in performance of E2I. In I2E, only the Meteor 
scores improve. 

3.2. Use of a Bilingual Lexicon 

The word alignments generated by GIZA are statistically 
driven and use no linguistic information about the sentence 
pairs being aligned. While analyzing the MT decoder output, 
we found that a significant percentage of the errors are caused 
by erroneous alignments of words in the training data. Most 
of the alignment errors stem from the fact that a word is 
translated as part of a frequently occurring phrase, but does 
not exist in the translation table by itself.  

This problem can be alleviated to some extent by using a 
manually created bilingual lexicon. The use of such a lexicon 
in MT training boosts the translation probabilities of source-
target word pairs that occur in the lexicon, thus improving the 
alignment quality and increasing the coverage of the 
translation table. 

We created an Iraqi-English and an English-Iraqi lexicon 
in two steps. First, we translated the frequent words in the 
training data using existing models. Then, the system 
generated translations for these words were manually 
reviewed and corrected by a bilingual speaker. A total of 40K 
words were translated in I2E direction and 1.5K words in the 
E2I direction.  

The general methodology adopted for incorporating the 
manual lexicon in translation model training was similar to 
[6]. Each manual lexical entry (e,f) was weighted by a factor 
m(e,f) according to equation (1) below before adding it to the 
parallel training data. 

                                                                                       (1) {),( =
−

fem
occurco f and e if N

otherwiseM
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We explored the following choices for N and M in the 
equation above: 

1. N = M; Add all entries in the manual lexicon with an 
arbitrary fixed weight N. 

2. N = fixed value, M = 1; Add entries that co-occur in 
the training data by a fixed value N which was 
chosen as the average number of times an entry in 
the manual lexicon co-occurred in the training data. 

3. N = c(e, f), M = 1 : Weight entries that co-occur in  
the training data by the number of times they actually 
co-occur in the data, denoted as c(e,f). 

Iraqi ���� English 
MLEX  N M Bleu Meteor TER 
No 0 0 41.4 71.3 44.3 
Yes 1 1 41.4 72.0 44.0 
Yes 21 1 41.3 72.1 44.1 
Yes Var 1 40.5 72.0 44.8 

English ���� Iraqi 
MLEX  N M Bleu Meteor TER 
No 0 0 14.7 39.8 67.0 
Yes 12 12 14.7 39.9 66.9 
Yes 6 1 14.6 39.8 67.1 
Yes Var 1 14.6 39.7 67.1 

Table 4.Effect of adding the manual lexicon on 
translation performance on the development set. 

Table 4 shows the effect of adding the manual lexicon to 
the training with different values of N and M. We found that 
the best results were with a fixed non-zero value of N and M. 
A significant improvement is seen in METEOR for I2E. 
However, there is no improvement in the E2I direction, 
primarily due to the small size of the E2I lexicon.

Figure 1 illustrates an example where the manual lexicon 
improves the alignment quality and hence the translation. The 
Iraqi Arabic word “���	�” which means “in his shoulder”
occurs 3 times in the training data, and is also an entry in the 
manual lexicon. The Arabic sentence “
��
”���� ��ح �	��� ا�
has the reference translation “He has a wound on his right 
shoulder”. The word “���	�” is correctly translated by the 
models that use the manual lexicon. 

3.3. Name-Aware Translation 

The accurate translation of named-entities plays an important 
role in the semantic transfer of information between users of a 
speech-to-speech translation system. It is therefore important 
to disambiguate named-entities from other words, and to treat 
them differently for translation [8].  

For our preliminary experiments, we do not perform any 
statistical named entity detection instead we use simple string 
lookup based on the Iraqi-English name lexicon described in 
section 3.1. In our approach a named entity in the source and 
target language is substituted by a generic token “<NE>” for 

training. Following decoding, any instance of the “<NE>” 
token in the target language is replaced by the known 
transliteration for the token it aligns to.  

Initial results in Table 5 suggest that the name-aware 
translation is not any better than the baseline translation. The 
primary reason is that the development set is not rich in 
named-entities. In fact only a small percentage (7%) of the 
training sentence pairs were tokenized for named entities.  

Iraqi ���� English 
Tokenization MLEX  Bleu Meteor TER 
No Yes 41.4 72.0 44.0 
Yes Yes 41.3 71.8 44.2 

Table 5. Iraqi�English results on the development 
set using Name-Aware translation. 

3.4. Morpheme Segmentation of Iraqi 

Inflection in Iraqi Arabic is substantiated by the following 
observations in our corpus: (1) the size of the Iraqi lexicon is 
twice that of the English lexicon, and (2) an Iraqi word on 
average translates into 1.5 English words. Thus, a large 
number of out of vocabulary words in the test set often have 
their root in training, but not the particular combination of 
affixes and the root.  

In [9], the authors showed that decomposing the Iraqi 
words into constituent “morphemes”, that is prefix, stem, and 
suffix before training the translation models improves the 
quality of the phrase alignments and subsequently the 
translation.  

We used the same decomposition algorithm as in [9] to 
segment our training data. Given a list of predefined affixes 
and uninflected words we iteratively stripped affixes from the 
word until a valid combination of affixes and stem was found 
in a large dictionary. Next, we trained translation models with 
the morpheme sequences in the Iraqi sentences and word 
sequences in English sentences.   

The decoding for I2E is straightforward because the target 
language (English) is unaffected in terms of rendering. 
However, for E2I, the output of the decoder is a sequence of 
morphemes which needs to be reconstructed into a word.  We 
reconstructed the Iraqi word from the morphemes by merging 
the prefixes/suffixes to the following/preceding stem.  

Segmentation into morphemes resulted in a 45% 
reduction in the size of the normalized Iraqi vocabulary. The 
number of unknown tokens (untranslated words) reduced by 
45% for I2E and by 20% for E2I, respectively. In Table 6, we 
present the results for using morpheme segmentation for 
translating in E2I and I2E directions. For E2I, the TER 
improves significantly whereas for I2E the improvement is 
only in terms of METEOR. 

Iraqi ���� English 
Segmentation MLEX  Bleu Meteor TER 
No Yes 41.4 72.0 44.0 
Yes Yes 41.1 72.9 44.0 

English ���� Iraqi  
Segmentation MLEX  Bleu Meteor TER 
No Yes 14.7 39.9 66.9 
Yes Yes 14.9 39.3 65.2 

Table 6.Effect of segmentation of Iraqi Arabic on the 
translation performance on the development set

The gain in translation accuracy for segmenting Iraqi 
words into constituent morphemes is modest compared to the 

Figure 1.Example of improvement in alignment using 
a manual bilingual lexicon 
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gain reported in [9]. We believe this is due to the substantially 
small amount of parallel data used for training the models in 
experiments reported in [9], because the morpheme based 
translation model is likely to generalize better than the word 
based translation model for the limited training condition.  

3.5. Compound Phrases in English 

Given that the translation gains for segmenting the Iraqi 
words into morphemes was small, we explored a reverse 
approach.  Instead of segmenting Iraqi, we inflect the English 
by combining “key” phrases in English into a single token.   

We generated the key phrases to be merged into a 
compound token/word from two sources. First, any entry in 
the bilingual lexicon where an Iraqi word was translated as a 
phrase in English was merged into a compound token. Next, 
we used the minimum descriptive length (MDL) criterion to 
identify additional key phrases. MDL phrases [10] are word 
sequences that have high mutual information such that they 
decrease the description length (the number of bits needed to 
encode the corpus) of the corpus.  MDL has been successfully 
used in information retrieval tasks such as topic spotting [11].  

We generated MDL phrases from each session or dialog 
about a particular scenario in the TransTac data. The process 
for generating MDL phrases is an iterative one. Two 
consecutive words are joined into a phrase if the description 
length of the corpus decreases by more than a certain number 
of bits. This is repeated till the search for phrases results in a 
null set. Examples of MDL phrases extracted are “BLOOD 
PRESSURE” from a medical session, “AMERICAN 
SOLDIERS” from a session at a checkpoint. 

In our experiments, we restricted the length of the phrases 
to be compounded to 3. In order to mitigate effects of data 
sparseness due to compounding, the compounded and 
uncompounded version of the training data was used for 
training. Table 7 shows the results on the development set. 

In the I2E experiments, the BLEU and TER show a 
significant improvement over the baseline (+1.4 and -1.1 
absolute, respectively). The METEOR however drops by 1% 
relative. Improvements are seen in fluency and ordering since 
the compounded English phrases are not individually 
translated from different source Arabic phrases.  

Iraqi ���� English 
Comp. Eng MLEX Bleu Meteor TER 

No Yes 41.4 72.0 44.0 
Yes Yes 42.8 71.2 42.9 

English ���� Iraqi 
Comp. Eng MLEX Bleu Meteor TER 

No Yes 14.7 39.9 66.9 
Yes Yes 14.9 39.7 66.4 

Table 7.Effect of compounding English phrases for 
translation on the development set

3.6. Summary of Improvements on Validation Set 

In Table 8, we summarize the translation performance on the 
held-out validation set. We present results on error-free, 
reference text as well as speech recognition output. The final 
system configurations used were the ones that gave us the best 
TER scores on the development set. As shown in Table 8, a 
32% word error rate (WER) from Iraqi speech recognition 
results in a 26% relative increase in TER score for I2E 
translation. Similarly for E2I, a 23% WER results in a 11% 
increase in TER.  

Iraqi ���� English 
MT Config. %WER  Bleu Meteor TER 
Text: Baseline 42.6 71.0 43.3 
Text:Best* 

- 
43.3 71.4 42.4 

ASR:Baseline 34.0 61.4 54.2 
ASR:Best* 

31.9% 
34.4 61.5 53.3 

English ���� Iraqi  
MT Config. %WER  Bleu Meteor TER 
Text: Baseline 14.2 39.4 68.3 
Text:Best** 

- 
14.7 39.1 65.6 

ASR:Baseline 10.3 31.9 74.8 
ASR:Best** 

23.1% 
10.1 31.1 72.9 

*I2E-Best: MLEX + Compound, **E2I-Best: MLEX + Segmentation
Table 8.Improvements in translation performance on text and 

speech input reported on the test set

4. Conclusions and Future Work 
We have investigated several techniques specifically targeted 
at improving the performance for translating from English to 
Iraqi and vice versa. A combination of data normalization, use 
of a bilingual lexicon, and compound phrases or segmentation 
improved the TER by 2% relative for I2E and 4% relative for 
E2I. The improvements on the speech recognition output are a 
little smaller. Though, preliminary experiments on name-
aware translation did not result in any gains, in future we will 
explore using more classes beyond named entities.  
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