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Abstract 
Today, a number of in-car speech interfaces to handle large 
vocabulary are available. We propose an approach that allows 
accessing audio data on different media carriers and in 
various formats in a uniform way. This uniformity is achieved 
by providing an audio data retrieval via metadata. Each audio 
file is enhanced with machine readable information about 
several categories (e.g. title, artist, genre etc.). Searching for 
particular audio data the user may pre-select one of these 
categories, thus restricting the search area. The categories are 
the same in the metadata of all connected media carriers. The 
user may directly address the contents of the categories by 
means of speakable text entries (text enrolments), irrespective 
of the media carrier or format. Alternatively the user may 
search globally across all categories by speaking the complete 
name of a title, album, artist, genre or year – without having 
to navigate through complex hierarchies and long result lists. 
Uncertainties that are very likely to occur due to the amount 
of data that needs to be active are resolved by the system.  
Index Terms: in-car speech dialogue systems, audio 
operation, MP3, global search, multimodal interaction 

1. Introduction 
Over the past years electronic on-board devices in cars have 
permanently increased in number and complexity - involving 
an increasing risk of driver distraction. In order to minimise 
distraction speech has become an important input modality in 
the automotive environment. As a consequence of the 
increased functionality, however, also parts of in-car dialogue 
systems tend to have lost transparency. The number of music 
titles, for example, has risen sharply. In former times one only 
had the possibility to listen to audio CDs, i.e. the number of 
available music titles in an in-car application was very small. 
Nowadays, we can also have various media carriers (cf. 
section 1.1.) comprising compressed audio data which makes 
the number of selectable titles rise sharply. This in turn 
aggravates the user’s possibility of accessing particular data 
for she might neither correctly remember all data nor which 
titles were stored on which media carrier. 
When on-board media carriers were still very restricted in 
number and size, the user could easily switch from one 
medium to the next in order to find what she’s looking for. 
The limited number of speech commands to navigate such 
audio data (e.g. next CD, previous CD, next title, previous 
title etc.) might have been sufficient then. With the growing 
amount of media data, it becomes necessary to provide an 
audio-application management that offers a more advanced 
way to access and search within audio data. In this paper we 
propose a new concept for that, which we verified in a 
research prototype. 
Various concepts for accessing audio data by speech have 
already been published. One concept is to access every 

database item in one utterance [1]. Such an approach relies on 
entering the category before the item is spoken, such as “play 
album Adore”, so that the recognition search space can be 
pruned effectively. This approach lacks category-independent 
input when navigating audio data. Another approach is 
followed in the TALK project [2]. It allows for speaking any 
item any time. It relies on a complex disambiguation strategy 
and has not been proven to be successful for more than a few 
hundred songs. Our approach is to get to each level of the 
menu structure in one step (shortcut) at any time and to be 
able to handle large vocabulary lists for category-based and 
category-free input of items. Handling large lists is necessary, 
since the users will bring a significant amount of songs into 
their cars, a magnitude of thousands is common today, a 
magnitude of ten thousand is expected in the next five years. 
The paper is organised as follows: Section 1 describes the 
difficulties that come along with auditory media in more 
detail. Section 2 presents the multimodal dialogue design for 
accessing large audio data bases. We explain the overall 
system architecture that is relevant for the new method in 
section 3. Section 4 presents evaluation findings from the 
research prototype. Section 5 concludes and provides 
suggestions for future research. 

1.1. The complexity of audio storage devices 

Automotive audio systems nowadays are equipped with a 
variety of storage devices. These devices in turn may 
comprise different data formats as well as various file types 
(see Figure 1). Speech as an alternative input modality to 
manual input ought to guarantee the driver to keep her hands 
on the wheel and her eyes on the road. 

Figure 1: A taxonomy of audio storage devices 
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However, as Figure 1 shows, this diversity leads to an 
enormous complexity. The user needs to have an overview of 
the technical structure and has to memorise the corresponding 
contents when selecting audio data. Such an application is not 
transparent to the user and demands too many cognitive 
resources while pursuing the driving task. It is therefore 
necessary to provide a concept that reduces mental load by 
allowing the user to select audio data without previous 
knowledge of technical devices plus the data they contain. 

1.2. User needs 

A user study [3] examined customer expectations with regard 
to an in-car search mode for various applications. The study 
comprised 21 subjects of three different age-groups: <35, 35-
55 and >55 years. One of the main conclusions was that the 
participants generally like the idea of an in-car search engine 
for data such as audio, phone book or navigation – provided 
the design is as follows: 

• It must be simple and intuitive. 

• It should work without a tutorial. 

• It should be an extension to what people are used to. 

• It should be efficient and time-saving. 

• The majority wanted to search their data by selecting a 
specific category prior to activating the search function.  

• Favourites should be available. 

• Result lists should be restricted. 
We therefore propose an approach that allows accessing audio 
data on different media carriers and in various formats in a 
uniform way. The underlying methods enable both expert and 
novice users to accomplish tasks in a shorter period of time 
than with current systems. 

2. Accessing audio data in large data bases 
In the previous section we explained the requirements with 
regard to accessing audio data within large data bases in in-
car spoken dialogue systems. This section proposes a concept 
that allows for direct and user-friendly access to audio data 
within complex audio applications. It is based on three 
different search strategies: physical, category-based and 
category-free search. 

2.1. Category-based search 

The first search mode for accessing audio data is based on 
pre-selecting a category. We defined a set of five selectable 
categories (artist, album, title, genre and year) that are of 
interest to the user and usually available in the metadata of 
audio files and two additional views on audio data: folder 
view and title list view. 

Figure 2: Category-based search 

Each category contains data of all audio storage devices. 
When selecting one of the above categories, e.g. ‘album’, the 
user is returned a list of all albums from all connected storage 
media in alphabetical order (see Figure 2). Thus there is no 
need for the user to go through technical devices such as MP3 
players or memory cards including the embedded hierarchies 
in order to find the desired album. 
The result list may be scrolled through by manual or spoken 
input. When choosing a particular entry from the list the user 
may do so by directly speaking the album name. This option 
is provided for by means of speakable text entries, i.e. text 
enrolments. The user is allowed to speak any entry of the list, 
not just the ones currently displayed. 

2.2. Global category-free search  

The second alternative for searching audio data is 
independent of any pre-selection. As soon as the user gets 
into this search mode she may enter a title, an album, an artist, 
a folder, a year or a genre by speaking its complete name, like 
for example ‘No Need to Argue’ or ‘Alternative Rock’. As in 
the category-based search the system considers the contents of 
all audio storage devices. With regard to the large amount of 
audio data, uncertainties are likely to occur. They are 
dissolved in two ways. In case the uncertainty of a user’s 
input is within one category, a result list containing the 
corresponding entries is returned (see Figure 3). 

Figure 3: Category-free search - multiple results 
within one category 

In case the uncertainty spans more than one category – ‘No 
Need to Argue’ for example could either refer to an album or 
a title by ‘The Cranberries’ – we add a supplementary step 
providing the user with a list of the corresponding categories 
plus the respective number of hits (see Figure 4). 

Figure 4: Category-free search – resolution proposal 
for multiple results in different categories 
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2.3. Physical search 

For backward compatibility, we still provide a search mode 
called physical search. It presents a fall-back solution for 
those users who wish to navigate within folders of one 
particular audio storage device. 

2.4. General requirements for the user interface 

Taking into account the complexity of an audio application, 
speech becomes indispensable as input modality when 
searching for particular audio data while concentrating on the 
driving task. In addition to the search strategies presented in 
sections 2.1. to 2.3., speech dialogue design for accessing 
large audio data sets provides the following features: 
We adjust speech and display to each other by following the 
general principle “what you see is what you can speak”. 
Anything that can be selected manually from a display state 
may also be selected verbally. Thus there is only one visible 
system state for the user. Besides it particularly supports 
novice users who tend to have the problem of not knowing 
what to say when talking to a speech dialogue system.  
With regard to spoken input the user may apply so-called 
shortcuts. Expressions such as ‘search category artist’, ‘search 
title’, ‘play music’ etc. prevent the user from cumbersomely 
going through a menu hierarchy as is the case when using the 
manual interface.  
GUI and SDS resemble the Mercedes-Benz design guidelines. 

2.5. Additional features of the user interface 

Additional options are available for the category title. The 
user may for example enquire details about a particular song. 
These details comprise title, album, artist, and genre name. 
They are displayed on the screen while simultaneously being 
read out by the system. Moreover, the user may also add titles 
of her choice to a playlist, i.e. current title list. Within this list 
the system may be requested to play songs, albums, artists or 
genre that are similar to the currently playing title.  
When searching for audio data, we also allow for a first 
combined category input of the categories genre and year, like 
for example “Rock from the 80s”. This option holds for both 
category-based and category-free search. 

3. Prototype architecture 
The prototype system which was built to verify the new 
concept of accessing media data is based on a state-of-the-art 
dialogue system which connects to media search engine as 
application. The system needs to be capable of handling 
dynamic data, since music data on external devices might vary 
significantly. Data size may be quite large, therefore a 
background initialisation process has to be implemented. 
The common architecture of speech dialogue systems has 
been published many times [4]. Our dialogue system is a 
multimodal interface [5] considering two modalities: Manual 
and speech input, and graphical and speech output. For a 
schematic view on system architecture, see Figure 5.  
Speech control consists of a task-oriented dialogue manager 
(DM), a natural language understanding unit (NLU) 
containing a contextual interpretation, an automatic speech 
recogniser (ASR) and a text-to-speech component, which 
includes a grapheme-to-phoneme (G2P) converter. 
Graphics-haptics control follows the model-view-controller 
paradigm [6]. Models (state charts) and views (widgets) are 
described in the GUI module. The controller module contains 
the event management and the interface (CAN bus) to the 

central control switch, which can be pressed, pushed and 
turned. Such a control switch is the typical control element in 
advanced cars, such as Audi, BMW and Mercedes-Benz. 

Figure 5: Prototype architecture view 

The media application consists of the media search engine 
and the media manager (MM). The media manager 
administrates the connected media. We consider an internal 
hard disk and DVD drive, as well as external memory cards 
and MP3 players connected via USB. The MM relies on a 
media database, such as CDDB, which contains metadata and 
as many phonetics of the metadata as possible. Not existing 
phonetics are generated by the G2P engine of the speech 
component. The MM transfers the metadata and 
corresponding phonetics to the media search engine which 
includes the database of all metadata of the connected media. 
The search engine implements a database with interfaces to 
quickly search it by words and parts of words. 

3.1. Multimodal interaction 

A synchronisation component (SYNC) allows for event and 
data transfer between the modalities, in order to synchronise 
speech and graphics/haptics. It is also the unique interface to 
the media application, i.e. all database search requests are sent 
from GUI or DM via SYNC, and the search results fill the 
GUI lists and the SDS text enrolments. Such a component 
allows for multimodal interaction. This means the user may 
switch between speech and manual input at every step.  
Switching from manual to speech input is straight forward, 
since manual input is always correct unless the user herself 
produces typing errors. The only state, in which the system 
looses the manual input, when switching to speech input (by 
pressing Push-to-Activate), is in the manual search speller. 
We consider a subword-level aggregation of mixed manual 
and speech input both technically very complex and 
ergonomically not user-friendly. 
Switching from speech to manual input is more complex. For 
this reason the result of each speech input is acknowledged 
with an appropriate prompt. This provides general feedback, 
allows the user to make corrections and keeps her informed 
about the current system state. Since the user is aware of the 
current system state, she may simply continue each dialogue 
manually. 
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3.2. Pre-processing metadata for speech operation 

The audio data are pre-processed such that the system is also 
able to understand slightly incorrect names, nicknames, and 
cross-lingual pronunciations. Handling slightly incorrect 
names is done by filtering out insignificant particles at the 
beginning, so that ‘Beatles’ becomes a pronunciation variant 
to ‘The Beatles’. Nicknames are a more complicated concept, 
which requires access to a database, such as Gracenote 
MediaVOCS [7]. They allow for selecting the album ‘The 
Beatles’ by saying ‘The White Album’. 
One of the greatest challenges is providing good phonetic 
transcriptions for all dynamic metadata of all audio files on 
the connected devices. Internationality implies that music 
databases normally contain songs in various languages. Thus 
the system has to be capable of handling cross-lingual 
phenomena, which includes phoneme mappings between 
language of origin (of the song) and target language (of the 
speaker). We follow a two-stage algorithm to allow for that:  

• Looking up the phonetics of the song in the music 
database (CDDB), which contains the phonetics only in 
the language of origin. If the song is available, the 
phonetics of the metadata are used and also automatically 
mapped into the phonetic alphabet of the target language, 
so that ASR includes both pronunciation variants. 

• In case the metadata of the song in question do not exist 
in the database, we have to rely on G2P. The system 
contains G2P modules for all languages on the market, 
e.g. American English, Mexican Spanish and Canadian 
French for North America. We provide phonetic 
transcriptions for all three languages using the 
corresponding G2P. Phonemes of all languages are 
mapped to the target language to generate pronunciation 
variants covering speakers not familiar with the foreign 
language in question. 

Speech output is done by multi-language TTS (again, all 
languages on the market). If phonetic representations are 
available in the database, they are phonetically mapped to the 
phoneme set of the target language and then output. If a 
phonetic representation is not available, the name is language-
identified and transcribed in a similar way as for ASR. That 
enables the system to speak any item as close as possible to its 
name in the language of origin, or if not possible due to 
technical restrictions, as close as possible to its name in the 
target language.  

4. Evaluation 
A first user evaluation was conducted on a set of 33 subjects 
aged 21 to 58 years [8]. The aim was to compare the new 
method with a reference system by means of 9 given tasks and 
3 free scenarios on search. It was found that 87.9% of the 
participants preferred the prototype to the reference system. 
With regard to items such as “enthusiastic”, “to be 
comfortable”, “uncomplicated”, “appealing” or “would like to 
have it” the prototype was significantly outperforming. 
Subjects generally favoured the reduction of distraction and 
interaction time by speech to manual input. 

5. Conclusion and future work 
This paper presents a new approach to enhance accessing 
audio data within large data bases. The method is based on 
three different search strategies: category-based search, 
category-free search and physical search. An evaluation of our 
prototype system shows that these strategies in combination 

with the advantages of speech interaction result in an in-car 
audio application that is – compared to currently available 
speech applications – more intuitive and efficient for experts, 
novice users, geeks and laymen. 
Future work will be focused on extending spoken input by 
allowing combinations of items such as ‘search artist U2’ or 
‘search genre rock’ as well as combinations like ‘U2 Gloria’. 
Furthermore, we must bear in mind that in case of personal 
address book data it has been shown that users have problems 
in accessing them by speech in case they have to speak a 
complete entry correctly [9]. Similar problems will occur in 
case of audio data in that users often do not exactly remember 
under which name titles or other categories have been stored. 
Therefore, we plan to extend our approach by allowing the 
user to access audio data by speaking only parts of categories 
such as artist, album, title, etc. That means we have to 
generate more pronunciation variants, which we assume to 
improve user acceptance, since the user does not have to 
remember the precise name. 
Another aspect interesting to examine would be how users 
actually combine meaningful words – are current metadata 
(and parts thereof) sufficient when searching for audio data or 
would it also be necessary to consider initial parts of lyrics for 
example? 
We also intend to integrate text-based language identification 
for generating phonetic transcriptions for metadata of songs 
not covered in the database. That avoids a large number of 
useless pronunciation variants, which is particularly useful for 
the European market with many different languages. 
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