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Abstract

We describe a data visualization tool that allows a natural lan-
guage call routing system designer to browse the data from high
level routing target classes down to individual sentences. For
each target class, automatic clustering creates groups that clus-
ter similar requests. Relabeling data is much more efficient be-
cause a cluster of many sentences, instead of individual sen-
tences, can be relabeled in one action. The tool also detects and
displays potential confusions between sub-clusters across dif-
ferent classes. The confusability may be caused by erroneous
labeling, in which case the entire sub-cluster can be relabeled.
If the confusability is inherent, the system designer can design
a disambiguation dialogue to clarify the caller’s intent.
Index Terms: natural language call routing, spoken language
understanding, data visualization, spoken dialogue design.

1. Introduction
Speech enabled call routing applications are playing an increas-
ingly important role in large customer contact centers that re-
ceive tens of millions of calls each month. The operational ef-
ficiency and improved customer satisfaction derived from these
systems are key drivers for their success. For this reason, it is
imperative that such systems are very carefully designed and
operate at their optimal performance point.

In prior work, many papers have described how to imple-
ment natural language call routing systems [1, 2], as well as
how to improve the call classification [3, 4, 5]. Active learning
methods have also been proposed to reduce the effort of human
labeling [6].

Few papers have been published, however, on visualization
of the labeled data that go into building the models, ensuring an-
notation (labeling) consistency, and inferring design decisions
from insights gained from the data. A recent paper [7] described
a principled approach to call routing system design and imple-
mentation. However, unlike the methods described in [7], we
assume that we begin with an initial set of manually labeled
training data. Our goal is to leverage the labeled training data
to improve our overall design of the call routing system.

In this paper, we describe a data visualization tool that al-
lows one to browse data effectively, enabling better system de-
sign through understanding both top-down business constraints
and bottom-up data-driven constraints. We propose a fully au-
tomatic clustering scheme that is able to divide the set of sen-
tences in a target class into meaningful homogeneous clusters
using informed weighting from the call classifier parameters to
determine what words are more important. We show how the
resulting clusters enable more efficient data relabeling to over-
come business logic change or erroneous labeling. Potential
confusion among clusters across target classes are highlighted,
indicating possible labeling errors which can be corrected ef-

ficiently, or indicating the need to insert a disambiguation dia-
logue step.

Section 2 describes the common issues we encountered that
prompted us to design this tool. Section 3 describes the techni-
cal details of the clustering and confusion detection scheme. In
Section 4, we describe a real task and show examples of what
the tool can do.

2. Commonly Encountered Issues with Call
Routing System Design

We first describe several common issues encountered in
building call routing systems.

1. Gaining insight into call center data distribution
Typically the system designers for call routing solutions initially
have trouble getting a good understanding of the call center do-
main. On one hand, there are top-down business constraints
such as the high-level call center organization. The informa-
tion given may only be very general, such as the names of the
departments available for servicing customers, or a set of cate-
gories of common requests by callers. System designers often
proceed with this rough top-down view to begin designing the
application, including specification of the dialogue flow.

On the other hand, there are data-driven constraints, in
terms of what the callers are actually saying when they call.
Going through collected data from a bottom-up view can
improve the overall design. It would be desirable to be able
to efficiently explore the data to understand the most common
types of requests and their manifestations. A graphical user
interface (GUI) that allows data visualization and exploration
would be very helpful. Such a tool can allow the system de-
signers to bring together data-driven constraints with top-down
business constraints to come up with an optimal design for
servicing customers.

2. Handling changes in business logic
Business logic often changes over time, resulting in different
labeling rules. What we mean by business logic is the organi-
zation structure of what department is supposed to handle what
type of requests or problems. For example, requests related to
password reset, web site down, address change may all be ini-
tially labeled technical support since a single department han-
dles all these requests. Changes in business organization (for
example, a new department created specifically to handle web
site support) may necessitate changing the labels for web site
down requests.

One way to address this problem is to always label the
data at a finer granularity according to what the caller says
(the surface form, e.g. password reset, web site problems)
rather than what destination is intended (technical support
department). Different surface form labels can then be mapped
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to the destination targets using a set of rules representing the
current business logic. The first issue with this approach is
how to define the surface form labels. The number and types
of surface form labels can be defined only after a careful (and
laborious) study of the actual data of what callers say. The
second issue is that surface form labels are likely to be very
large in number, and this increased complexity will result
in slower labeling by human labelers, as well as increased
confusion and errors.

3. Consistent annotation of text with target labels
The accuracy of the statistical models for call routing depends
greatly on the accuracy of the training data. However, often the
training data contain labeling inconsistencies.

The inconsistencies are due to a variety of reasons. One
reason is human inconsistency or error. Another reason is im-
perfect understanding of the call center. In most call centers,
there is often no single domain expert who knows everything.
Yet another reason for inconsistency is that the business logic
may have changed over time, resulting in data collected at dif-
ferent times being labeled differently.

Our concern is therefore the following: given a labeled
training set, how can sentences with label inconsistencies be
efficiently found and corrected? Our proposed visualization
tool detects and displays potential confusion between different
targets and allows the designer the ability to re-label individual
or whole groups of sentences if they are found to be erroneously
labeled.

4. Identifying inherently confusable targets and optimizing
dialogue design (including disambiguation strategy)
In most call routing applications, certain types of caller requests
are inherently ambiguous. For example, in a financial services
company, when someone refers to a loan, there may be different
departments that handle car loans or home equity loans. The
only effective way of dealing with such requests is to design
disambiguation dialogues to help the user clarify their request.

It would be very helpful to be able to find these ambiguous
requests automatically from the training data to help the system
designer optimize the dialogue design.

3. Data Clustering & Analysis
In this section we discuss the details of our clustering and anal-
ysis approach.

Sentences labeled with a particular call routing target often
indicate that the target class is composed of different types of
requests. For example, the target class technical support may
include people asking for “tech support” or “i forgot my pass-
word” or “i cannot install the software.” Even though these
heterogeneous requests have been assigned the same label, we
would like to cluster the requests into homogeneous clusters,
for example creating a cluster with requests such as “i forgot my
password,” “password reset,” “lost my password,” etc. For each
target class, the requests can be clustered into groups based on
the surface forms of the requests (what words the callers say.)

One difficulty using automatic clustering is that the ma-
chine does not know what words are semantically important
for routing (e.g. “password”) and what words are filler or stop
words (e.g. “i”, “my”). Our strategy is, without specifying stop
words explicitly, to use classifier weights trained from the la-
beled training data to automatically assign importance weights
to different words in caller requests during clustering.

Once clusters for each target class have been found, the
similarities of these clusters are compared across classes. High
similarity represents potential confusion – similar surface forms
have been assigned different class labels.

3.1. Feature Vectors & Similarity Metric

To obtain the feature vectors for clustering, we first train a max-
imum entropy (maxent) classification model using word counts
as features of the maxent model. For instance, using v to denote
the maxent feature vector, if a word j appears two times in a
sentence then v[j] = 2. The form of the maxent model is

P (c|v) = exp{v · λ(c)}P
c′ exp{v · λ(c′)}

(1)

The jth element of the parameter vector λ(c), roughly
speaking, denotes the “importance” of word j to target class c.
Therefore, these parameters can be used as a weight to accen-
tuate important words (features) while de-emphasizing words
that are un-important. The features for clustering are therefore
computed as

ṽ(c) =
v. ∗ λ(c)

||v. ∗ λ(c)|| , (2)

where .∗ denotes an element-wise product and ||x|| denotes
norm of vector x.

Note that each word feature has a different weight for each
target class, so after weighting, the feature vectors are only com-
parable within each class, not across classes. This does not pose
a problem since our purpose is only to cluster within each class.

The similarity between feature vectors ṽ1(c) and ṽ2(c) is
simply computed as the dot product ṽ1(c) · ṽ2(c).

3.2. Clustering Algorithm

Using the defined similarity metric, the sentences in each target
class are separately clustered into groups that are homogeneous.
We use a K-means procedure for clustering, as described in the
following.

Initialization
We use the following heuristic initialization procedure in an ef-
fort to obtain homogenous initial clusters.

1. All clustering feature vectors (sentences) in a target class
are sorted in order of frequency to create a list Lv . The
centroid list Lc is initially empty.

2. Remove the most frequent vector from Lv and compute
the similarity to the existing centroids in Lc.

3. If the similarities to all centroids are all less than a
threshold, say 0.6, this vector is not well modeled by
existing centroids. Add this vector to Lc.

4. Repeat the last two steps until Lv is empty.

After the initial seed centroids are found, all the vectors
are assigned to appropriate cluster according to the similarity
metric. The centroid for each cluster is then calculated to be:

−→
C (k) = (

X

ṽj∈cluster(k)

ṽj)/Nk, (3)

for the kth cluster, having Nk members.

K-means
Next the algorithm iteratively re-assigns all training vectors to
the most similar centroid, and re-estimates the centroids based
on the re-assigned vectors until the relative change in a criterion
function is below a certain threshold. We chose the criterion
function to be:

D =
1

N

KX

i=1

NiX

j=1

−→
C (i) · ṽij (4)

2730



In practice, after a few iterations, the vectors do not change in
cluster membership, and the criterion function converges.

In addition, an optional step within the iteration is to prune
the clusters that either have too few elements (e.g. fewer than 5)
or that are too similar to another cluster (e.g. similarity greater
than 0.8). The members in these clusters are re-assigned to one
of the other surviving clusters. The above criterion function
tends to become worse (decrease) when clusters are deleted, so
the stopping criterion needs to take that into account.

3.3. Prototype sentences and centroids

Once the clusters have been found, each cluster could be repre-
sented by either some prototype sentence or the centroid. One
possible definition of the prototype sentence is the sentence
whose feature vector has the largest weighted average similarity
to those of all the other sentences within the cluster. Note that
the prototype sentence is used only for display in the GUI, and
is not used during clustering.

The centroid (Eq. 3) can also be used to represent the clus-
ter. For display purposes, one can display only the top five im-
portant features along with their weights.

3.4. Pair-wise similarities between clusters

To determine the confusability between clusters of different tar-
get classes, a pair-wise similarity is computed between each
cluster pair that do not belong to the same target class. The sim-
ilarity metric is simply the cosine similarity measure between
the centroids of the two clusters.

4. Experimental Results
We have applied our tool to a variety of natural language appli-
cations including data from call centers of major Fortune 500
companies. The example we have chosen to present in this pa-
per is for a call routing system of a major financial services
company. To build the routing application, about 44,000 sen-
tences were collected from a Wizard-of-Oz system. There were
40 routing targets in all, and each of these sentences was manu-
ally labeled with one of these 40 targets.

Automated clustering of sentences within each target, fol-
lowed by determination of prototype sentence for each cluster
and pair-wise similarity between clusters was carried out as de-
scribed in Section 3.

4.1. Data Visualization

Figure 1 shows the targets and sentence counts associated with
each target. The first number in parentheses before each target
is the target class index, the second number in square brackets
is the count of unique sentences, and the third number in curly
brackets is the count of all sentences that belong to that target.
The number in parentheses after the target is the number of ho-
mogeneous clusters found within that target, as a result of the
clustering procedure in Section 3.2.

This view is useful in getting an overview of data distribu-
tion across various targets, identifying under-represented targets
that need more labeled data. It also helps to quickly identify
target classes that are quite heterogeneous (with a lot of clusters
inside them) and may need careful review to see if they need to
be broken into simpler targets.

Clicking on a target in the main view of Figure 1 shows
us the cluster level view of that target. For example, Figure 2
shows the cluster level view of the “TRANSFER CALL” target.

In this view, the sentences such as “s SYSTEM i would like
to speak to a SYSTEM e” are the prototype sentences for the
clusters. In the prototype sentence, “s” is the sentence start to-

Figure 1: Main view: Targets with counts of unique sentences,
total sentences, and clusters identified within each target.

ken and “e” is the sentence end token. Some sentences also
have capitalized words such as “SYSTEM” and “NUMBER.”
These represent named entities; e.g. the entity SYSTEM con-
tains phrases like “operator,” “customer service representative,”
etc. Similar to Figure 1, the numbers in brackets indicate, left-
to-right, the index, count of unique sentences in that cluster,
and count of all sentences in that cluster. The words together
with scores in parentheses below the prototype sentence show
a representation of the cluster centroid, where only the top five
features with the highest weights have been shown.

The cluster level view of Figure 2 also shows, for each
cluster, the clusters from other target classes that are consid-
ered confusable with this cluster. This confusability view is ex-
tremely useful, as discussed later.

Lastly, clicking on a prototype sentence brings the user to
another view shown in Figure 3. Here the actual sentences that
belong to that cluster are shown, together with the counts of the
number of times they occur in the training data. This tool al-
lows the user to browse from high level target class distributions
down to individual sentences with only a few mouse clicks.

4.2. Handling changes in business logic

The homogeneous clusters created under each target greatly fa-
cilitate keeping the routing system up to date with business logic
changes. Data labeling changes can be made by manipulat-
ing clusters instead of individual sentences. Since each clus-
ter contains (to the extent possible by the clustering procedure)
sentences that are semantically similar, simple logic changes
(which are often the frequent ones) can be handled by moving
clusters between targets, or creating new targets and assigning
clusters to that from existing targets. Similarly, if an existing
target is removed, clusters make it relatively easy to assign its
data to other targets.

For example, as shown in Figure 2, the clusters under the
TRANSFER CALL target indicate that callers wishing to talk
about their current plan (prototype: “s i want to talk about my
current plan e”) and about Internet access (prototype: “s Inter-
net access”) are all routed to a generic operator. However, in the
future, if business changes require these callers to be transferred
to different specialized agents, the change in the routing system
would be easy to implement.
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Figure 2: Cluster level view: homogeneous clusters represented
by prototype sentences.

Figure 3: Sentence level view.

4.3. Identifying Labeling Inconsistencies and Inherently
Confusable Targets

Figure 2 shows that the cluster “transfer me” is potentially con-
fusable with a cluster in CHECK TRANSFER and also with
a cluster in EXCHANGE. To identify the cause of these con-
fusions, we looked at the sentences in cluster “transfer me”
and compared those with sentences in confusable clusters of
CHECK TRANSFER and EXCHANGE. In this process, cer-
tain labeling inconsistencies were uncovered. For example, it
was found that the sentence “transfer to a 401k account” was
incorrectly labeled as TRANSFER CALL but should have been
labeled EXCHANGE. Similarly, “can you transfer” is labeled
TRANSFER CALL whereas “can i please transfer” is labeled
CHECK TRANSFER. Such labeling inconsistencies are very
hard to spot in the absence of a tool that helps to identify them.

Another interesting example of confusable clusters auto-
matically found by the tool is a cluster under the target NEW
LOAN and one under WITHDRAWAL. It turns out that in both

clusters, people were saying things like “i need some money”
or “i want to take out some money.” In one case, they want
to take a loan against their 401(k) retirement account, and in
the other case they want to withdraw the money. Such requests
are inherently ambiguous and further disambiguation dialogue
needs to be carried out to clearly identify the caller’s intent. This
aspect of our visualization tool – namely assistance with identi-
fying inherent confusions in the call routing domain – provides
valuable help in designing the overall routing dialogue flow and
disambiguation strategies.

5. Discussion & Conclusions
In this paper we have presented a data visualization and analy-
sis technique that attempts to alleviate some of the issues that
are commonly encountered in the process of design and devel-
opment of a call routing system. These issues are critical to
the overall performance of the application and yet very hard to
identify and fix without an appropriate tool.

Our initial attempt at building a visualization tool has al-
ready yielded surprisingly crucial information for system de-
sign. Further experiments with variations of the clustering pro-
cedure, similarity metric between clusters, and prototype vec-
tors for clusters can be done to improve the results. For ex-
ample, a limitation of our current clustering procedure is that it
does not take semantic distance between words into account and
therefore does not know that “fund” and “funds” or “operator”
and “representative” are quite similar.

We believe visualization tools, backed by intelligent algo-
rithms, will become increasingly useful for building and main-
taining complex natural language applications where design de-
cisions can be tightly coupled with statistical data distributions.
Besides call routing applications, other natural language appli-
cations may also benefit from such new tools.
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