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Abstract
This paper is concerned with the relative evaluation of informa-
tion content in summaries. We study the effect of crossing the
summary-question pairs for a comprehension test based sum-
mary evaluation. Using the scheme, machine generated and hu-
man authored summaries from the broadcast news stories are
evaluated. The approach does not use absolute scores. Instead it
relies on a relative comparison, effectively alleviating the sub-
jectivity of individual summary authors. The evaluation indi-
cates that less than half (44%) of information is shared between
human authored summaries of roughly 15 words. On the other
hand, 27% of information in machine generated summaries is
shared with human authored summaries.
Index Terms: evaluation, speech summarisation

1. Introduction
Summary evaluation has been recognised as a sensitive and non-
trivial task. Although it has been investigated widely, there does
not seem to exist one consensus evaluation scheme. One of the
principal reasons may be the difficulty in identifying what pre-
cisely is a good summary. Each individual has a different idea
for a summary. Human beings tend to disagree on what might
be a good summary [1]. This is probably because every in-
dividual, whilst arriving at a summary, looks at things from a
different perspective. Factors such as educational background,
profession, personal interests and experiences affect how an in-
dividual summarises a document, thus accounting for more than
one ‘correct’ summary.

For automatic summarisation research, machine generated
summaries are often evaluated using a human authored sum-
mary as a yardstick. Be it traditional precision recall or n-gram
matching methods [2], human authored summaries have been
treated as a ‘gold standard’, although there exists a counter argu-
ment against this practice [3]. In [1], the accuracy of a summary
was associated with its ability to rebuild the original document
given chunks of information. A summary must reflect the con-
tents of an entire document, and do this at a concept level but
not necessarily in the same set of words.

Let us assume that the atomic facts of a summary account
for its relevance. Then, a simple question that elicits any one
of these atomic facts represents a benchmark for assessing the
informativeness of that summary. In our quest to quantify the
informativeness, we devise a cross comprehension test along
the lines of Hirschmann et al. [4] for extracting atomic con-
tents. The test is modelled on a question-answer style frame-
work, where a set of questions may be paired with various sum-
maries. Subjectivity is a critical issue when using a human au-
thored summary as a reference. By crossing summary-question
pairs (Section 3.1), we aim to avoid absolute scores, but rely on
a relative comparison, effectively alleviating the subjectivity.

Summary evaluation normally involves measurement of

two components — information content and fluency. This pa-
per focuses on the former, and the relative evaluation scheme
is examined using broadcast news data. We collected baseline
summaries, fully automatic machine generated summaries, and
human authored summaries for the same set of news stories.
They are then tested with questions prepared by different peo-
ple (Section 2.2). The number of questions that can be answered
by reading the candidate summaries accounts for their informa-
tiveness. Although very subjective for many cases, a human
summary can still be a reference if we do not treat it as a ‘gold
standard’. The evaluation indicates that less than half (44%) of
information is commonly shared between human authored sum-
maries of roughly 15 words. On the other hand, 27% of infor-
mation in machine generated summaries is shared with human
authored summaries.

2. Summaries
2.1. Dataset

The experiments presented in this paper were concerned with
a subset of broadcast news stories from the TDT-2 corpus [5].
They were used for NIST TDT evaluations and the TREC-8
and TREC-9 spoken document retrieval (SDR) evaluations. The
subset consisted of 43 hours of speech; each program contained
seven to eight long news stories on average, spanning 30 min-
utes as broadcast, which was reduced to 22 minutes once advert
breaks were removed. 542 news stories were manually selected
from those sufficiently long to summarise. A closed caption
hand transcript was also available for each story, with an av-
erage length of 487 words in 25 sentences. News stories with
metaphorical references or innuendos at the beginning were ex-
cluded.

The set was split randomly into 426, 65, and 51 stories
for training, development, and testing. The training data was
used for modelling the statistical components, such as sentence
boundary detection and named entity (NE) identification. All
evaluation experiments in this paper were conducted using the
testing data.

2.2. Candidate Summaries

The relative evaluation scheme was examined using three differ-
ent types of summaries, with roughly 15 words (or 100 charac-
ters) each. Baseline and compaction summaries were both gen-
erated from the automatic speech recogniser (ASR) transcripts,
having a word error rate (WER) of 32%. Human authored sum-
maries, on the other hand, were derived from the corresponding
closed captions.
Baseline. Read news stories tend to start off with a ‘summary
lead’, getting into more detail as the story progresses, adhering
much closer to the style of printed news articles. As a base-
line summary, the first word boundary after 100 characters was
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Subject 1
Summary:
The bill to introduce TV camera into federal courtrooms
may distort judicial process but might deter dishonesty.
Questions:
1. What is being proposed?

(introduction of TV cameras into federal courtrooms)
2. What is a possible advantage?

(introduction of TV cameras might deter dishonesty)
3. What is a possible disadvantage?
(introduction of TV cameras may distort judicial process)

Subject 5
Summary:
A bill in congress will determine whether cameras should
be allowed in federal courts.
Questions: (congress bill)
1. What process could potentially make a change?
2. What will be allowed into courts? (cameras)
3. Which kind of courts? (federal)

Figure 1: Five human subjects produced pairs of a ‘one line’
summary and questions from a broadcast news closed captions.
The answer to each question, sought by the author, is given in
( ). The relevant answer should be found from the particular
summary without reading the entire story.

selected from the ASR transcripts.

Compaction. The approach employed a network of multi-layer
perceptrons (MLPs) [6]. Using a partial parser [7], ASR tran-
scripts were split hierarchically into units (typically a combi-
nation of noun phrases and verb phrases). Initial MLP tried
to remove incorrectly transcribed words based on confidence
scores. Three more MLPs were built to derive the maximum
benefit from features such as term relevance scores and NE fre-
quency. They cropped a news story from a coarse to a finer
level; a 300, a 200 and a 100 character summaries were pro-
duced at each output of the network by trimming out the most
irrelevant chunks.

Human authored summaries. For each closed caption hand
transcript from the testing data, five subjects (1, 2, 3, 4, and
5) produced a short summary of approximately 100 characters.
This summary is referred to as a ‘one line’ summary because
it corresponds very roughly to the average sentence length for
this data set. The subjects also prepared a set of two to four
questions whose answers could be found in their own summary
without reading the entire story.

A sample of summary-question pairs by Subject 1 and 5
are shown in Fig. 1. The facts might be questioned in such a
way that the particular summary could be recovered. Ideally
we would expect each question to elicit a precise information
point chosen for the summary — e.g., ‘who did it’, ‘when did
it happen’, or ‘what was the cause’. The question-answer set
might enable us to gauge the most relevant information as felt
by the subjects.

Table 1 shows the average lengths of the baselines, the com-
pactions, and the human authored summaries. In the end, we
obtained seven summaries and five sets of questions for each of
51 broadcast news stories.

#words #characters
baseline 17.7 101.5

compaction 18.4 108.2

Subject 1 16.3 111.4
2 14.7 98.2
3 16.4 109.8
4 12.0 80.9
5 15.8 93.5

Table 1: Average lengths for 7 sets of summaries from 51 news
stories.

3. Relative Evaluation
3.1. Crossing Summary-question Pairs

In principle, each question should be able to extract a relevant
answer from a particular summary authored by the same sub-
ject. If questioned against a different summary, some answers
may still stand relevant, while others do not. The cross com-
prehension test achieves this by swapping a summary-question
pair, i.e., each candidate summary is paired along with ques-
tions produced by different authors.

Judges (different people from the summary authors) may
examine whether each question can be answered by reading a
crossed summary. Further, if an answer is found, it may be rele-
vant, partially relevant, or totally irrelevant to the one expected
by the question author. Thus, the decision is made from the
following four options:

relevant:
a relevant answer is found — the answer is deemed to be
relevant if it is the same in its sense as expected by the
question author even if a different expression is used;

partially relevant:
an answer is partially relevant;

irrelevant:
an answer is found, but is totally different from what is
expected by the question author;

not found:
no answer is found.

It was found that not all ‘one line’ summaries were well
written. Moreover, subjects occasionally set a question that
could not be answered properly by reading the particular sum-
mary alone. By crossing the summary-question pair, ill-framed
questions are effectively compensated, because they are equally
posed to all candidate summaries.

3.2. Example

The cross comprehension test is illustrated in Fig. 2. In this
example, the baseline, the compaction, and the summary by
Subject 1 are matched with Subject 5’s questions. The corre-
sponding answers after reading the compaction summary may
be

1. (?);
2. cameras;
3. federal court.

We may thus conclude that answers are ‘not found’, ‘relevant ’,
and ‘relevant ’, respectively. Given this question set, all answers

1339



Summary by
Subject 1 Subject 5

Subject 1
Questions by

Compaction

Questions by
Subject 5

Baseline Summary by

Baseline:
it’s become commonplace in the most sensational criminal
trials on t.v. these days that is unless

Compaction:
the most sensational criminal trials on t.v. in federal court
with cameras at bay

Summary by Subject 1:
The bill to introduce TV camera into federal courtrooms
may distort judicial process but might deter dishonesty.

Questions by Subject 5: (congress bill)
1. What process could potentially make a change?
2. What will be allowed into courts? (cameras)
3. Which kind of courts? (federal)

Figure 2: In the cross comprehension test, machine generated
summaries and human authored summaries are matched with
questions prepared by the different subject.

are ‘not found’ for the baseline. For the summary by Subject
1, the answers to the second and the third questions are both
‘relevant ’. The first question is an interesting one; depending
on how a judge reads the summary, the answer may be ‘bill’,
‘TV camera’ or ‘judicial’, and thus the decision can be either
‘relevant ’, ‘irrelevant ’ or ‘irrelevant ’.

3.3. Evaluation Procedure

In the evaluation, each question set is paired with seven different
summaries produced from the same story. There are five sets of
questions for each of the 51 news stories, making the total num-
ber of summary-question pairs 1785 (7× 5× 51). Out of seven
summaries, six summaries are produced either by a machine or
by the subject different from the question author, and are used
for relative evaluation. One summary, written by the question
author, facilitates to measure the quality of questions1.

During the evaluation, 1785 summary-question pairs are
randomly ordered, and their identity is masked — that is, a
judge is not provided with information regarding whether a
summary is produced by a machine (the baseline or the com-
paction) or by any of the human subjects, and by which subject
a question set is prepared. Our assumption is that the decisions,
‘relevant ’ and ‘partially relevant ’, are roughly associated with
commonly shared information between subjects, while the deci-
sions, ‘irrelevant ’ and ‘not found’, correspond to the subjective
part.

1Using the summary-question pairs authored by the the same sub-
ject, 95 to 99% of answers were found ‘relevant’, depending on a sub-
ject. The numbers improved if ‘partially relevant’ cases were included.
Ill-framed questions were those marked as ‘irrelevant ’ or ‘not found’.
Approximately 1.6% of questions were found ill-framed for five sub-
jects (manuscript in preparation [8]). Please note that they were ‘not’
removed from the question list.

3.4. Agreement between Judges

Three judges (A, B, and C) conducted the evaluation. Due to the
ambiguity caused by crossing summary-question pairs, choos-
ing one relevance level from the four options was sometimes a
very difficult task. As the example in Fig. 2 indicates, a judge’s
decision could also be a product of his/her own subjectivity.

In order to improve the agreement between three judges,
the following steps were taken: initially judges evaluated
175 summary-question pairs without any particular instruction.
Then they discussed the disagreement between them to find
a common ground. The discussion resulted in the evaluation
guideline2. Finally judges worked on the full set of 1785
summary-question pairs. The initial 175 summary-question
pairs were repeated to measure the improvement.

The κ (kappa) statistic can be used to assess the level of
agreement between judges [9]. It is a measure of agreement,
taking into account the agreement one would expect to see aris-
ing from pure chance. It can be estimated by

κ̂ =
P̂ (A)− P̂ (E)

1− P̂ (E)

where P̂ (A) is the estimate of the proportion of inter-judge
agreements and P̂ (E) is the estimate of the expected proportion
of chance agreements. κ̂ is ‘1’ when all subjects are in perfect
agreement, and ‘0’ when there is only a chance agreement.

κ̂
before discussion 0.69

after discussion 0.80

The table above shows the κ̂ values between three judges
for 175 summary-question pairs. κ̂ was 0.69 before the discus-
sion, indicating a good agreement even without any instruction.
It improved further to 0.80, or a very good agreement, after the
discussion. As an additional note, κ̂ was 0.81 for the full set of
1785 summary-question pairs, maintaining a very good agree-
ment throughout the course of evaluation.

Fig. 3 shows the distribution of decisions made by three
judges. The most notable change after the discussion may be
the fall of ‘relevant ’, paired with the rise of ‘irrelevant ’ deci-
sions. We surmise that this is the direct consequence of the
established guideline. For example, ‘German chancellor’ was
the ‘irrelevant ’ answer when ‘Helmut Kohl’ was expected, al-
though it was certainly relevant if the sufficient amount of world
knowledge was used.

3.5. Evaluation Results

Summary relevance was measured for seven sets of summaries.
Fig. 4 shows the relevance scores for each candidate summary,
after calculating the average from four (or five) question sets
worked by three judges. The baseline and compaction sum-
maries were paired with all five sets of questions, while human
summaries were paired with four sets of questions prepared by
the different subjects.

For human authored summaries, the figure shows that ‘rel-
evant’ answers were found for roughly one third (34% overall

2The evaluation guideline for judges is essentially a collection of
examples suggesting what decision can be made for ambiguous cases.
It also includes a suggestion about what kind of common knowledge
can be used, in addition to those facts found in the particular summary
(manuscript in preparation [8]).
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Judge A

C

(b) after discussion

0.0 0.2 0.4 0.6 0.8 1.0

B

(a) before discussion

B

C

Judge A

0.0 0.2 0.4 0.6 0.8 1.0

relevant not found

irrelevantpartially relevant

Figure 3: Decisions for 175 summary-question pairs made by
three judges before and after the discussion.

5

Subject 1

2

3

4

baseline

0.0 0.2 0.4 0.6 0.8 1.0

compaction

irrelevant

not foundrelevant

partially relevant

Figure 4: Summary relevance was measured when evaluated
against questions by other subjects. The baseline and com-
paction summaries were paired with all five sets of questions,
while human summaries were paired with four sets of questions
prepared by the different subjects.

average for five subjects) of questions; indicating the commonly
shared part of information between subjects. The number went
up slightly (44%) when ‘partially relevant ’ answers were in-
cluded. The number of answers that were ‘not found’ indi-
cates the level of subjectivity for this ‘summary writing’ exer-
cise; nearly half (44%) of information that one subject thought
was the most important was discarded by the other. We ob-
served that ‘irrelevant ’ answers (12%) were caused either by
the subjectiveness of the summary authors or by the ambiguity
of the questions. Occasionally authors arrived at inconsistent
summaries of the same story. In such cases, questions were
produced from that author’s subjective view, and they certainly
affected the relevance of a summary by the other subject. On the
other hand, the ambiguity of a question leads to different inter-
pretation of a candidate summary, thus the ‘irrelevant ’ answer
was drawn.

Another notable outcome of this evaluation is that the num-
ber of answers found ‘relevant ’, ‘partially relevant ’ or ‘irrele-
vant’ was 64%, 50%, 66%, 47%, and 54% for Subjects 1, 2,
3, 4, and 5, respectively. This seems very roughly proportional
to the average length of summaries by each subject (111, 98,
110, 81, and 95 characters). The longer the summary, the more
information one can squeeze into the summary. It is thus hy-
pothesised that the summary length matters most for finding the
‘relevant ’ information in human authored summaries.

Fig. 4 also shows that approximately 13%, 27% and 44%
of information sought were found ‘relevant ’ or ‘partially rele-

vant’ (i.e., shared information) in the baseline, the compaction,
and the average of five human summaries, respectively. It is not
surprising that human summaries achieved better than machine
generated summaries; however, it does not make much sense to
look at the absolute score for an individual set. Although a hu-
man authored summary may still be the best summary in many
respects, it will no longer be considered perfect. The cross com-
prehension test avoids absolute evaluation, facilitating relative
comparison between summaries.

4. Conclusion
The major benefit of crossing summary-question pairs is that the
approach avoids absolute values, but it relies on a relative com-
parison. The study outlined in this paper made use of the cross
comprehension test for evaluating the information content in the
machine generated summaries against the human authored sum-
maries. It built on the investigation on the human subjectivity
of authoring summaries and questions. Ill-framed questions and
the ambiguity caused by crossing summary-question pairs could
be cancelled out using relative comparison.

Like many other manual evaluation schemes for summaries,
a non-trivial problem of the approach may be the amount of
human effort required. Production of summary-question pairs
may not be difficult, as it is based on a simple instruction set,
but it still requires human time. Further, judge’s work is not
only highly labour intensive, but it is the most critical for this
evaluation scheme. It was shown that a very good agreement
could be achieved by establishing an evaluation guideline for
judges. As a final note, reduction of human labour in summary
evaluation may be a very important issue for further progress in
the automatic summarisation research.
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