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Abstract

In this paper we propose an algorithm for the robust extraction

of pitch combining both temporal (rate) and pattern matching

(place) techniques. Following a transformation into the spec-

tral domain via the application of a Gammatone filter bank the

rate information is extracted in each band via the zero crossing

distances in that band. Next a comb filter with teeth at the har-

monics of the current fundamental frequency hypothesis is set

up, reflecting the pattern matching aspect. The signals below

the teeth of the comb filter are analyzed upon consistency. This

yields an allocation pattern for the filter. The current allocation

pattern is compared to prototypical ones allowing the suppres-

sion of side peaks at harmonics and sub-harmonics of the true

fundamental. A comparison to a state of the art autocorrela-

tion based algorithm is performed showing significantly better

results for our algorithm.

Index Terms: fundamental frequency, pitch, zero crossings,

rate model, place model

1. Introduction

The fundamental frequency of a sound, whose percept is called

pitch, is a cue of great importance. It plays a key role in the

separation of concurrent sound sources and carries prosodic fea-

tures and information on speaker identity. Consequently a wide

range of perceptual models and algorithms to extract pitch exist.

Most algorithms are tightly linked to some perceptual model. In

general the perceptual models fall into two categories [1]: Rate

and place models.

The term rate in the context of pitch is reminiscent of the

phase locking of the neurons in the auditory system. They fire,

i. e. they produce a spike, at the same position in each cycle of

the signal. Consequently they code the frequency of the signal.

When talking about place in the context of pitch perception

reference is made to the process of how the basilar membrane

in the inner ear decomposes a signal into its frequency compo-

nents. The place of maximal excitation of the basilar membrane

moves from the basal end for very high frequencies to the apical

end for very low frequencies. Thereby the frequency content of

the signal is coded in the excitation pattern of the basilar mem-

brane.

In a rate model the periodic structure of a harmonic signal

is exploited. This can be done via application of an autocorre-

lation directly on the time signal [2, 3]. An extension of this

idea is to perform the autocorrelation at the output of the basilar

membrane and to sum up all individual results after some ad-

ditional non-linearity [4]. The basilar membrane is commonly

modeled via a band pass filter bank with bandwidths and cen-

ter frequencies adapted to psychological data (also referred to

as Gammatone filter bank [5]). Place or pattern matching mod-

els make use of equidistant lines in the spectrum of purely har-

Figure 1: System overview

monic signals. The most prominent of these models is the one

proposed in [6]. Here a comb filter with teeth at the fundamental

frequency hypothesis and its harmonics is set up and applied to

the spectrum. When the spectral lines and the teeth of the comb

filter match the response is maximal. Nevertheless, experiments

show that neither of these two models can fully explain human

performance. Therefore pitch perception models are still a field

of active research.

The algorithm for pitch extraction we propose here is in-

spired by these different models for pitch perception. We try to

combine information residing in the temporal and spectral rep-

resentation to a more robust algorithm. A special emphasis is

hereby put on the suppression of the spurious side peaks occur-

ring as well in rate as place models. We first transform the input

signal into the frequency domain via a Gammatone filter bank

(compare Fig. 1). Next, for each band-pass signal an estimate

of the instantaneous frequency is established based on the dis-

tance between zero crossings in the signal. This corresponds to

a rate code representation. In a next step a scan over all possible

fundamental frequencies is performed. For each fundamental

frequency hypothesis a comb filter with teeth at the harmonics

is set up. The zero crossing distances (ZCD) of the harmonics

in the comb filter are compared upon consistency. Teeth show-

ing inconsistent zero crossing distances are labeled as empty.

The allocation pattern of the comb filter determines the weight

with which the current fundamental frequency hypothesis con-

tributes to the final estimation. This final estimation is achieved

via building a histogram of all the individual hypotheses and

their corresponding weight.

In the following we will detail the proposed algorithm with

a focus on the treatment of rate and place information. Next

we show the results of tests with a database containing speech

signals with different types of noise added and compare them to

a system based on the extended autocorrelation model presented

in [4]. We will conclude with a short discussion of the model

and the obtained results.

2. Pitch Estimation

Following the application of the Gammatone filter bank rate in-

formation is extracted for each channel of the filter bank.

2.1. Extracting Rate Information

In most rate based systems the rate information is extracted via

the autocorrelation function. However, the autocorrelation is

very time consuming and biologically rather implausible [7].
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Figure 2: Histogram of the zero crossing distances (ZCD) for a

completely voiced male speech signal.

Therefore, we use in our system the zero crossing distances

(ZCD) in the signal. The zero crossings are similar to the phase

locked firing of the neurons in the auditory system, the spike al-

ways occurs when the signal rises from negative to positive (if

rising zero crossings are used). This distance between adjacent

zero crossings, more precisely its inverse, codes the frequency

of the signal.

2.2. Zero Crossing Distance Histogram

When signals stem from the same fundamental frequency they

have zero crossings in common. How many zero crossings they

share depends directly on their harmonic order relative to the

fundamental frequency. For example the first order harmonic

shares each second zero crossing with the fundamental. Hence

the distance between two zero crossings of the fundamental oc-

curs again as the distance between three zero crossings of the

first harmonic and so forth. We want to refer to these distances

between multiple zero crossings as higher order zero crossing

distances. Due to the frequency and articulation dependent

phase delay introduced by the vocal tract not the absolute oc-

currence of the zero crossings is identical between harmonics

of the same fundamental but rather their distance.

As a consequence of the reoccurrence of zero crossing dis-

tances of the fundamental in the harmonics a histogram of all

distances shows a peak at the fundamental frequency. In Fig. 2

such a histogram is shown for an all voiced, hence with con-

tinuous pitch, speech signal. This histogram is very similar to

a so called all order interspike histogram where a histogram of

the phase locked firing of the neurons in the auditory system is

calculated [8]. As not only the distances corresponding to the

fundamental frequency but also those of the harmonics reoccur,

the histogram shows many spurious side peaks corresponding

to the harmonics and sub-harmonics of the true fundamental

frequency. Sub-harmonics also occur because for instance the

second order ZCD of the true fundamental frequency is also the

first order distance of the first sub-harmonic ( 1

2
f0). This prob-

lem is not restricted to the histogram of the distances but does

also occur when using the autocorrelation as will be seen later.

2.3. Extracting Place Information

The spectral decomposition of the signal is achieved via the

Gammatone filter bank. Therefore, the activity in the individ-

ual channels codes the spectral information needed for place or

pattern matching based pitch models. To implement a pattern

matching algorithm we set up a comb filter for all possible fun-

damental frequencies with teeth at the harmonics 1 . . . 7. The

range of possible fundamental frequencies is defined by the res-

olution of the zero crossing distances and hence by the sampling

rate. At a sampling rate of 16 kHz a fundamental frequency of

100Hz corresponds to 160 samples. The next possible funda-

mental frequency corresponds to 159 samples, 100.63Hz re-

spectively. In a scan through all possible fundamental frequen-

cies beginning with the lowest expected fundamental frequency

up to the highest one the corresponding comb filters are set up.

For each of these comb filters the allocation of the teeth with

harmonics of the current fundamental can be checked at each

instant in time. The "filter response" of the comb filter is calcu-

lated based on the found allocation pattern. The better the found

pattern matches the expected pattern the higher the response.

2.4. Combining rate and place information

In order to determine the allocation of the teeth in the comb

filter with harmonics one common way is to use the energy in

the band underlying the respective tooth. Here, we propose to

deploy the zero crossing distances previously calculated. The

Gammatone filter bank has a limited frequency resolution due

to a necessary trade off between filter bandwidth and settling

time. A decrease in bandwidth and hence an increase in res-

olution comes at the cost of higher settling time which makes

it impossible to analyze transient signals as speech. The ZCDs

measure the instantaneous frequency in the time domain and

hence are subject to this limitation to a lesser extend.

For each tooth of the comb filter the ZCD with the order

corresponding to the harmonic order of the tooth is compared

to the ZCD expected for the current fundamental frequency hy-

pothesis. If the deviation between the expected and the mea-

sured distance is smaller than a predefined threshold tΔ the

tooth is said to be allocated by the expected harmonic. In the

experiments reported later tΔ = 10%. A modification of this

method is not to check against the expected distance ZCDf0
but

against the median of all distances found in the teeth. The re-

sults obtained herewith are a little bit better than when checking

against the expected distance as in this case also the cross talk

to filter bands neighboring the best matching filter bands has an

influence.

2.5. Inhibition of Side Peaks

The creation of an allocation table for the comb filters allows

to check the found allocation against expected ones. In Fig. 3

the allocation patterns are shown for the case where the hy-

pothesis f ′

0 matches the true fundamental f0, its first harmonic

f ′

0 = 2f0, or its first sub-harmonic f ′

0 = 1

2
f0. These are the

most important cases which produce spurious side peaks in the

histogram. In order to distinguish the case where the current

hypothesis is the first sub-harmonic of the true fundamental fre-

quency from that where the hypothesis is correct, additionally

teeth at the sub-harmonics are included in the comb filter. By

comparing the found allocation pattern to those producing most

of the errors it is possible to inhibit the ones causing the er-

rors. In the current implementation this is done by assigning a

weight to each tooth such that the result is 1 if all and only the

correct teeth are set and 0 if the found allocation pattern corre-

sponds to the first harmonic or the first or second sub-harmonic

(f ′

0 = 2f0 ∨
1

2
f0 ∨

1

3
f0). The ZCD histogram is then only cal-

culated for the fundamental frequency hypotheses. The weight

with which they are entered in the histogram is determined by

the response of the comb filter. This results in a canceling of

the defined harmonics/sub-harmonics. In principle it is possible

to extend this to more harmonics/sub-harmonics but the experi-

mental results showed that this is not necessary.
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Figure 3: Prototypical allocation patterns for the comb filters.

In (a) the allocation is shown when the current hypothesis f ′

0

matches the true fundamental frequency f0. In this case all

teeth are set. The case where f ′

0 = 2f0, hence the current hy-

pothesis is in fact the first harmonic, is depicted in (b). Then

only the teeth corresponding to the impair harmonic orders are

set. When the current hypothesis f ′

0 = 1

2
f0, i. e. the first

sub-harmonic, all teeth are set but additionally also the teeth

at 1

2
f ′

0, (1 + 1

2
)f ′

0, (2 + 1

2
)f ′

0, . . . are set. In order to capture

this behavior the comb has to be extended by the sub-harmonics

(k + 1

2
)f ′

0 (compare (c) ). Plot (d) shows the case when the cur-

rent hypothesis matches the true fundamental frequency for this

extended comb filter.

3. Results

In order to asses the performance of our algorithm we have to

find an adequate performance measure. Therefore, we postu-

late that an algorithm well suited for pitch extraction generates

histograms H where peaks almost exclusively occur at the true

fundamental frequency for clean signals and additional peaks

can occur at locations of the intrusion’s fundamental frequency

in case of noisy data. This can be measured in the ZCD his-

togram by comparing the values in the histogram found at the

true location of the fundamental frequency Hf0
to the remain-

ing parts of the histogram. We evaluated this measure which we

want to refer to as Concentration C =
Hf0

H−Hf0

on a database

collected by Cooke which was frequently used to test CASA

systems. The database consists of 10 utterances of a male

speaker mixed with 10 intrusions yielding a total of 100 utter-

ances [9]. All of these utterances are completely voiced (e. g.

’Why were you all weary’) and hence have a continuous pitch.

To these utterances different intrusions were mixed. The sam-

pling rate of the database is 16 kHz .

For the implementation of our algorithm we used a 128

channel Gammatone filter bank with frequencies in the range

from 80-5000 Hz . The implementation of the Gammatone fil-

ter bank is according to [10]. The range of possible fundamen-

tal frequencies was set to 80-500 Hz . As benchmark we used

an algorithm described in [11]. This algorithm also uses a 128

channel Gammatone filter bank as preprocessing and then cal-

culates the autocorrelation for each channel in 20 ms windows

with 10 ms shift. The final correlogram is obtained by summing

up over all individual correlograms for each time frame.

In order to calculate C we determined the true location of

the fundamental frequency via applying a grid-based Bayesian

tracker combined with a voice activity detector on the clean

target signals and manually inspecting the results. As zone of
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Figure 4: Comparison between autocorrelation [11] (top) and

our algorithm (bottom) for the signal in Fig. 2. The pitch region

used to evaluate C is marked with black lines.
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Figure 5: Comparison between autocorrelation [11] (top) and

our algorithm (bottom) when white noise was added at an SNR

of −3 dB to the signal shown in Fig. 2. The pitch region used

to evaluate C is marked with black lines.

the true fundamental frequency Hf0
a region covering 15% of

the histogram centered around the found fundamental frequency

was used. The boundaries of this region are marked in black in

the following plots. The region has been chosen rather large in

order not to penalize the results obtained via the autocorrelation

method which generates wide peaks.

Before commenting on the results of the concentration mea-

sure we want to illustrate the performance of our algorithm via

some plots. In Fig. 4 our algorithm and the autocorrelation

based one are compared. The histograms generated by our algo-

rithm were smoothed with a Gaussian filter spanning 3 distance

values and 20 ms. This yields a comparable temporal resolu-

tion for the two algorithms. As can be seen the autocorrela-

tion shows very strong side peaks at the harmonics and sub-

harmonics whereas our algorithm almost inhibits all of them.

Especially in comparison to Fig. 2 the benefit of using the comb

filter to suppress the spurious peaks is clearly visible. In Fig. 5

the results are shown when white noise was added at −3 dB

to the signal. The performance clearly decreases. In this case

the improvement of our algorithm against the autocorrelation

is rather small. With an additive female speech signal at 6 dB

SNR our algorithm yields substantially better results than the
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Table 1: Concentration C for the autocorrelation based method [11] and our algorithm evaluated on the Cooke database [9].

Intrusion clean 1 kHz

tone

white

noise

noise

bursts

cocktail

party

rock

music

siren trill

teleph.

female

speech

male

speech

female

speech

Average

avg. SNR [ dB ] – -4.3 -1.9 12.5 4.2 3.9 -6.7 3.5 7.1 12.9 5.9 3.7

CAKF [%] 20.5 20.0 16.8 19.4 17.6 18.3 19.2 19.4 19.2 19.8 19.4 19.1

CZCD [%] 68.8 74.5 36.9 65.4 40.1 55.8 75.2 69.6 62.8 62.8 60.1 61.1
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Figure 6: Comparison between an autocorrelation based al-

gorithm [11] (top) and our algorithm (bottom) when a female

speech signal was added at an SNR of 6 dB to the male speech

signal shown in Fig. 2. The pitch region used to evaluate C is

marked with black lines.

autocorrelation (compare Fig. 6). Our algorithm shows signifi-

cantly less side peaks which allows to also see the fundamental

frequency of the female speech in the upper part of the plot.

This is a desired behavior as a priori it is not known which is

the target signal.

Finally, in Tab. 1 the results of the concentration measure

evaluated on the whole database for our algorithm and the auto-

correlation based are given. The values were averaged over all

speakers for each noise type including the clean case. As can be

seen in clean the concentration of values in the histogram on the

true fundamental frequency is significantly higher for our algo-

rithm than for the autocorrelation (keep in mind that an equal

distribution of values would result in a concentration of 15%).

This is also true for the noisy case. Only for noise being spec-

trally flat (white noise (N1)) or close to flat (babble (N3)) the

distance in performance between our algorithm and the auto-

correlation is smaller.

4. Summary & Discussion

We proposed a novel algorithm for the robust extraction of the

fundamental frequency. The algorithm is inspired by biologi-

cal and psychological findings. It combines temporal (rate) and

spectral (place) cues.

The temporal information is captured via zero crossing dis-

tances. The zero crossing distance is a robust measure as we

apply it to bandpass signals, resulting from rather narrow band-

pass filters. This way noise overlaid to the signal is filtered out

and the resulting signal is very close to pure sinusoidal signals.

A detailed analysis of the noise robustness of the zero crossings

is given in [12].

Spectral information is exploited via the use of a comb filter

on the Gammatone filter bank responses. Here we do not use

the energy in the band but the zero crossing distances found.

This allows us to precisely label the teeth of the comb filter as

being excited by the current fundamental frequency hypothesis

or not. We then compare the current allocation pattern with

patterns obtained for the correct hypothesis or common errors,

i. e. hypotheses which produce side peaks. By doing so, we are

able to suppress those side peaks. This results in a much sharper

histogram for the pitch hypotheses and opens the way to track

multiple sources at the same time.

When comparing our approach to standard autocorrelation

methods we see that the obtained histograms are much less

noisy. Only for white noise the difference is not as high. This

might be due to the fact that white noise is uncorrelated to

the target signal. For this case the autocorrelation is very well

adapted.

One novel aspect of our algorithm is the labeling of the teeth

in the comb filter based on precise temporal information. In

principle also the autocorrelation could be used to perform this

labeling but from our tests so far we do not expect better perfor-

mance than when using the zero crossing distances. As the zero

crossing distances can also be computed very efficiently they

can easily be used to set up a real-time system.
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