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Abstract

This paper proposes and evaluates a new spectral smoothing
technique whose performance is comparable with LSP inter-
polation in terms of Euclidean spectral distance measurements
but whose interpolated formant trajectories are more reasonable
from a phonetic point of view. The approach firstly estimates
derivative logarithmic magnitude spectra from both the source
and the target frame represented by autoregressive filter coef-
ficients. Then, Dynamic Programming yields the best align-
ment between these two spectral representations. Smoothed
frequency responses are achieved by weighted linear interpola-
tion between the corresponding source and target spectral lines
whose alignment was found by DP backtracking. Finally, the
spectrum is converted to autoregressive filter coefficients with
the intermediate stage of autocorrelation coefficients.

1. Introduction

Interpolation properties of short-term spectral representations
have been subject to many investigations in the context of
speech synthesis [1, 2, 3], speech coding [4, 5, 6], voice conver-
sion [7, 8], and speaker interpolation [9, 10]. But recent work
of Chappell&Hansen 2002 [3] made clear that this particular
problem still warrants more research.

Especially for speaker interpolation, recent smoothing tech-
niques are insufficient: e.g., the results of Iwahashi&Sagisaka
1995 [9, p.146, Fig.4b] show clearly that the interpolated spec-
trum, in contrast to the original spectra, lost any evident formant
structure, particularly at higher formants. And in Slaney et al.
1996 [10, p.1002, Fig.2] it is obvious that instead of getting a
smooth transition of the formants during continuous interpola-
tion from /a/ to /i/, the second formant fades out when leaving
the /a/ position and fades in when reaching the /i/ target.

Even though Childers&Wong 1994 [11] emphasize the
presence of interaction between the laryngeal activity and the
vocal tract, meaning that the two components of the source-
filter-model of speech production are neither fully separable nor
independent of each other, Linear Predictive Coding [12, 13]
is widely used to decompose the speech signal into a ‘quasi’
source signal and short-term ‘quasi’ transfer functions of the
vocal tract represented by autoregressive filter coefficients.

Paliwal 1995 [5] found line spectrum pairs (LSPs) superior
to autoregressive filter coefficients, reflection coefficients, log
area ratios, and the autocorrelation function (ACF) regarding
distortion in spectral interpolation. Erkelens&Broersen 1998
[6] performed a subjective evaluation of the interpolation prop-
erties by means of AB-preference tests with seven listeners.
While the number of spectral distortion outliers is again lowest
for LSPs, subjectively the ACF interpolation performed best.

An approach in concatenative speech synthesis to avoid
LPC-based decomposition is described by Conkie&Isard 1997
[14]: The optimal coupling technique finds the best cutpoint be-
tween two successive concatenation units by moving the bound-

aries towards the frames of minimal spectral mismatch, leading
to a significant improvement of the synthesis quality without ap-
plying any spectral manipulation. However, if the unit database
is not infinitely large, audible spectral discontinuities usually
remain even at optimized cutpoints.

2. Interpolating two Frequency Responses

Discontinuous joins at unit boundaries in concatenative syn-
thesis are typically smoothed by linearly changing the spectral
characteristics of several frames before and after the cutpoint
so that the spectral mismatch becomes equally distributed over
a number of adjacent frames having a total duration of 40 to
60 ms (Fig. 4 and 6 show sonagrams of synthesized examples).
The simplest and computationally cheapest method to
achieve interpolated frames between a source and a target frame
consists in estimating the weighted mean between the autore-
gressive coefficients of both the source frame {aa9 Jat, ... ad

» dp
and the target frame {a ,ai,...,al }:
ay =wap +(1—w)ay, 0<n<p

where 0 < w < 1 determines the ratio between the source
and the target. Unfortunately, the resulting filter coefficients
{ag’,aY’,...,a, } are not guaranteed to be stable. More serious
is the fact that the resulting interpolations often sound like sim-
ple cross-fadings instead of continuous articulations with corre-
sponding formants being correctly assigned and warped.

Consequently a more sophisticated method is required. A
new solution to the spectral interpolation problem is developed
in the following sections.

2.1. Pre-Processing

We assume that the frequency responses of the source and tar-
get frames are represented by autoregressive filter coefficients.
They can easily be obtained by framewise LPC analysis of the
pre-emphasized speech signal. The frequency alignment proce-
dure of our method needs their logarithmic magnitude spectra:

P —imkn
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where N is set to correspond to the Nyquist frequency rather
than the sampling frequency. Since the spectrum is symmetric
(L = Lan—_y) only half of it has to be estimated. For a Nyquist
frequency of 8 kHz setting /N = 128 is suitable.

Ly = —20log,, , 0<ELN

2.2. Finding Reasonable Spectral Alignment Properties

While the alignment properties of logarithmic magnitude spec-
tra turned out to be insufficient, its derivative shows properties
well-suited for DP alignment since its overall slope is flat and
each pole is characterized by a zero-crossing as well as a local
negative slope whose steepness is closely correlated with the
bandwidth of the corresponding pole.
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Figure 1: Derivatives of the LPC-based source and target fre-
quency responses and the corresponding DFW search space.
For this picture the slope constraints were extended to a maxi-
mum of 1.6 kHz source-destination frequency warping.

We also tested the alignment properties of other spectral repre-
sentations including the phase spectrum, Z-scores of the loga-
rithmic magnitude spectrum, and a weighted combination of the
logarithmic magnitude spectrum and its derivative. The deriva-
tive of the logarithmic magnitude spectrum always yielded the
best results in terms of formant alignment.

To avoid the frequency lag of half a spectral line which usu-
ally results from discrete differentiation we used the following
definition to estimate the derivative:

Li—Lg k=0
AL, ¥ { Lpii—Lip_y 0<k<N M
LN—LN_1 k=N

A comparison of the resulting smoothed spectra revealed negli-
gible differences yielded by this formula as opposed to simply
ignoring the frequency lag or exactly correcting for it by inter-
polating the alignments which are shifted by half a spectral line.

This might be caused by the high local similarity of warping
offsets (between source and target) for successive spectral lines
(see top panel of Fig. 2), where the warping applied to a given
spectral line is quite similar to that applied to its neighbouring
spectral lines. So, a small overall shift of the alignment path has
no effect. But in favour of algorithmic precision and simplicity,
we used the derivative estimation given in formula (1).

2.3. DP-based Alignment of two Frequency Responses

For two derivative logarithmic LPC-based magnitude spectra
AL’ and ALT an appropriate local distance measure between
any two spectral lines is simply:

d(j,k) = |AL; — ALf|, 0<jk<N

Then the best alignment between ALS and ALY is a path
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Figure 2: Top: Alignment between the source and target deriva-
tive frequency responses. Bottom: Alignment between the
source and target spectra and an interpolated spectrum at a 50%-
ratio. (For clarity only every second alignment line is shown.)

def def

with two rows (S =1,T =2), M columns, 0 < pr, <Ppm41 <N
(monotonicity), and which minimizes the global spectral dis-

tance (Fig. 1): Iy

Dsr =Y d(P(S,m),P(T,m)).
m=1
This is found by means of Dynamic Programming using the fol-
lowing local path constraints which favour diagonal alignment:

5(j—1,k—1)
8(5,k) =d(j,k) + min¢ 6(5 —1,k)

where 6(0,0) = d(0,0) and Ds,r = §(NN, N). For coping
with usual spectral smoothing tasks in concatenative synthe-
sis, a local frequency warping restriction between 300 Hz and
+400 Hz is appropriate and reduces the computational costs of
DP search by more than 90% in comparison to a full DP-matrix
and in the case of an 8 kHz Nyquist frequency (see Fig. 1).
Bark- or ERB-warping of the frequency axes is easily im-
plemented but since the linear frequency scale already yielded
satisfactory results we postpone this to future applications.

2.4. Estimation of Interpolated Frequency Responses

The alignment path P found by means of DP backtracking is
also valid for the original logarithmic LPC-based magnitude
spectra L° and LY. Then, interpolated spectra are achieved
by weighted means of frequency as well as amplitude values:

zm =wP(S,m)+ (1 —w)P(T,m), 1<m<M

y’:fl =w Lg(S,m) + (1 - w) Lg(T,m)a 1 S m S M
where 0 < w < 1 determines the source-target-ratio (Fig. 2).
Since the frequency axis " of the interpolated spectrum y* is
now uneven, an equally-spaced spectrum has to be estimated by

means of linear or spline interpolation of (z*, y*) at frequency
indices 0,1, ..., N to achieve the smoothed spectrum L*.

2.5. From Interpolated Frequency Responses
to Autoregressive Filter Coefficients

An efficient way to obtain autoregressive filter coefficients from
a given frequency response consists in using the inverse Fourier
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Figure 3: Poles in the z-plane and frequency response of the
source frame /a/, the target frame /i/, and five equally-spaced
interpolated frames using LSP-based spectral smoothing.

transformation of the power spectrum S = 10” /10 to achieve
as an intermediate result the autocorrelation coefficients which
then can be converted to filter coefficients by Levinson-Durbin
recursion. Since in our case the power spectrum S is even
(Sk = San—x) and only the first p + 1 autocorrelation coeffi-
cients r are needed for conversion to a filter polynomial of order
p, the following discrete cosine transformation [13, Eq.(6.35a)]
can be used instead of Fourier transformation:

N-1
1 [ 50+ Sw cos(nm) mmk
Tm = < 5 + ;:1 Sk cos N

where 0 < m < p, and N corresponds to the Nyquist fre-
quency. The autoregressive filter coefficients a are then es-
timated from the autocorrelation coefficients r by solving the
following equation system:

ro T T a1 —T1
ry o ... Tp_o as —ry
Tp—1 e T1 To ap —Tp
and ap = 1. Since the autocorrelation coefficients are real-

valued, from which follows that r,, = rJ,, the matrix becomes
a symmetric Toeplitz matrix to which the Levinson-Durbin al-
gorithm can be applied efficiently [12, Eq.(38b—d)].
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Figure 4: Oscillogram and sonagram synthesized from the
source frame, target frame, and the interpolated frames shown
in Fig. 3. The 2nd formant fades away between 250 and 300ms.
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Figure 5: Poles in the z-plane and frequency response of the
source frame /a/, the target frame /i/, and five equally-spaced
interpolated frames using DFW-based smoothing (see Fig. 3).

3. Evaluation

As an example of typical interpolations produced by our new
DFW-based method and of its superiority to LSP interpolation,
we selected source and target frames from the onset and offset
phase of a diphthong /ai/, thereby yielding a 120 ms interval be-
tween them and discarding the glide phase completely. So an
/a/-like sound served as the source frame and an /i/-like sound
as the target frame. The acoustic and perceptual difference be-
tween these two frames certainly is bigger than almost all dis-
continuities at unit boundaries in concatenative synthesis, but it
reveals clearly the properties of the two methods.

Fig. 5 shows the poles and frequency responses of source,
target, and five DFW-interpolated autoregressive polynomials.
It is remarkable that i) all poles with small bandwidths are
aligned perfectly, even when one of these poles crosses a large-
bandwidth pole, ii) poles with large bandwidths are moved rea-
sonably to support the overall spectral shape, and iii) one com-
plex conjugate pole pair of the source frame is smoothly con-
verted into two real poles. This perfect result is very difficult to
achieve by means of a pole-shifting algorithm which, however,
processes low-order polynomials quite successfully [4].

As a formal evaluation we applied the method used by
Paliwal 1995 [5] where Euclidean distances between measured
(=reference) and interpolated logarithmic magnitude spectra
were accumulated and displayed. The interpolation was based
on two frames, one (=source) preceding the reference frame and
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Figure 6: Same as Fig. 4 except that it is synthesized from the
DFW-based interpolated frames shown in Fig. 5. All formant
trajectories are now continuous. The result is the diphthong /ai/.
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Figure 7: Spectral distance distributions of the interpolated vs.
original frames centered between the source and target frames.
E.g. at a 35ms source-target distance (middle panel) 33% of
all DFW-smoothed /al/ spectra deviate 1-2dB from the original
frame in the middle between the source and the target frames.

the other (=target) succeeding it. We chose three different in-
tervals between the source and target frames: 20 ms, 35 ms,
and 50 ms, the latter being most appropriate to concatenative
synthesis. We only used reference frames located at 50% of the
time interval because this allows for largest spectral mismatches
and thus makes the interpolation task more difficult.

Moreover, we restricted the evaluation data to glide phases
of 480 diphthongs /al/, /aU/, and /OY/ automatically selected
from the PhonDatll German read speech corpus. In this way,
the evaluation task becomes even more difficult because diph-
thong spectra show a significant and time-varying formant
structure whose mismatch yields larger spectral distances than
e.g. spectra of fricatives or steady-state monophthongs. But
since spectra taken from the glide phase of diphthongs seem
to be roughly predictable from the onset and offset spectra, this
task might be solvable by an ‘optimal’ interpolation procedure.

In Fig. 7 the DFW-based method shows a tendency to per-
form better than LSP-interpolation with increasing intervals be-
tween source and target frames. It is noteworthy that the diph-
thong /OY/ is most difficult to interpolate while the diphthong
/al/ consistently yields the smallest spectral distances.

4. Discussion

DFW- and LSP-based smoothing seem to perform equally well
in terms of Euclidean spectral distance. But the difference be-
comes obvious in Fig. 4 vs. 6: LSP interpolation often has the
character of a simple cross-fading procedure. That means the
energy peaks of the source spectrum fade continuously away
while the peaks of the target spectrum fade in. As a result, at
50% interpolation both spectral characteristics are present at the
same time instead of a single appropriately warped spectrum.
As Erkelens&Broersen 1998 [6] already pointed out, a sub-
jective evaluation of the smoothing quality could give different
results in contrast to the fully automatic evaluation used here.
Finally, it should be clear that purely acoustic interpola-
tions are phonetically questionable because the resulting tra-
jectories are substantiated neither by articulatory nor percep-
tual evidence. Especially diphthongal formant trajectories are
known to change acoustically asynchronously. Hence the ques-
tion of whether a more reasonable interpolation method taking
into account phonetic knowledge is feasible, remains open.
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