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Abstract

This paper outlines the results of commercial field trial of a
multimodal (speech and GUI) platform using natural
language technologies in a mobile environment. During the
trial we compared the user experience of the multimodal
interface to the user experience with a comparable
application providing only unimodal (GUI) interaction. A key
objective of the analysis following the trial was to understand
the etiology of the difference in user experience with the two
systems. Speech-only usage was used to complete tasks 71%
of the time on average across all participants and tasks. The
remaining 29% was distributed among GUI-only usage and
multimodal usage. These results indicate that for input, the
natural language speech was the major contributor to the
increased quality of user experience.

1. Introduction

Accessing email from a telephone is an application that has
been available in various forms for many years. The first
systems gave users speech-only access over a standard
telephone. These were later adapted for use on cell phones by
incorporating new acoustic models. Once WAP phones
became more widely available more unimodal systems
emerged, these were largely GUI only, for access to email
when away from a traditional computer. With the arrival of
third generation networks (3G) we now have the ability to
create multimodal solutions (voice and GUI) to access
information in a mobile environment. This paper describes
one such solution, as well as the successful field trial
associated with the solution. We believe this implementation
to be first instance of a natural language understanding
multimodal application on an unmodified cell phone.

1.1. Related Work

There is some work on the combined use of multimodal
technology together with speech technologies [3, 4, 5, 6].
Whilst these works treat both multimodal and speech
technology, this has not been extended to the use of Natural
Language in a mobile phone environment. As such, our work
is unique in the combination of multimodal, natural language
speech technology, cellular mobile phones, conducted as a
commercial field study. Our new findings extend upon a
preliminary study we conducted in [2].

1.2. Definitions

We consider a task to have been completed in a multimodal
fashion if the user inter-mixes both speech and GUI turns in
order to complete the task. Most tasks require multiple turns,
where a turn is an action by a user, which is either a spoken
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utterance, or GUI input. For example the task of replying to
an email consists of at least 3 turns (or more if there are
speech recognition errors). These are: a) the request for the
reply function, b) the recording or text input of the reply c)
the confirmation that the reply should be sent now.
Alternatively, the task could be completed with speech-only
(all turns were with speech) or GUI-only. For a list of the
tasks conducted in the lab study please see Appendix L

1.3. Study Method

In order to gain a full understanding of the impact of the
additional modality (speech) on the user experience, we
obtained a baseline of their experience with a unimodal
application in the same domain (mobile email access). The
unimodal system chosen is an available commercial product
that is representative of current software solutions for mobile
devices. The same 3G handset device was used to access
both systems, and the users completed the same set of tasks.

To ensure efficacy of the study, each participant
performed the same set of tasks, which also included training
on both systems, completing questionnaires as well as a
debriefing. Every participant was timed for each task on both
systems. Specifically, the following study activities were
conducted by each participant.

Greet and welcome participant

Ten minutes: training on first system

Thirty minutes: lab study tasks on first system
Ten minutes: participant completes questionnaire.
Ten minutes training on second system

Thirty minutes: lab study tasks on second system.
Ten minutes : participant completes questionnaire.
One-on-one debriefing of participant
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The study group consisted of 17 mobile mail users,
selected as representative users for this domain. In order to
eliminate any possible difficulty in recognition or
understanding the synthetic speech, all participants were
native English speakers with no reported hearing problems.
All participants signed a consent form and were videotaped.

1.4. Contribution

This paper presents the results of a successful commercial
field trial of a multimodal application that accepts both
natural language (NL) speech and GUI input, and had both
GUI and text-to-speech output. The application selected for
NL speech enablement was an email office assistant
application for personal information management (PIM). The
field trial showed that speech was the dominant modality
used for input, with 71% of all tasks being conducted in a
speech-only mode. Additionally, users in the study reported
an average gain of 50.14% across the performance and



qualitative metrics of satisfaction when compared to the

unimodal (GUI only) system. This paper makes several

additional contributions, including:

* We present results on the practical use of Natural
Language speech technologies in a mobile environment.

* Introduce a framework for developing further
applications using our natural language speech platform.

2. Application Architecture

In this section we outline the design and implementation of
our solution. While this deployment was in a mobile
environment, the architecture also supports fixed device
scenarios such as personal computers.

2.1. Logical Architecture

The fundamental architecture and key subsystems are based
on a modular speech platform extended with a natural
language processing engine. This is illustrated below in
Figure 1.
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Figure 1 Key subsystems

We now briefly describe each of these subsystems, in section
2.2 we describe in greater detail the speech technology used.

2.1.1. WAP (data) Browser

The WAP client browser used in this deployment was a
standard phone-based browser. Since the application is
multimodal, input from one modality results in output to both,
thus we need the ability to push (i.e. deliver unrequested
content) to each client browser (WAP and VoiceXML). The
initial push to the WAP browser is accomplished by sending a
Service Indication message to the calling device. After that, a
polling approach is used to deliver pushed information to the
visual client. A URL referencing the pushed document for the
next dialog turn is included in all content prepared for the
WAP browser. The URL is incorporated into a WMLScript
embedded in the final markup delivered to the browser. After
the page is loaded, the WMLScript issues a blocking request
for the document to the push service content server, which
polls for the file and only returns if it is found.

2.1.2. Voice Browser

The VoiceXML 2.0 client browser is located on a server
within the network, and it is extended with two capabilities.
The first is the ability to have content pushed to it
asynchronously (to support multimodal interaction) and the
second is support for statistical language model based

recognition (to support natural language understanding in the
speech interface). Each VoiceXML document dynamically
generated by the application for the client browser contains
one prompt, and collects one input field, which is the user’s
utterance. We do not use the advanced dialog management
capabilities of the VoiceXML browser since the multimodal
dialog management is handled by a component within the
application as outlined in section 2.3.

2.1.3. Multimodal Manager

The Multimodal manager is responsible for establishing and
maintaining multiple bearer connections between the speech
platform and the mobile device. Two connections are
established: one each for the voice and data transmissions.

2.14. Content Transcoder

At runtime the content transcoder transforms the application
response into a markup suitable for the client browser on
which the response will be presented. We implemented this
by using an XSLT engine with a style sheet for each
supported client browser (voice and GUI).

2.1.5.  Application Manager

This component is implemented as a java servlet and it
manages concurrent sessions from multiple active users. The
Java Servlet technology is used to provide cookie-based
session management. The application manager is also
responsible for initiating a push of the application response to
the non-requesting client browser.

2.1.6.  Application Functionality

The mobile application is an email assistant offering several
services, including:

*  creating new email messages,

*  message send, forwarding and reply, and

*  scheduling meetings.

2.2. Speech Technologies

The telephony
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Figure 2. Telephonv Platform interfaces with the
telephony platform
via the enhanced VoiceXML 2.0 browser. Figure 2 shows the
main components of this platform. Speech recognition uses
the n-gram based model capabilities of the IBM Via Voice
recognition engine. We developed a domain-specific n-gram
model for the command and control portions of the mobile
application. The vocabulary for the domain is approximately
2,500 words and the model itself incorporates dynamically
redefinable embedded grammars. This latter feature enables
the support of personalized vocabularies for such things as



people’s names and email message subjects. For text-to-
speech, we chose a male voice with a UK accent. This is a
domain independent concatenative (phoneme splicing)
technology provided by ViaVoice Outloud.

2.2.1.  Natural Language Understanding

Figure 3 outlines the key subsystems of the PIM application,
which incorporates the NL Understanding technology [1].
The NL engine takes the text generated by speech
recognition and performs a domain specific translation to
extract a semantic interpretation.
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Figure 3. PIM Application Logical Architecture

The Natural Language Generation (NLG) module
converts domain-specific and mode-specific presentation
events into formats supported by their associated
presentation modes. In the case of the field trial presented in
this paper, the domain is restricted to email and personal
information management, and the modes supported are
speech and GUL The Mediator coordinates the input and
output events using domain specific NLU models to generate
attribute value pairs. The Forms Dialog Manager (FDM) is
responsible for managing the dialog between the end user
and the PIM application. This includes maintaining the state
m of the dialog, determining
when additional information is
required from the user in order
to complete a request, and
executing user requests by
interfacing with backend mail
functions. The History and
Context modules capture both
static and dynamic aspects of
the user activity, providing a
historical reference point and
contextual basis upon which
dialog decisions are based.

2.3. Speech and Data user Interface

A sample screen shot for the multimodal application can be
seen in Figure 4. The user can arbitrarily select an input
mode (text entry, link selection or speech) and the system
responds with compound visual and spoken output.
Delivering a synchronized result to the user proved difficult
in a real deployment due to differences in latency between
the circuit-switched service and the packet-switched service.
The system response was typically presented to the user on
the voice channel slightly before it was presented visually.

To reduce the impact of the problem we made sure to always
send the visual content prior to sending the voice content.

3. Field Trial Results

The field trial results showed a significant improvement in
the user experience when using a multimodal application as
compared to a unimodal application. In addition to measuring
the impact of the additional modality (speech) we were also
interested in understanding which modality would be
dominant when the user is given the option to use either
voice, GUI or both for every task. Given the improvement of
the user experience with the multimodal application we
conducted additional analysis to understand what modality
users were using for each task. More precisely, we wanted to
understand to what extent the multimodal capability versus
the natural language speech capability contributed to the
measured improvements over the unimodal GUI interface.

3.1. Comparative Results

The following graph, figure 5, summarizes the overall
qualitative results of our field trial comparing the multimodal
application to the unimodal application. It can be seen that
the combined speech and text mobile solution, provided a
superior user experience in each measurement. These results
are discussed in greater detail in [2].
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Figure5. Qualitative Results

Table 1 contains all the measurements for the qualitative
results. The first four measurements were combined indices
and the table lists what descriptors were combined. In some
cases a descriptor was reverse coded (e.g. Useless in the
Value index). When compound indices were created, their
Cronbach Alpha value is included to show the measure of
reliability. The last four are simple indices and were rated on
a Likert scale of 1 to 7. The differences between the baseline
measurement (the unimodal system) and the multimodal
system were all statistically significant with the exception of
the ease of use index, which was in the right direction.

Table 1. Qualitative Indices

Indices a

Ease of use Easy, difficult, straightforward. .823
Novelty Outdated, cutting edge, innovative. .824
Value Useless, valuable, high quality. .807
Engaging Entertained, involved, interested. .890

Satis. w/ease | Likert scale 1 —7

Satis. w/time | Likert scale 1 —7

Future Use Likert scale 1 — 7

Recommend Likert scale 1 — 7




In addition to these user experience indices, time on task for
each participant was used as measure of performance. Users
were significantly faster with the multimodal system (see
Figure 6).
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Figure 6. Performance metrics

3.2. Etiology of User Experience Improvement

An analysis of the user interactions during the trial reveals
that users used speech-only for task completion significantly
more frequently than multimodal interaction. The following
graph (Figure 7) illustrates the modality usage of 17
participants in the trial. The shaded portion below the line
depicts the usage of speech only. The area above the line
represents the use of either multimodal or GUI only. Thus
we see for example, that participant 2 used speech-only for
all tasks and never interacted multimodally.
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Figure 7. Natural Language Speech Usage

Speech-only usage was used to complete tasks 71% of the
time on average across all participants and tasks. The
remaining 29% was distributed among GUI-only usage and
multimodal usage. These results indicate that for input, the
NL speech was the major contributor to the increased quality
of user experience when compared to the unimodal
interaction. The above results are also supported by a
generalized analysis of the distribution of modality usage per
user turn. In the turn analysis we examined whether the user
opted for speech or GUI interaction. On average users used
speech for 90% of the turns.

4. Conclusions

We have presented a multimodal application accepting NL
speech and GUI input, which was successfully implemented
on an unmodified device in a 3G environment. The system
was used in a field trial to compare it to a standard unimodal
(GUI only) product for mobile email access. The trial showed
that participants significantly preferred the multimodal
interaction over the unimodal, were faster, and were much
more inclined to use and recommend a multimodal system in
the future. We have described the architecture used for the
implementation to help inform future designers of such
systems. The results from this study indicate that the most

significant contributor to the improvement in user experience
when comparing a multimodal system to a unimodal one is
the natural language capability.

5. Further Study

A further study to understand whether these findings would
hold true in other domains such as mapping or advertising
applications is warranted. It is anticipated that the results
may not hold true for all classes of domains, however a
general improvement in user experience may still be
observed. Additionally, we would like to conduct a
longitudinal study to see if the dominance of modality usage
remains the same over time as the user acclimates to the
application.
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7. Appendix 1. Lab Study Tasks

Task 1. Log on (test account name: “user one” password:
“123456”)

Task 2. Find out how many messages are in your inbox.
Write that number down:

Task 3. Find out if you have any messages from Denise
Richards.

Task 4. Read the message from Denise Richards.

Task 5. Perform the task requested in Denises’ message.
For example, send a reply to the message indicating
that you are willing to attend the meeting.
However, it is possible that your calendar may not
be free at that time and you should advise that the
meeting might is to be scheduled for a new time.

Task 6. Read the 10™ message.

Task 7. Forward that message to Joe Citizen, adding the
following comment: “Hi Joe, please see the
attached message for your information”.



