INTERSPEECH 2004 - ICSLP
8" International Conference on Spoken

ISCA Archive

364

37 /Interspeech.2004-:

‘
¢

10.214

http://www.isca-speech.org/archive

Language Processing
ICC Jeju, Jeju Island, Korea
October 4-8, 2004

Cross-Lingual Phoneme Mapping for Multilingual Synthesis
Systems

Marko Moberg, Kimmo Pdrssinen, Juha Iso-Sipild

Nokia Technology Platforms

Tampere, Finland
{Marko .Moberg, Kimmo.Parssinen, dJuha. Iso—Sipila}@nokia .com

Abstract

Development of a multilingual text-to-speech (TTS) system
usually requires a lot of time, effort and language resources.
Furthermore, the implementation tends to consume large
amounts of memory as the number of supported languages
increases. This paper proposes a simple method for quickly
increasing the language portfolio of an existing TTS system
with the minimal effort and memory consumption. The cross-
lingual phoneme mapping modifies the phonetic transcription
of a new language by presenting it with the phoneme set
supported by an existing TTS system. The synthesis output of
the mapped language is phonetically quite accurate but the
intonation is based on the existing target language. The
evaluations showed that the cross-lingual phoneme mapping
could provide an adequate quality synthesis when the
language portfolio must rapidly be expanded and the memory
and the language resources are scarce. The method is applied
best for the synthesis of short utterances including names and
isolated words.

1. Introduction

The text-to-speech (TTS) technology is often viewed as being
very language specific. Language dependency can sometimes
be a limiting factor in commercializing TTS technology over
several market areas where different languages are spoken. A
system supporting many languages can thus be considered as a
competitive advantage for companies operating in many
different countries. Multilingualism in a TTS system can be
achieved either by providing differentiated versions of the
product for different regions or by having a single, truly
multilingual system supporting several languages. In this
paper we use the term “multilingual” to refer to the latter case.

Development of multilingual speech synthesis systems
usually requires considerable effort. New speech databases
must be recorded and processed for systems based on
waveform concatenation or in case of formant synthesis, a
new set of synthesis parameters need to be tuned. In addition
to the actual waveform generation the languages have many
other differences that must be taken into account. The ones
that mostly effect the TTS development are in grammar,
phonology and prosody. Orthographic information together
with syntactic and morphological analysis provides input for
grapheme-to-phoneme (G2P) conversion. Syntactic analysis
provides information for sentence level stress assignment,
which can be used in controlling pitch and duration.
Alternatively prosody can be modeled using some data driven
statistical methods such as classification and regression trees
[1][2]. In general, the more accurate synthesis model of a
language is needed, the more thorough knowledge of the
language is required. [3][4]

In addition to development effort, the support for multi-
language systems consumes significantly more memory than
for single language TTS systems. Multilingual speech
synthesis systems based on a speech database have been
usually designed so that the data and architecture are
completely separate. This way, the change in the speech
corpus does not require a change in the architecture thus
making the addition of a new language a relatively
straightforward procedure. However, the size of the
synthesizer increases a lot every time a new language is
added. The most memory intensive parts of the whole TTS
system are just the ones, which contain the language specific
information. Such components are for example lexicons and
speech databases. The size of each language module varies
from several hundred kilobytes to several megabytes. The
size of the speech database can be reduced utilizing various
coding methods on stored speech units. Another option is to
reduce the number of the stored units. Different unit selection
methods can be used in finding the balance between the
database size and the quality of the synthesized speech. Some
methods may also be applied to formant synthesizers to
reduce their memory footprint even further although the
reduction may not be as significant as in the case of
concatenation systems. [5][6][7][8][9]

Memory consumption of several megabytes is rarely
acceptable in mass produced mobile devices, especially in
phones, due to the price of the memory. For that reason,
support for multiple languages on a single device with the
limited memory resources is a major design and
implementation challenge.

This paper proposes a novel alternative method for
creating support for additional synthesis languages. The
method tries to address the main issues with TTS language
development such as the development time and effort, and the
memory consumption.

2. Description of the method

The proposed method uses an existing synthesis language to
create a close approximation of a new language, which one
likes to add to the TTS system. The existing synthesis system
can be a full scale TTS system with a large dictionary,
syntactic parser and modules generating sentence level
prosody or it can be a small footprint isolated word synthesis
system. No requirement is set for the actual synthesis
technology either. The proposed method should work with
formant synthesizer as well as with waveform concatenation.

2.1. The basic framework

The new language and the existing TTS language are linked
together at the phoneme level. For that reason there should be



a way of generating correct phonetic transcriptions for both
the existing TTS language and the new one. The TTS system
is naturally already taking care of the G2P conversion for the
supported language but such a conversion is also needed for
the language being added. A phonetic transcription of the
input word can be obtained using for example a lexicon. For
smaller memory footprint, a set of rules or statistical trees
might provide an attractive alternative for implementing G2P
conversion [10].

In addition to the extra G2P conversion for the new
language, a mapping module is needed to take care of the
phoneme matching between the two languages. From now on,
the fully supported TTS language is referred to as a target
language and the new additional language is referred to as a
source language. The mapping module provides the rules for
presenting the sounds of the source language with the given
set of phonemes of the target language. The top-level
framework for the phoneme mapping is presented in Figure 1.
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Figure 1. Top-level presentation of a TTS system using
cross-lingual phoneme mapping.

The text input given in the source language is processed with
the rules and models of the target language. Depending on the
implementation and the languages used, the prosodic
modeling can be applied either to the orthographic symbols or
to the phonemes. The figure describes the version where the
prosodic modeling of the TTS system is based on a target
language using textual input. The G2P of the target language
will be by-passed by executing the corresponding source
language module accompanied by the phoneme-mapping
module.

The waveform generation i.e. synthesis module is
completely unaffected by the phoneme mapping. The
synthesis will operate in the same way as it would in the case
of synthesizing the target language. The phoneme sequence,
which enters the waveform generation module, contains only
those phonemes, which are supported by the TTS system
using the target language. The phoneme-mapping module
guarantees that all the source language phonemes are properly
mapped into target language phonemes and that unsupported
phonemes are not fed into the waveform generation module.

2.2. Defining the mapping of phonemes

For the best quality, the target and the source languages
should be as similar to each other as possible. Since the
sounds of the source language are presented using the
phonemes of the target language through applying a specific
set of mapping rules, the languages should be relatively
similar both in the prosodic and the phonetic sense. For
example, it is more feasible to map Estonian or Hungarian to
Finnish than to American English because Estonian,
Hungarian and Finnish all belong to the same language
family.

The goal of the phoneme mapping is to use the phonemes
of the target language to create a sequence of phonemes that
would sound as close to the original source language as
possible. If the languages are phonetically similar the
mapping rules are in most cases just one to one mappings
between phonemes and there is no need to derive more
elaborate rules. However, in some cases it is necessary to use
more advanced phoneme mappings to improve the final sound
quality. The reason for this is that the target language and the
source language are not necessarily sharing certain phonemes
and therefore the source phoneme has to be formed applying
e.g. two separate phonemes from the phoneme set of the
target language.

A simple example of the mapping rules from Dutch to
German is shown in Table 1. Only the four phonemes shown
differ between the two languages. German does not have /A/
(open back unrounded vowel), /G/ (voiced velar fricative), /t/
(alveolar trill) nor /y/ (close front rounded vowel) phonemes
so they need to be replaced with another ones. The closest
match can be obtained using German phonemes /a/, /g/, /R/
and /y:/, respectively. For all the other Dutch phonemes there
is a counterpart in German using the same symbol so no
special mapping is required. Of course, there might be slight
differences in phoneme quality between the languages
although certain sounds are described with the same phonetic
symbols. The phoneme notation used in the example is based
on SAMPA [11].

Table 1. Mapping Dutch into German

Source language: | Target Language:
Dutch German

A a

G g

r R

y y:

Below is an example showing how the phonetic transcription
of a Dutch name can be converted for a German TTS system
using cross-lingual phoneme mapping.

Dutch: G e 1 t r y d @
{ N
German: | g e R t R y d @

The phoneme mapping can provide a substantial change in
the TTS output in the case of languages whose pronunciation
rules differ significantly. This can be demonstrated with an
example where a Swedish word “gilla” (to like) is synthesized
with an US-English TTS system with and without the



phoneme mapping. The example shows that the phoneme
sequence created by the cross-lingual phoneme-mapping
module is closer to the Swedish pronunciation than the one
produced by the US-English G2P. Both sequences can be fed
into the US-English TTS system to obtain the speech output.
The change in pronunciation can be considered especially
useful in improving the intelligibility of the synthesized
words.

mapping was applied to 20 languages in total. Some of the
evaluated languages and the corresponding mappings are
presented in Table 3.

Table 3. Some of the evaluated language mappings

Source language Target language

Hungarian Finnish
Estonian Finnish
Dutch German
Greek Spanish
Swedish American English

Polish American English
American English

Ukrainian

gilla
!
| US-English G2P | Swedish G2P
l l
[dZ11 @] [j11a]
J

| Phoneme mapping |

i 11A]

Another example in Table 2 shows the mapping rules for
converting Hungarian into Finnish. Notice that in the given
example the last two rules are splitting the source phonemes
into two target phonemes. Palatal nasal /J/ is presented as a
combination of nasal /n/ and palatal approximant /j/, and an
approximant /ts/ is presented with unvoiced alveolar plosive
/t/ and unvoiced alveolar fricative /s/.

Table 2. Mapping Hungarian into Finnish

Source language: | Target language:
Hungarian Finnish

A a

a: a

i i

E e

e: e

J n+j

ts t+s

The similar mapping tables can be easily constructed for any
two languages keeping in mind that the closer the languages
are to each other, the less approximation is needed in
presenting the phonemes.

3. Evaluation of the method

The phoneme mapping was tested in practice by synthesizing
isolated words and names from languages that were not
natively supported in the multilingual speech synthesis
system. The TTS system used was a low footprint formant
synthesis system based on Klatt88 formant synthesizer
[12][13]. The system utilized Classification and Regression
Trees (CARTs) to encode and predict the location of the
syllable, syllable stress, syllable pitch, and phoneme durations
for each natively supported language. The trees were trained
using a variety of different level features extracted from
annotated training sets in the same way as in the Festival
system [14]. Each training set consisted of approximately a
couple of hundred words and short phrases.

The phonetic transcriptions for the test utterances were
acquired using G2P module based on rules or statistical trees
depending on the language. The cross-lingual phoneme

Romanian

American English

The perceived quality of the phoneme mapping was evaluated
through a small scale listening evaluation test. The
synthesized output was compared with the reference samples
spoken by a native speaker. Attention was paid to the
phoneme quality, intelligibility and intonation.

4. Results

The preliminary listening evaluation tests gave some useful
information about the -capabilities of the cross-lingual
phoneme mapping. The languages that were close to each
other both phonetically and also in the prosodic sense, e.g.
Estonian mapped into Finnish, performed relatively well in
the listening evaluations. On the other hand, for languages
that belonged to different language families e.g. Ukrainian
and American English it was more difficult to achieve the
corresponding performance.

Moreover, because the mapping was simply based on
phonetic rules representing source phonemes by target
language phonemes the synthesis system applied target
language prosody model also for the mapped language.
Therefore, for the related languages the end result was
phonetically quite close to the original but the intonation was
not correct. The intonation gave a foreign accent to the
synthesis output although the sounds were matching the
source language quite well. However, the quality of synthesis
with phoneme mapping (e.g. Dutch mapped into German)
outperformed the synthesis of “foreign words” (i.e. Dutch
words spoken directly with a German synthesizer.

The phoneme mapping process itself proved to be very
fast. The creation of the cross-lingual mappings took only two
days for a set of chosen languages using the language
resources available from the web [11]. The increase of the
memory footprint due to the mapping module was measured
to be almost negligible. The main contribution to the memory
consumption came from the G2P modules for the additional
languages. However, the use of rules and statistical methods
kept the total memory consumption in hundreds of kilobytes.

5. Discussion

The proposed method introduced a new way of increasing the
language support of a TTS engine. It was shown that by
applying the cross-lingual phoneme mapping the language
portfolio of a TTS system could be quickly expanded. The
development time of a new mapped language is a fraction of
the time needed for developing a new language from the



scratch. Some knowledge about the phonology of the new
language is needed but the most of the language details are
handled according to the target language, which has been
developed earlier. This fact is especially useful with exotic
languages for which speech databases and detailed linguistic
information is difficult to acquire.

The quality of the synthetic speech depends heavily on
the similarities of the source and target languages. The factors
include both the prosody and the phoneme set. The optimal
selection of target languages enables the best quality results
when mapping for new languages is implemented. For
example, having target languages from every major language
family would allow the largest selection of good quality
source languages. It could be studied further whether the
similarity of the languages used in the mapping is mostly
defined by the phoneme set or by the prosody. Perceptual
evaluations would be required to measure their relative
importance.

The concept was tested with a formant synthesizer but it
should be independent of the synthesis technology. However,
it would be interesting to test the mapping on a waveform
concatenation engine to see how the synthesizer handles the
phoneme sequences and contexts, which are not typical for
the target language. This might introduce a challenge to the
algorithms searching for the concatenation units with a best
match.

The future research work will include formal evaluations
of the speech quality of the mapped languages. The listening
evaluations can be done for the languages separately and also
in comparison with the “native” implementation of the same
language. Also more thorough analysis could be carried out
addressing the behavior of syntactic parsers and other higher-
level blocks of the TTS system.

6. Conclusions

The results presented in this paper show that rapid language
development can be carried out using the proposed cross-
lingual phoneme mapping. The benefits of the method are
short language development time, low level of language
knowledge needed and low memory consumption. However,
there are some shortcomings as well. The prosody model
applied to the new language is coming from the target
language, which means that e.g. the intonation does not fully
match with the language. As a result, synthetic speech will be
almost phonetically correct but with a foreign accent. The
mismatch is not usually a severe issue for an isolated word
synthesis but the problem should be addressed if longer
sentences are going to be synthesized. According to the
preliminary evaluations the quality of the synthesis is inferior
to the language, which is properly developed from the
resources specific to that language. However, the evaluations
also showed that the cross-lingual phoneme mapping could
provide an adequate quality synthesis when the language
portfolio must be rapidly expanded and the memory and the
language resources are scarce. The method is best applied for
the synthesis of short utterances including names and isolated
words.
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